
 
  Original Research Article 
  Peer Reviewed Conference Proceeding 

ESCAPE 36 - European Symposium on Computer Aided Process Engineering 
Sheffield, UK. 21-24 June 2026 

https://doi.org/10.69997/sct.118913  Syst Control Trans 5:2320-2326 (2026) 2320 

Transfer Learning–Enhanced Deep Probabilistic 
Surrogates for Scalable Multi-Fidelity Bayesian 
Optimisation in Process Design 
Jaewook Lee, Ethan Errington, and Miao Guo* 
Department of Engineering, King’s College London, London, WC2R 2LS, United Kingdom 
* Corresponding Author: miao.guo@kcl.ac.uk.  

ABSTRACT 
Self-driving laboratories (SDLs) increasingly use Bayesian optimisation (BO) to navigate expensive 
design spaces, yet high-fidelity simulations and experiments remain too costly to query at scale. 
Multi-fidelity Bayesian optimisation (MFBO) alleviates this by combining abundant low-fidelity 
evaluations with scarce high-fidelity observations. However, Gaussian process (GP) surrogates 
can become computational bottlenecks as data volume and dimensionality increase, motivating 
scalable alternatives. Here, we assess transfer learning based deep neural network (DNN) surro-
gates that pretrain on low-fidelity data and fine-tune on high-fidelity observations. We construct 
a chemical process benchmark for glacial acetic acid separation and purification with paired low- 
and high-fidelity flowsheets. The optimisation considers eight decision variables and minimises 
the minimum selling price (MSP), while enforcing a product purity threshold via a quadratic penalty. 
To reflect realistic resource constraints, we define seven training scenarios with approximately 
constant total simulation time, given the large cost gap between fidelities. Across all scenarios, 
the transfer learning DNN outperforms a GP regression baseline trained only on high-fidelity data. 
Test-set R² increases from 0.41 to 0.71 for the DNN, compared with 0.32 to 0.51 for GP, with gains 
already visible in the most data-scarce setting. These results suggest that transfer learning–en-
hanced DNN surrogates can offer accurate, scalable multi-fidelity surrogate models for process 
optimisation, and could be a practical component in BO-based automated discovery settings 
where low- and high-fidelity data coexist. 
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INTRODUCTION 
Self-driving laboratories (SDLs) and simulation-

driven design workflows increasingly rely on sequential 
decision-making algorithms to navigate expensive de-
sign spaces [1-3]. Bayesian optimisation (BO) has been 
widely adopted in this context for optimising expensive 
black-box objectives in chemical process design, as it 
balances exploration and exploitation through a probabil-
istic surrogate model and an acquisition function, achiev-
ing competitive solutions with relatively few evaluations 
[4-7]. However, high-fidelity process simulations often 
involve rigorous thermodynamic models, equilibrium-
stage calculations, recycle loops, and strong nonlineari-
ties, making each evaluation computationally expensive 

and limiting the number of feasible evaluations within a 
realistic compute budget. Multi-fidelity Bayesian optimi-
sation (MFBO) alleviates this by integrating abundant, in-
expensive low-fidelity evaluations with scarce high-fidel-
ity observations within a single optimisation loop [8-10]. 
The key technical challenge is to learn a surrogate that 
can exploit large amounts of biased low-fidelity data 
while achieving high predictive accuracy in the high-fi-
delity regime. 

Gaussian processes (GPs) have been a dominant 
surrogate choice in BO and MFBO due to their principled 
uncertainty quantification and strong small-data perfor-
mance [11-13]. However, standard GP training scales cu-
bically with the number of training points, which becomes 
increasingly problematic as low-fidelity datasets grow or 
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as optimisation campaigns accumulate data over time 
[14]. Deep neural networks offer a scalable alternative: 
they can leverage large datasets, learn flexible represen-
tations, and train efficiently on modern hardware. In 
multi-fidelity settings, transfer learning is particularly ap-
pealing—a model pretrained on abundant low-fidelity 
data can learn general input–output structure, while fine-
tuning on limited high-fidelity observations corrects sys-
tematic bias and calibrates the model toward the target 
objective [15]. However, a careful evaluation is needed to 
determine whether this strategy provides reliable im-
provements over GP baselines under realistic multi-fidel-
ity constraints. 

In this work, we evaluate transfer learning–en-
hanced deep surrogate models as scalable alternatives 
to GP regression for multi-fidelity optimisation in chemi-
cal process design. We construct a benchmark for glacial 
acetic acid separation and purification with paired low- 
and high-fidelity BioSTEAM flowsheets, considering 
eight decision variables and minimising a penalised mini-
mum selling price. To enable fair comparison, we define 
seven budget-matched scenarios in which total simula-
tion time is kept approximately constant while the ratio of 
high- to low-fidelity data varies. The contributions are 
threefold: (i) a reproducible multi-fidelity process bench-
mark with strong cost asymmetry between fidelity levels; 
(ii) a transfer learning surrogate strategy that leverages 
low-fidelity pretraining and high-fidelity fine-tuning; and 
(iii) a controlled comparison against a GP regression 
baseline across multiple budget-matched scenarios, 
demonstrating how predictive accuracy scales with in-
creasing data availability. 

METHODS 

Overview of the study design 
This work evaluates surrogate modelling strategies 

for multi-fidelity optimisation under realistic computa-
tional constraints. We construct a paired low-fidelity 
(LoFi) and high-fidelity (HiFi) process simulation bench-
mark for glacial acetic acid separation and purification, 
and compare two surrogate training paradigms: 
(i) Single-fidelity baseline (HiFi-only): a GP surrogate 
trained only on HiFi samples. (ii) Multi-fidelity transfer 
learning (LoFi pretraining + HiFi fine-tuning): a DNN sur-
rogate pretrained on abundant LoFi data and subse-
quently fine-tuned using a smaller set of HiFi samples. To 
ensure a fair comparison aligned with practical usage, we 
define seven scenarios in which the total simulation time 
budget is approximately constant, exploiting the large 
cost disparity between LoFi and HiFi evaluations (ap-
proximately 0.5 s vs 167 s per evaluation). 

Process benchmark: acetic acid separation 
and purification 

We use a BioSTEAM-based flowsheet representing 
a hybrid liquid-liquid extraction (LLE) and distillation pro-
cess to produce glacial acetic acid [16, 17]. A dilute aque-
ous feed (10, 000 kg ℎ−1, 10 wt% acetic acid) is contacted 
with ethyl acetate (solvent-to-feed mass ratio 1.5) to 
yield an acetic-acid-rich extract and a water-rich raffi-
nate. The extract is processed in an extract-distillation 
column with phase separation to enable solvent recycle, 
and subsequently purified in an acetic acid purification 
column to meet the product specification. In parallel, the 
raffinate and water-rich streams are distilled to recover 
ethyl acetate for recycle and discharge a wastewater 
stream. Unless otherwise specified, pressure is set by Bi-
oSTEAM defaults (1 atm), and thermodynamic phase 
equilibria determine unit temperatures except for a heat-
exchanger temperature decision variable. The overall 
process flowsheet is shown in Figure 1. 

 
Figure 1. Process flow diagram for glacial acetic acid 
separation and purification. Solid lines denote process 
streams; dashed lines denote recycle streams. 

Fidelity definitions: LoFi and HiFi models 
Two fidelity levels are implemented to reflect com-

putational cost and model fidelity. In the LoFi model, the 
extractor is represented by a single-stage equilibrium 
unit (bst.MixerSettler), and key columns are modelled us-
ing shortcut distillation (bst.ShortcutColumn, Fenske-Un-
derwood-Gilliland formulation) [18-20]. In the HiFi model, 
the extractor is modelled as a multi-stage system 
(bst.MultiStageMixerSettlers, 𝑛𝑛stages ∈ [10, 50] ) and the 
two main columns are simulated using equilibrium-stage 
distillation (bst.MESHDistillation) solved via MESH equa-
tions, with tightened convergence tolerances 
(sys.set_tolerance(rmol=1e-3, mol=1e-3, subsys-
tems=True)) [21]. The raffinate distillation column is im-
plemented as a shortcut column in both fidelities. A key 
implementation detail is that, because the LoFi extractor 
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is single-stage, the decision variable 𝑛𝑛stagesdoes not affect 
LoFi outputs and is only active in the HiFi model. 

Decision variables and optimisation objective 
Let x ∈ ℝ8 denote the vector of decision variables: 

the number of extraction stages (𝑛𝑛stages, integer 10–50), six 
recovery ratios for light and heavy keys in three distilla-
tion columns (each in [0, 0.9999]), and the heat-exchanger 
temperature 𝑇𝑇hex ∈ [273, 350]K. The optimisation objective 
is to minimise a penalised MSP proxy: 

𝑓𝑓(x) = MSP(x) + 𝜆𝜆max (0,𝑝𝑝min − 𝑝𝑝(x))2,  

where 𝑝𝑝(x) is the acetic acid mass fraction in the final 
product stream and 𝑝𝑝min = 0.98. We use a quadratic pen-
alty with 𝜆𝜆 = 10 . The MSP is computed from BioSTEAM 
cost outputs as: 

MSP(x) = CAPEX(x) + OPEX(x)
𝐹𝐹prod(x)

, 

with annual production 𝐹𝐹prodcomputed using 7, 920 oper-
ating hours per year. Because a full techno-economic 
analysis model is not invoked, this MSP serves as a con-
sistent cost proxy for comparing surrogate performance 
across fidelities. Numerical safeguards are applied to 
handle unstable simulations (e.g., failed simulations re-
turn a large objective value, and extreme MSP values are 
clipped). 

Data generation and budget-matched 
scenarios 

Table 1. Scenario-wise training set sizes for surrogate 
models. 

Case No 
GP DNN 

HiFi train 
set size 

LoFi train 
set size 

HiFi train 
set size 

    
    
    
    
    
    
    
    

 
Training datasets are generated by sampling 𝐱𝐱and run-
ning the simulator at the selected fidelity to obtain tar-
gets 𝑓𝑓(𝐱𝐱). Initial designs are generated using Latin hyper-
cube sampling (LHS; scipy.stats.qmc.LatinHy-
percube, seed=42) over �0, 1]8, which is then scaled to 
the variable bounds; the integer variable 𝑛𝑛stagesis obtained 
by rounding [22]. We define seven scenarios with in-
creasing HiFi data availability. In each scenario, we com-
pare a HiFi-only GP model trained with 𝑁𝑁HiFisamples to a 
transfer learning DNN trained with 𝑁𝑁LoFiLoFi samples for 

pretraining and 𝑁𝑁HiFi
′  HiFi samples for fine-tuning, where 

(𝑁𝑁HiFi
,𝑁𝑁LoFi

,𝑁𝑁HiFi
′ ) are chosen to keep the total simulation 

budget approximately constant. The specific dataset 
sizes are reported in Table 1. 

Surrogate models 
We compare two surrogate modelling approaches. 

As a single-fidelity baseline, we train a GP surrogate us-
ing only HiFi data, assuming 𝑓𝑓ĜP(𝑥𝑥) ∼ 𝒢𝒢𝒢𝒢(𝑚𝑚(𝑥𝑥),𝑘𝑘(𝑥𝑥, 𝑥𝑥′)) , 
with kernel hyperparameters learned by maximising the 
marginal likelihood on the HiFi training set [13]. The GP 
was implemented using scikit-learn's GaussianPro-
cessRegressor with a radial basis function (RBF) kernel. 
For the proposed approach, we train a DNN surrogate us-
ing two-stage transfer learning: model parameters are 
first obtained by minimising a regression loss on the LoFi 
dataset,  

𝜃𝜃(0) = arg min 
�

� ℒ(𝑔𝑔(
�∈�LoFi

𝑥𝑥�; 𝜃𝜃),𝑓𝑓LoFi(𝑥𝑥�)),  

and are then fine-tuned on the HiFi dataset starting from 
𝜃𝜃(0),  

𝜃𝜃∗ = arg min 
�

� ℒ(𝑔𝑔(
�∈�HiFi

𝑥𝑥� ; 𝜃𝜃),𝑓𝑓HiFi(𝑥𝑥�)). 

where 𝑔𝑔(⋅; 𝜃𝜃) is a fully connected network. In our imple-
mentation, the DNN was implemented in PyTorch with a 
2-layer feature network (64-64 hidden units with ReLU) 
and is trained using Adam with mean-squared error loss. 
Input features were normalised to [0, 1] using the physi-
cal bounds of each decision variable. Pretraining is per-
formed for 200 epochs (learning rate 10−3), followed by 
fine-tuning for 100 epochs (learning rate 10−4), updating 
all layers [15]. 

All surrogate training and optimisation experiments 
were performed on the King's College London CREATE 
HPC cluster (SLURM scheduler), with each job allocated 
a single NVIDIA A40 GPU (48 GB VRAM, CUDA 12.2), 4 
CPU cores, and 16 GB of system memory. 

Evaluation protocol and metric 
Model performance is evaluated against HiFi ground 

truth using the coefficient of determination [23]: 

𝑅𝑅2 = 1 −
∑ (� 𝑦𝑦� − 𝑦𝑦�̂)2

∑ (� 𝑦𝑦� − 𝑦̄𝑦)2
. 

Reporting 𝑅𝑅2across the seven budget-matched scenarios 
quantifies how efficiently each approach leverages lim-
ited HiFi data and how predictive accuracy scales under 
fixed total compute.  

RESULTS AND DISCUSSION 

Predictive performance across budget-
matched scenarios  
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Figure 2. HiFi test-set 𝑅𝑅2 across seven budget-matched 
scenarios comparing a HiFi-only GP baseline and a 
transfer-learning DNN (LoFi pretrain + HiFi fine-tune). 
Error bars denote mean ±one standard deviation over 10 
random seeds. 

Figure 2 summarises the predictive accuracy of the 
two surrogate models across seven budget-matched 
scenarios. Each case corresponds to an increasing train-
ing budget (Table 1), where the GP baseline is trained us-
ing HiFi evaluations only, while the transfer learning DNN 
is pretrained on a substantially larger LoFi dataset and 
then fine-tuned using a smaller HiFi set. Generalisation 
performance is reported as the coefficient of determina-
tion 𝑅𝑅2 on held-out HiFi data. To quantify robustness, 
each model was trained with 10 different random seeds, 
and the figure reports the mean  𝑅𝑅2  with a ±1  standard 
deviation band. 

Across all cases, the transfer learning DNN achieves 
higher mean 𝑅𝑅2 than the GP baseline. In the most data 
scarce setting (Case 1), the DNN already shows a clear 
advantage (mean 𝑅𝑅2 ≈ 0.41 vs 0.32 ), indicating that LoFi 

pretraining provides useful inductive bias that improves 
HiFi generalisation even when only a small number of HiFi 
samples are available for fine tuning. As the training 
budget increases, the performance gap persists and 
becomes more pronounced. For example, in the largest 
budget setting (Case 7), the DNN reaches a mean 𝑅𝑅2 ≈
0.71, whereas the GP baseline saturates around 𝑅𝑅2 ≈ 0.51. 
Overall, the GP shows only modest gains with additional 
data, while the DNN continues to improve, consistent 
with better scalability in data rich regimes. 
Importantly, this improvement is achieved under 
matched simulation budgets, where the DNN uses fewer 
HiFi evaluations than the GP in each case (for example, 
50 vs 100 in Case 1, and 3, 200 vs 6, 400 in Case 7) by 
exploiting inexpensive LoFi data. These results suggest 
that transfer learning enables more effective utilisation of 
multi fidelity information, yielding higher HiFi predictive 
accuracy than a HiFi only GP surrogate across a wide 
range of training budgets.  

Learning Dynamics in the Low-Data Regime 
To explain why the transfer learning DNN outper-

forms the GP surrogate in the most data-scarce scenario, 
we analyse the learning dynamics in Case 1 using the 
training and held-out HiFi validation loss curves shown in 
Figure 3. In this setting, the proposed model is pretrained 
on 5, 000 simulations and then fine-tuned using only 50 
HiFi simulations, whereas both the GP baseline and the 
from-scratch DNN are trained using 100 HiFi simulations 
only. Validation performance is measured on an inde-
pendent held-out HiFi set, making it a direct indicator of 
surrogate quality for the rigorous model. 

The left panel (training loss) primarily reflects opti-
misation behaviour rather than generalisation. As ex-
pected, the GP baseline exhibits near-zero training loss 

 
Figure 3. Loss curves in Case 1 showing learning dynamics and positive transfer: (a) training MSE and (b) held-
out HiFi validation MSE. The TL-DNN is pretrained on 5,000 LoFi samples and fine-tuned on 50 HiFi samples, 
whereas the GP and from-scratch DNN are trained on 100 HiFi samples. 
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because kernel regression can interpolate the training 
data, which does not imply strong predictive perfor-
mance away from observed points. The from-scratch 
DNN steadily drives the training loss down to very small 
values over epochs, indicating that the network can fit 
the limited HiFi training set extremely well. However, this 
apparent advantage is not mirrored in generalisation. 

The right panel of Figure 3 provides the key evi-
dence. The from-scratch DNN reduces validation loss in-
itially but then plateaus and remains substantially above 
the transfer learning model, consistent with limited gen-
eralisation under scarce HiFi supervision. In contrast, LoFi 
pretraining yields a rapid decrease in HiFi validation loss 
even before any HiFi fine-tuning is applied, suggesting 
that the low-fidelity data already encode transferable 
structure of the process response surface. After switch-
ing to HiFi fine-tuning, validation loss decreases further 
and stabilises at the lowest level among all methods. Im-
portantly, this improvement is achieved despite using 
half as many HiFi samples as the baselines (50 vs 100), 
indicating genuine positive transfer rather than an ad-
vantage from greater access to high-fidelity supervision. 

These dynamics support a mechanistic interpreta-
tion of the Case 1 results in Figure 2. LoFi pretraining pro-
vides a useful representation of the input–output rela-
tionship that acts as an implicit regulariser, constraining 
the model to physically plausible response patterns and 
reducing overfitting when only a small HiFi dataset is 
available. Fine-tuning with sparse HiFi samples then 
serves to calibrate systematic LoFi bias toward the rigor-
ous objective. Together, this two-stage training strategy 
improves sample efficiency in the HiFi regime, explaining 
why transfer learning yields superior predictive accuracy 
compared to both a HiFi-only GP and a from-scratch DNN 
in low-data multi-fidelity settings. 

Computational scalability with increasing 
data 

Figure 4 compares the empirically measured surro-
gate training time as the dataset size increases. The DNN 
surrogate shows approximately linear scaling, well de-
scribed by the fitted relationship 𝑇𝑇 = 1.75 × 10−4𝑁𝑁 sec-
onds (𝑅𝑅2 = 0.9965 ) , where 𝑁𝑁 is the number of training 
samples. This trend indicates that enlarging the LoFi pre-
training set remains computationally practical. For exam-
ple, the fit corresponds to roughly 56 s of training time at 
𝑁𝑁 = 320, 000, which matches the largest LoFi pretraining 
set used in our scenarios. 

In contrast, the GP baseline follows a much steeper 
cubic scaling with dataset size, consistent with the com-
putational cost of exact GP training. The measured times 
are accurately captured by 𝑇𝑇 = 5.13 × 10−9𝑁𝑁3 seconds 
(𝑅𝑅2 = 0.9990 ). Under this scaling, training time increases 
rapidly even within the sample sizes considered here, 
reaching approximately 168s at 𝑁𝑁 = 3, 200 and 1, 345 s at 
𝑁𝑁 = 6, 400. 

Together with the accuracy trends in Figure 2, these 
timing results highlight a key practical advantage of the 
transfer-learning DNN: it can absorb large LoFi datasets 
at modest training cost while avoiding the rapidly grow-
ing computational burden that limits GP surrogates as da-
tasets expand over iterative optimisation campaigns. 

Scope, limitations, and implications for end-
to-end MFBO 

The results above demonstrate that transfer learn-
ing with a DNN surrogate can deliver consistently higher 
HiFi predictive accuracy than a HiFi-only GP baseline un-
der approximately matched simulation budgets, while 
also offering substantially better computational scalabil-
ity as training datasets grow. However, the conclusions 
of this study should be interpreted within the scope of 

 
Figure 4. Empirical surrogate training time versus dataset size: (a) DNN training shows approximately linear scaling 
𝑂𝑂(𝑁𝑁)with a linear fit, and (b) GP training exhibits cubic scaling 𝑂𝑂(𝑁𝑁3)with a cubic fit. 
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the present evaluation, which focuses on surrogate 
model quality rather than full closed-loop optimisation 
performance. 

First, our comparisons are based on offline predic-
tive metrics (primarily 𝑅𝑅2on held-out HiFi data). While im-
proved predictive accuracy is a necessary condition for 
improved optimisation performance, it is not sufficient by 
itself. In end-to-end MFBO, overall efficiency depends 
not only on the surrogate’s mean predictions but also on 
how uncertainty is estimated and utilised by the acquisi-
tion function to select the next evaluation. Therefore, a 
direct next step is to integrate the proposed surrogate 
into an MFBO loop and quantify optimisation outcomes 
such as best-so-far objective value, sample efficiency, 
and HiFi evaluation savings under realistic stopping cri-
teria. 

Second, the multi-fidelity pairing in this benchmark 
is intentionally cost-asymmetric and includes an im-
portant modelling detail: the LoFi extractor is represented 
as a single-stage equilibrium unit, meaning the extraction 
stage decision variable does not influence LoFi outputs 
and becomes active only in the HiFi model. This setting 
reflects a realistic scenario in which low-fidelity approxi-
mations omit certain degrees of freedom or physics. Nev-
ertheless, it implies that transfer learning primarily lever-
ages LoFi data to learn shared response structure across 
the remaining variables, while HiFi fine-tuning is respon-
sible for learning the effect of extraction staging. This re-
inforces the interpretation of transfer learning as an ap-
proach that provides a useful inductive bias and regular-
isation rather than a complete substitute for HiFi super-
vision. 

Third, the objective function used here is a con-
sistent process-economic proxy with penalty-based fea-
sibility enforcement and numerical safeguards for unsta-
ble simulations. Although this formulation is appropriate 
for controlled benchmarking and surrogate comparison, 
it does not represent a full techno-economic analysis 
with annualised CAPEX and explicit financial assump-
tions. Consequently, the reported values should be inter-
preted comparatively rather than as absolute economic 
predictions. 

It is worth noting that eight decision variables are 
well within the capacity of traditional flowsheet optimisa-
tion tools such as sequential quadratic programming or 
evolutionary algorithms. However, these methods typi-
cally operate at a single fidelity level, most commonly us-
ing shortcut or simplified models, and require numerous 
function evaluations to converge. When high-fidelity sim-
ulations are employed, involving rigorous thermodynamic 
models and equilibrium-stage calculations, the cost per 
evaluation becomes a dominant bottleneck. The focus of 
this work is therefore not on handling dimensionality, but 
on improving the trade-off between predictive accuracy 
and computational cost by leveraging abundant low-

fidelity data to reduce the number of expensive high-fi-
delity evaluations required. 

Overall, these findings support the use of transfer 
learning–based deep surrogates as MFBO-ready compo-
nents for process optimisation workflows where low-fi-
delity data are abundant and high-fidelity evaluations are 
costly. Future work should evaluate end-to-end MFBO 
performance with fidelity selection policies, extend the 
benchmark to additional flowsheets and fidelity defini-
tions, and further examine uncertainty calibration for ac-
quisition-driven decision making. 

CONCLUSION 
This study evaluated transfer learning–enhanced 

deep surrogate models as scalable alternatives to GP 
surrogates for multi-fidelity optimisation in a BioSTEAM-
based acetic acid separation and purification benchmark. 
Under budget-matched scenarios that reflect the large 
cost disparity between shortcut (LoFi) and rigorous (HiFi) 
process simulations, the proposed approach pretrained a 
DNN on abundant LoFi data and fine-tuned it using a 
much smaller HiFi dataset. 

Across seven scenarios, the transfer learning DNN 
consistently achieved higher predictive accuracy on 
held-out HiFi data than a HiFi-only GP baseline, with the 
advantage already evident in the most data-scarce set-
ting. Analysis of learning dynamics in the low-data regime 
provided evidence of positive transfer: LoFi pretraining 
yielded a representation that improved HiFi generalisa-
tion and reduced sensitivity to limited HiFi supervision, 
while subsequent fine-tuning corrected residual bias to-
ward the rigorous objective. In addition to accuracy 
gains, empirical timing results showed that DNN training 
scaled approximately linearly with dataset size, whereas 
GP training exhibited steep cubic scaling, indicating a 
practical computational advantage as datasets grow. 

Taken together, these findings suggest that transfer 
learning–based deep surrogates can improve both sam-
ple efficiency and scalability in multi-fidelity settings 
where low-fidelity evaluations are plentiful and high-fi-
delity evaluations are expensive. While this work focused 
on surrogate modelling performance, integrating the pro-
posed surrogate into end-to-end MFBO loops with acqui-
sition and fidelity selection policies is a natural next step 
to quantify downstream optimisation gains in realistic 
closed-loop workflows. 
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