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ABSTRACT 
The scheduling of multi-line polyolefin production is a complex decision-making process charac-
terized by sequence-dependent changeovers, strict physicochemical constraints, and dynamic 
market environments. Traditional optimization methods often suffer from high computational costs 
and a lack of flexibility in online adjustments. To address these challenges, this paper proposes a 
Deep Reinforcement Learning (DRL) framework for dynamic scheduling tasks. We first construct 
a high-fidelity simulation environment that meticulously models realistic industrial constraints, in-
cluding transition materials, shutdowns, and inventory limits. A Soft Actor-Critic (SAC) agent with 
a tuple-based action space is employed to mitigate the combinatorial explosion associated with 
multi-line decisions. Furthermore, a dynamic action masking mechanism embedded with domain 
knowledge is introduced to strictly enforce hard constraints and significantly improve sample ef-
ficiency. Case studies based on real-world industrial data demonstrate that the proposed method 
can autonomously generate valid schedules that satisfy complex production requirements. Com-
parative experiments further reveal that the action masking mechanism accelerates training con-
vergence, and the DRL agent exhibits superior adaptability to dynamic price fluctuations. 

Keywords: Scheduling, Modelling and Simulations, Optimization, Reinforcement learning, Polyolefin production 

1 INTRODUCTION 
Polyolefins are the most widely produced chemical 

materials globally. Consequently, the efficiency of poly-
olefin production scheduling directly impacts economic 
performance and market responsiveness [1]. This pro-
cess, characterized by continuous operations and fre-
quent grade transitions, faces several challenges, includ-
ing complex transition processes, sequence-dependent 
changeover costs, and strict process constraints. Alt-
hough traditional methods, such as mathematical pro-
gramming and heuristic algorithms, have achieved some 
success, they encounter significant limitations in practi-
cal applications. The primary issues are high computa-
tional costs and a lack of flexibility [2]. Fundamentally, 
these methods rely on static scheduling, which involves 
offline optimization based on fixed initial states and de-
mands over a specific time horizon. When production dis-
turbances occur or boundary conditions change, the en-
tire schedule must be recalculated from scratch. This 

process is computationally expensive and time-consum-
ing, resulting in response delays that fail to meet the re-
quirements of modern chemical manufacturing for effi-
cient and rapid decision-making [3]. 

Reinforcement Learning (RL) presents a promising 
approach for solving such complex sequential decision-
making problems. Previous studies have demonstrated 
the potential of RL in industrial scheduling [4, 5]. In this 
framework, the scheduler is modeled as an agent that 
learns by observing states from the environment, execut-
ing actions, and receiving reward signals that reflect eco-
nomic benefits or operational efficiency. Unlike tradi-
tional static methods that solve specific scenarios inde-
pendently, RL trains a generalized end-to-end policy by 
interacting with a simulation environment. This policy 
maps high-dimensional production states directly to 
near-optimal scheduling actions. Leveraging the "offline 
training, online execution" mechanism, the trained agent 
can generate schedules via simple forward inference 
when facing different horizons or initial states. This data-
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driven approach avoids computationally expensive re-
optimization for every new scenario, thereby demon-
strating a significant advantage in computational effi-
ciency over traditional methods. 

Motivated by these advantages, this study con-
structs a high-fidelity simulation environment and pro-
poses a Deep Reinforcement Learning (DRL) framework 
for multi-line polyolefin scheduling in real-world industrial 
scenarios. The main contributions are summarized as fol-
lows:  

1. Design of a tuple-based action space with a multi-
head architecture: To tackle the combinatorial explosion 
inherent in multi-line scheduling, we design a tuple-
based action structure implemented via a multi-head 
neural network. This approach effectively decomposes 
high-dimensional decision variables, enabling precise 
and collaborative control over parallel production units. 

2. Implementation of a domain-knowledge-embed-
ded dynamic action masking mechanism: We introduce a 
real-time masking mechanism that dynamically adjusts 
the feasible action space based on process states. By 
rigorously filtering out actions that violate physicochem-
ical constraints, this mechanism ensures operational va-
lidity and significantly accelerates training convergence. 

3. Introduction of a dual-level stochastic mechanism 
for robust generalization: We incorporate episode-level 
domain randomization and step-level market price vola-
tility into the environment. This dual uncertainty prevents 
overfitting to deterministic conditions and compels the 
agent to develop "market acumen, " thereby maximizing 
economic benefits in non-stationary environments. 

The remainder of this paper is organized as follows: 
Section 2 details the methodology, including the mathe-
matical problem description and the construction of the 
simulation environment. Section 3 presents the case 
study and analyzes the experimental results. Finally, Sec-
tion 4 concludes the paper. 

2 METHOD 

2.1 Problem Description 
The polyolefin production system consists of 

multiple parallel production units, as illustrated in Figure 
1. These units share upstream raw material inventories 
and produce various downstream polyolefin product 
grades. This study explicitly models detailed grade tran-
sition processes, accounting for both transition material 
generation and unit shutdowns. As depicted in the first 
unit of Figure 1, the transition from prime grade A to prime 
grade B involves producing transition materials for both 
grades (denoted as 𝐴𝐴� and 𝐵𝐵�) without interrupting pro-
duction. This mode is defined as a continuous transition. 
In contrast, the second unit illustrates a transition from 
grade C to grade D, which requires a shutdown period in 
addition to generating transition materials. This mode, 
termed a semi-continuous transition, typically occurs 
when significant physicochemical differences between 
products necessitate equipment cleaning to remove cat-
alyst residues. 

Consequently, the polyolefin production scheduling 
problem is characterized as a complex decision-making 
process involving multi-line, multi-product, and mixed 
continuous-discrete dynamics. The core objective is to 
maximize the total economic benefit over a finite horizon 
by collaboratively optimizing product sequencing, pro-
duction rates, and transition operations across parallel 
units, subject to market demands, raw material availabil-
ity, and strict process constraints. 

2.2 Mathematical Formulation 
To strictly define the scheduling problem, the afore-

mentioned polyolefin production system is mathemati-
cally formulated as follows: 

Given Parameters: 
1. Basic Parameters: Consider a scheduling horizon 

of 𝑇𝑇  days (𝑡𝑡 ∈ {1, 2, … ,𝑇𝑇} ). There are 𝑈𝑈  production units 
(𝑢𝑢 ∈ {1, 2, … ,𝑈𝑈} ) capable of consuming 𝑀𝑀𝑀𝑀  types of raw 
materials (𝑚𝑚𝑚𝑚 ∈ {1, 2, … ,𝑀𝑀𝑀𝑀} ) to produce 𝑀𝑀𝑀𝑀  different 
product grades (𝑚𝑚𝑚𝑚 ∈ {1, 2, … ,𝑀𝑀𝑀𝑀}). Each prime product 
grade is associated with a specific transition material 
(𝑚𝑚𝑝𝑝� ∈ {1�, 2�, … ,𝑀𝑀𝑃𝑃�}). The set of products compatible 
with unit 𝑢𝑢 is denoted as 𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑚𝑚�,��, and the set of feasi-
ble transitions between products is denoted as 
𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑚𝑚𝑚𝑚��,��′. 

 
Figure 1: Schematic of the polyolefin production process. 
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2. let 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒��,�� denote the raw material consump-
tion ratio, 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡��  the processing cost, and 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��  the 
selling price. The transition material shares the same rec-
ipe (𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒��,��) and processing cost (𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡���) as its cor-
responding prime grade, but commands a lower selling 
price (𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒���). The unit cost for each raw material is de-
noted as 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡��. 

3. Production Process Parameters: During a grade 
changeover, the quantity of transition material and the 
necessity of a shutdown are determined by both the pre-
ceding and succeeding products. For a transition from 
product 𝑚𝑚𝑚𝑚  to 𝑚𝑚𝑝𝑝′ , the transition attributes 
𝐶𝐶ℎ𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑟𝑟��,��′  are defined by a 6-tuple 
�𝑇𝑇��,𝑄𝑄��,𝑇𝑇��,𝑄𝑄��,𝑇𝑇����,𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡����� . These elements repre-
sent the duration and quantity of the preceding transition 
material, the duration and quantity of the succeeding 
transition material, the shutdown duration, and the shut-
down cost, respectively. 

Operating Rules and Constraints: 
1. Product Demand Limits: By the end of the sched-

uling horizon, the accumulated production yield of each 
product must fall within the specified demand range 
�𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑�����,𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑������. 

2. Production Rate Limits: The production rate for 
each product must operate within the allowable range 
�𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒�����,𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒������. 

3. Raw Material Inventory Limits: The inventory lev-
els of specific raw materials must remain within the 
safety limits �𝐼𝐼𝐼𝐼𝐼𝐼�����, 𝐼𝐼𝐼𝐼𝐼𝐼������ throughout the entire horizon. 
The daily external supply of raw material is denoted as 
𝑆𝑆��,�, and the daily external consumption is 𝐸𝐸𝐶𝐶��,�. 

4. Workforce and Timing Constraints: Due to 
maintenance crew limitations, simultaneous changeovers 
on multiple production units are prohibited. Furthermore, 
changeovers are restricted to specific time windows on 
designated working days 𝐹𝐹𝑑𝑑�. 

Decision Variables: 
𝑐𝑐ℎ��,��′,�,� : Binary variable indicating whether a 

changeover from product 𝑚𝑚𝑚𝑚  to 𝑚𝑚𝑝𝑝′  starts on unit 𝑢𝑢  on 
day 𝑡𝑡. 

𝑡𝑡��,�,� : Production duration of product 𝑚𝑚𝑚𝑚  on unit 𝑢𝑢 
on day 𝑡𝑡. 

𝑟𝑟��,�,� : Production rate of product 𝑚𝑚𝑚𝑚  on unit 𝑢𝑢  on 
day 𝑡𝑡. 

Objective Function: 
The objective function is formulated to maximize the 

total profit, which comprises seven distinct components: 
sales revenue from prime products, sales revenue from 
transition materials, raw material costs for prime prod-
ucts, processing costs for prime products, raw material 
costs for transition materials, processing costs for tran-
sition materials, and shutdown costs associated with 
semi-continuous transitions. 

The objective function is expressed as: 

max𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 = 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒�� + 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒��� − 𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡��,��� −
𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡��,���� − 𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡���,��� − 𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡���,���� − 𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡����� 

       (1) 

These components are calculated using Eqs. (2)–(8) 
as follows: 

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒�� = ∑ ∑ ∑ 𝑟𝑟��,�,����� ⋅ 𝑡𝑡��,�,� ⋅ 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��(2) 

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒��� = ∑ ∑ 𝑐𝑐ℎ��,��′,�,��𝑄𝑄�� ⋅ 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��� + 𝑄𝑄�� ⋅��

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒���′ �     (3) 

𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡��,��� = ∑ ∑ ∑ ∑ 𝑟𝑟��,�,������� ⋅ 𝑡𝑡��,�,� ⋅

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒��,�� ⋅ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡��    (4) 

𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡��,���� = ∑ ∑ ∑ 𝑟𝑟��,�,����� ⋅ 𝑡𝑡��,�,� ⋅ 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡�� (5) 

𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡���,��� = ∑ ∑ ∑ 𝑐𝑐ℎ��,��′,�,��𝑄𝑄�� ⋅����

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒���,�� + 𝑄𝑄�� ⋅ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒���′ ,��� ⋅ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡��    (6) 

𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡���,���� = ∑ ∑ 𝑐𝑐ℎ��,��′,�,��𝑄𝑄�� ⋅ 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡��� + 𝑄𝑄�� ⋅��

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡���′ �       (7) 
𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡����� = ∑ ∑ 𝑐𝑐ℎ��,��′,�,��� ⋅ 𝐶𝐶𝐶𝐶𝐶𝐶𝑡𝑡����    (8) 

2.3 Proposed DRL Framework for Dynamic 
Scheduling 

To address the complexity of multi-line polyolefin 
scheduling, we formulate the problem as a Markov Deci-
sion Process (MDP) [6]. The overall framework of the 
proposed method is illustrated in Figure 2. This section 
first details the mathematical fundamentals of the MDP 
and then introduces three key mechanisms designed to 
handle combinatorial explosion, strict constraints, and 
non-stationary processes: a multi-head tuple action 
space strategy, a domain-knowledge-embedded dy-
namic masking mechanism, and a dual-level stochastic 
mechanism for generalization. 

2.3.1 State Space and Reward Function 
The state space 𝑠𝑠� ∈ 𝒮𝒮 serves as the foundational in-

put for the agent's decision-making, providing a compre-
hensive snapshot of the production system. To accom-
modate the multi-line characteristics of polyolefin manu-
facturing, the state vector is structured hierarchically, 
comprising global states shared across all units and local 
states specific to each individual unit, as defined in Eqs. 
(9)–(11): 

𝑠𝑠�
������ = [𝜏𝜏�, 𝑖𝑖𝑖𝑖𝑖𝑖��,�,𝜌𝜌�]   (9) 

𝑠𝑠�,����� = [𝛿𝛿�,�, 𝜈𝜈�,�,𝛱𝛱�,�]    (10) 

𝑠𝑠� = �𝑠𝑠�
������, 𝑠𝑠1,�����, 𝑠𝑠2,�����, … , 𝑠𝑠�,������   (11) 
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Specifically, The global state 𝑠𝑠�
������  encompasses 

the normalized time progress τ�, the raw material inven-
tory levels 𝑖𝑖𝑖𝑖𝑖𝑖��,�, and the product market price ratios ρ�. 
The local state for unit 𝑢𝑢, denoted as 𝑠𝑠�,�����, captures the 
detailed production status of the 𝑢𝑢 -th unit. This com-
prises the production duration ratio relative to the mini-
mum requirement 𝑇𝑇���  (denoted as δ�,� ), the normalized 
current production rate ν�,� , and a binary indicator 𝛱𝛱�,� 
signaling whether the unit is currently in a transition state. 

To guide the agent towards optimal policies, the re-
ward function 𝑅𝑅(𝑠𝑠�,𝑎𝑎�)  aims to achieve a multi-objective 
trade-off between economic benefits and the risk of con-
straint violations. It is defined as follows: 

𝑅𝑅� = ω1𝑅𝑅�
������ − ω2𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦���� − ω3𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦�������   (12) 

where 𝑅𝑅�
������,𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦����,𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦�������  represent the 

daily net profit from production, the penalty for raw ma-
terial inventory overflow or shortage, and the penalty for 
violating product demand limits, respectively. ω1,ω2, and 
ω3 denote the weight hyperparameters. The calculation 
of 𝑅𝑅�

������  follows Eq. (1), while the other two terms are 
calculated as follows: 

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦���� = ∑ �max(0, 𝑖𝑖𝑖𝑖𝑣𝑣��,� − 𝐼𝐼𝐼𝐼𝑣𝑣�����)1.5 +��

max�0, 𝐼𝐼𝐼𝐼𝑣𝑣����� − 𝑖𝑖𝑖𝑖𝑣𝑣��,��
1.5�    (13) 

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑦𝑦������� = ∑ �max�0, 𝑖𝑖𝑖𝑖𝑣𝑣��,� − 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑��,�����0.5 +��

max�0,𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑��,���� − 𝑖𝑖𝑖𝑖𝑣𝑣��,��
2
�   (14) 

Different degrees of non-linear terms are introduced 
in the above calculations to reflect the varying levels of 
tolerance for different boundary violations. 

2.3.2 Tuple-based Action Space 
Direct application of DRL to multi-line scheduling 

faces a critical challenge: the curse of dimensionality. In 
a system with 𝑈𝑈 parallel units, a naive flattening of deci-
sion variables results in an action space size that grows 
exponentially, rendering exploration inefficient and 

convergence nearly impossible. To overcome this com-
binatorial explosion, we propose a decomposed tuple-
based action formulation implemented via a multi-head 
neural network architecture. 

Instead of treating the global action as a monolithic 
high-dimensional vector, we structure the action at time 
𝑡𝑡 as a joint tuple containing distinct decision components 
for each unit, as defined in Eq. (15): 

𝑎𝑎� = {[ℎ1,�, 𝜈𝜈1,�, 𝑘𝑘1,�], [ℎ2,�, 𝜈𝜈2,�, 𝑘𝑘2,�], … , [ℎ�,�, 𝜈𝜈�,�, 𝑘𝑘�,�]} (15) 

This formulation decomposes the decision process 
for each unit 𝑢𝑢 into three strategically discretized com-
ponents (illustrated in Figure 3): 

 
Figure 3. Architecture of the tuple-based action space 
for a single production unit.  

Specifically, ℎ�,� determines the transition timing on 
unit 𝑢𝑢. It takes values from the set {0, 1, 2}, corresponding 
to no transition, a transition at 11:00 AM, and a transition 
at 4:00 PM, respectively. ν�,� represents the discretized 
production rate level for the subsequent product. It 
comprises six integer values (0-5 ), mapping to the 0th, 
20th, 40th, 60th, 80th, and 100th percentiles of the 
allowable production rate range. Finally, 𝑘𝑘�,� identifies the 
target product grade to be produced following a 
transition. Its domain consists of feasible options 
corresponding to the specific products compatible with 
unit 𝑢𝑢, as defined by the set 𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑚𝑚�,��. 

To realize this tuple-based control, we design a spe-
cific multi-head neural network. The network utilizes a 
shared feature extractor to capture global states, which 
then branches into 𝑈𝑈  independent output heads. Each 
head autonomously generates the probability 
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Figure 2. Overview of the proposed Deep Reinforcement Learning framework for multi-line polyolefin scheduling. 
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distributions for the sub-actions ⟨ℎ, ν,𝑘𝑘 ⟩ of a specific unit. 
This architecture effectively linearizes the decision com-
plexity from exponential to linear relative to the number 
of units, significantly enhancing the scalability of the al-
gorithm for large-scale industrial scheduling . 

2.3.3 Dynamic Action Masking Mechanism 
To address the hard constraints inherent in indus-

trial production and enhance the sample efficiency of re-
inforcement learning, this study introduces a dynamic ac-
tion masking mechanism. Prior to the generation of the 
action probability distribution, this mechanism evaluates 
the validity of actions in real-time based on the current 
state. By zeroing out the probabilities of invalid actions, 
it dynamically constructs a subspace of feasible actions. 

Specifically, the action mask addresses three di-
mensions: temporal logic, transition topology, and re-
source constraints. 

First is the temporal logic mask, which strictly en-
forces minimum production duration constraints. If the 
continuous production time of unit 𝑢𝑢 for the current grade 
has not reached the minimum requirement, the mask re-
stricts the transition timing action to 0. Simultaneously, 
the product selection mask permits only the current 
grade, effectively precluding premature interruptions or 
transitions, thus ensuring process continuity and stability. 

Second is the transition mask based on topology 
and demand. For product selection, the mask activates 
only those target grades with direct physical connections 
to the current product, as defined by the transition set 
𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑚𝑚��,��′ , thereby preventing illegal cross-series 
transitions. Furthermore, an inventory-driven interven-
tion logic is introduced: when the global inventory of the 
current product approaches its maximum limit (e.g., 
reaching 85%), the mask automatically disables the 
"maintain current product" option. This compels the 
agent to execute a transition, fundamentally mitigating 
the risk of inventory overflow. 

Finally, the resource constraint mask governs mate-
rial balance by mapping raw material inventory states to 
the feasible space of production rates. By monitoring in-
ventory levels in real-time, this mechanism dynamically 
truncates the action space when critical thresholds are 
breached. Specifically, to prevent stockouts, high-pro-
duction rate actions are masked when raw material in-
ventory is critically low; conversely, to mitigate overflow 
risks, low-rate options are disabled when inventory ap-
proaches its upper limit, thereby compelling the unit to 
adjust its consumption rate to maintain stability. 

Through this multi-dimensional masking mechanism, 
complex physical and business constraints are internal-
ized as inherent rules of the environment. This eliminates 
futile exploration of invalid actions during the early stages 
of training, significantly accelerating policy convergence. 

2.3.4 Stochastic Dynamics and Generalization 

A core challenge in deploying DRL to industrial 
scheduling is the "reality gap" and the propensity for 
agents to overfit to fixed training scenarios. To cultivate 
an agent capable of mastering generalized scheduling 
logic rather than merely memorizing specific case data, 
we introduce a dual-level stochastic mechanism com-
prising episode-level domain randomization and step-
level market dynamics. 

At the episode level, to prevent reliance on deter-
ministic initial conditions, the environment state is rigor-
ously randomized upon initialization. For each unit, the in-
itial product grade is sampled uniformly from the feasible 
set, while the initial production rate and raw material in-
ventories are randomly instantiated within the specific 
operational bounds defined in Section 2.2 . Concurrently, 
to simulate diverse market pressures, the upper limit of 
product demand undergoes a random drift around its 
base value, as formalized in Eqs. (16) and (17) : 

𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑���′ = max(𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑���,𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑��� + Δ������)
       (16) 

Δ������ ∼ 𝑈𝑈�−𝐷𝐷������, +𝐷𝐷������ × (𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑��� −

𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑑𝑑���)�     (17) 

where 𝐷𝐷������  represents the demand fluctuation 
factor. This high-variance initial distribution forces the 
agent to rely on the current state 𝑠𝑠� for decision-making 
rather than memorizing historical trajectories, thereby 
enhancing the model's generalization capability. 

Complementing this initialization strategy, we intro-
duce step-level stochasticity to evaluate and improve the 
agent's adaptability to non-stationary environments. Un-
like traditional scheduling assumptions where prices re-
main static throughout the horizon, we model the product 
selling price 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��,� as a time-variant stochastic process 
following a Bounded Random Walk, as described in Eqs. 
(18) and (19): 

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��,�+1 = max�0,𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��,� + Δ𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒��,�� (18) 

Δ𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒𝑚𝑚𝑚𝑚,𝑡𝑡 = clip(𝜖𝜖𝑡𝑡,−3%, 3%) × 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑒𝑒𝑚𝑚𝑚𝑚,𝑡𝑡  (19) 

where ϵ� ∼ 𝒩𝒩(0, δ2) represents the daily random per-
turbation term. This dynamic structure introduces strict 
non-stationarity into the environment, implying that the 
economic return of a decision is coupled with fluctuating 
market signals. Consequently, this compels the agent to 
develop "market acumen"—learning to predictively build 
up inventory of high-value products during upward price 
trends or shift to lower-cost grades during downturns. By 
training under these dual stochastic conditions, the agent 
learns a robust policy that maximizes total economic ben-
efits even in highly dynamic and uncertain market envi-
ronments . 

3 CASE STUDY 
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3.1 Base Case 
To validate the effectiveness of the proposed 

framework, we conducted a case study utilizing real-
world data from a polyolefin production plant. The sched-
uling horizon was set to 𝑇𝑇 = 30 days, covering two dis-
tinct production scenarios: Polyethylene (PE) and Poly-
propylene (PP). The PE scenario comprises 5 production 
units and 12 product grades, whereas the PP scenario 
consists of 4 units and 13 grades. These scenarios exhibit 
distinct operational characteristics: the PE process in-
volves semi-continuous transitions (requiring shutdowns) 
for specific grade changes, while the PP process is char-
acterized exclusively by continuous transitions. Detailed 
parameters for these production units are provided in Ta-
ble 1 and Table 2. 

The model was trained using the discrete Soft Ac-
tor-Critic (SAC-discrete) algorithm implemented on the 
Tianshou reinforcement learning platform. For reproduc-
ibility, the model was trained for 500 epochs with a batch 
size of 512, a fixed random seed of 42. Both actor and 
critic networks utilized a [512, 512] hidden layer architec-
ture with learning rates of 10−4 and 3 × 10−4, respectively, 
alongside a discount factor γ = 0.99. The reward function 
weights were configured as ω1 = 10−6,ω2 = 2.0, and ω3 =
0.5. 

Figure 4 presents the testing results for both sce-
narios, depicting scheduling Gantt charts, comparisons 
between realized production yields and market demands, 
and inventory trajectories for critical raw materials. As 
evidenced by the visualization, the schedules generated 
by the trained agent for both PE and PP lines strictly ad-
here to demand requirements and raw material inventory 
constraints. These results demonstrate the method's ca-
pability to successfully accomplish complex scheduling 
tasks within industrial specifications. 

3.2 Comparative Experiments 

We designed two sets of comparative experiments 
to systematically validate the effectiveness of the action 
masking mechanism and to evaluate the adaptability of 
the proposed reinforcement learning framework in han-
dling dynamic environments. 

3.2.1 Effectiveness of Action Masking 
To assess the contribution of the action masking 

mechanism, we conducted an ablation study by training 
a variant of the model with the masking mechanism dis-
abled on the Polyethylene scenario, while maintaining 
identical hyperparameters. The comparison of training 
curves between the unmasked baseline and the pro-
posed masked model is illustrated in Figure 5. 

 
Figure 5. Comparison of training loss convergence with 
and without the action masking mechanism.  

As illustrated in the figure, the incorporation of the 
action masking mechanism yields a significantly more 
stable loss profile and an accelerated convergence rate 
during training. This indicates that action masking effec-
tively constrains the decision space, preventing the 
agent from engaging in futile exploration of invalid states 
during the early training stages, thereby substantially im-
proving sample efficiency. 

Table 1: Operational parameters and product specifications for Polyethylene (PE) production units. 

unit code Num of product initial product initial rate key raw material 
FDP-  DG  ethylene 
FDP-  DH  limits 

[] LPU-  TZG  
LPU-  POE  initial LPU-  TUN  

Table 2: Operational parameters and product specifications for Polypropylene (PP) production units. 

unit code Num of product initial product initial rate key raw material 
PPU-  PP  propylene 
PPU-  K  limits 

[] PPU-  T  
PPU-  TF  initial 
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3.2.2 Adaptability to Dynamic Price Fluctuations 
To evaluate the agent's responsiveness to market 

dynamics, we incorporated the daily random walk for 
product prices (as defined in Eq. (18)-(19)) into the train-
ing environment and trained a specific "Dynamic Agent" . 
For the testing phase, we generated three distinct test 
instances characterized by different price fluctuation 
profiles, as shown in Figure 6.  

We compared the performance of the "Dynamic 
Agent" against a "Static Agent" (trained without price vol-
atility) on these instances. The resulting Gantt charts are 
compared in Figure 7.  

The results reveal a distinct contrast in behavioral 
patterns. The Static Agent generated rigid schedules that 
remained nearly invariant across different price scenarios. 
In contrast, the Dynamic Agent proactively adjusted its 
production sequence and inventory strategy in response 

to varying price signals, thereby achieving superior eco-
nomic returns (higher objective function values). This 
confirms the model's capability to effectively handle dy-
namic manufacturing environments. 

4 CONCLUSION 
This study addresses the complex scheduling prob-

lem in multi-line polyolefin production by proposing a 
Deep Reinforcement Learning (DRL) solution grounded in 
a high-fidelity simulation environment. By integrating a 
tuple-based action space with a domain-knowledge-em-
bedded dynamic action masking mechanism, the pro-
posed framework effectively overcomes the challenges 
of combinatorial explosion and strict hard constraint sat-
isfaction inherent in industrial processes. The case study 
utilizing real-world data verifies that the trained agent 
can autonomously generate optimal schedules that 

 
Figure 4: Scheduling optimization results for Polyethylene (PE) and Polypropylene (PP) scenarios: (a) Scheduling 
Gantt chart for PE units; (b) Scheduling Gantt chart for PP units; (c) Comparison of realized production yields vs. 
market demand for PE units; (d) Comparison of realized production yields vs. market demand for PP units; (e) 
Inventory trajectory of the key raw material (Ethylene) for PE units; (f) Inventory trajectory of the key raw material 
(Propylene) for PP units. 

(a) (b)

(c) (d)

(e) (f)

 
Figure 6: Three distinct price fluctuation scenarios generated by the Random Walk model for the Polyethylene 
line: (a) Scenario 1((𝛿𝛿 = 0.15); (b) Scenario 2((𝛿𝛿 = 0.1); (c) Scenario 3((𝛿𝛿 = 0.05). 

(a) (b) (c)
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strictly adhere to complex operational rules, such as tran-
sition constraints and inventory limits. Furthermore, com-
parative experiments demonstrate that the action mask-
ing mechanism significantly accelerates training conver-
gence by eliminating futile exploration. Crucially, the 
agent trained under dynamic conditions exhibits robust 
adaptability to non-stationary market price fluctuations, 
proactively adjusting production strategies to maximize 
economic benefits. These findings confirm that the "of-
fline training, online execution" paradigm of DRL offers a 
highly efficient and flexible alternative to traditional static 
optimization methods for intelligent industrial decision-
making.  
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Figure 7: Comparison of scheduling strategies under different price fluctuation scenarios: (a, c, e) Schedules 
generated by the static model (trained without price volatility) under Scenarios 1, 2, and 3, respectively; (b, d, f) 
Schedules generated by the adaptive model (trained with price volatility) under Scenarios 1, 2, and 3, respectively. 
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