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ABSTRACT 
Shell-and-tube heat exchangers are critical assets in the process industries, yet their design op-
timization typically relies on deterministic formulations that ignore operational variability. This 
study presents a systematic comparison of four optimization approaches, spanning three para-
digms for decision-making under uncertainty, applied to shell-and-tube heat exchanger design. 
The objective minimizes total annualized cost (comprising capital and pumping costs) subject to 
thermal duty, pressure drop, velocity, and geometric constraints. Six uncertain parameters are 
modeled across three categories: mass flowrates (coefficient of variation = 10%), inlet tempera-
tures (coefficient of variation = 2%), and fouling resistances (uniform distribution). Shell-side heat 
transfer is computed via the Bell–Delaware method, while tube-side correlations follow Sieder–
Tate. The four approaches benchmarked are: (1) deterministic optimization as a baseline, (2) sam-
ple-average approximation, a classical stochastic programming method, (3) box-constrained ro-
bust optimization, which guards against worst-case realizations without probabilistic assumptions, 
and (4) Wasserstein distributionally robust optimization, which hedges against distributional am-
biguity. Results reveal a clear cost–robustness hierarchy: deterministic designs yield the lowest 
expected cost but lack formal guarantees, sample-average approximation balances cost and reli-
ability with modest computational overhead, the distributionally robust approach achieves the 
tightest cost dispersion at a moderate premium, and robust optimization delivers the highest fea-
sibility guarantees at the greatest cost. These findings provide practitioners with quantitative 
guidance for selecting an appropriate optimization paradigm based on reliability requirements, 
data availability, and computational budget. 

Keywords: optimization under uncertainty, heat exchanger design, stochastic programming, distributionally 
robust optimization, robust optimization 

INTRODUCTION 
Shell-and-tube heat exchangers (STHEs) are the 

most widely deployed heat transfer equipment in the 
chemical and petrochemical industries, representing a 
significant share of capital investment. Operating costs 
(dominated by pumping power) contribute substantially 
to facility-wide energy consumption [1]. Traditional de-
terministic design assumes fixed operating conditions, 

yet industrial reality involves persistent parametric un-
certainty: upstream disturbances introduce flowrate fluc-
tuations, control systems exhibit finite bandwidth, and 
fouling evolves stochastically. Designs optimized under 
nominal conditions often violate pressure-drop or ther-
mal-duty constraints when conditions deviate, whereas 
conservative designs with arbitrary safety factors incur 
unnecessary capital costs [2]. 

Recent advances in STHE optimization have ex-
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plored metaheuristic algorithms[3], data-driven surro-
gates [4], and multi-objective frameworks [5]. However, 
these efforts largely employ deterministic formulations or 
ad-hoc robustness strategies without rigorous uncer-
tainty quantification. Optimization under uncertainty en-
compasses three principal paradigms [6]: stochastic pro-
gramming, which optimizes over a known probability dis-
tribution, robust optimization, which hedges against 
worst-case realizations within a deterministic uncertainty 
set, and distributionally robust optimization, which 
guards against the worst-case distribution within an am-
biguity set [7]. Although each paradigm has been applied 
individually to process design problems, systematic com-
parative studies evaluating multiple paradigms on identi-
cal case studies remain scarce [8]. 

Despite theoretical progress, systematic compara-
tive studies evaluating multiple methodologies on identi-
cal problems under consistent uncertainty specifications 
remain limited. Existing literature presents individual 
methods in isolation, with incomparable assumptions 
about uncertainty, constraint formulations, and evalua-
tion protocols, hindering practical adoption. Engineers 
lack actionable guidance on method selection that ac-
counts for application requirements, data availability, and 
computational resources. 

This work addresses these gaps through a system-
atic benchmarking of four optimization strategies span-
ning the three main paradigms for decision-making under 
uncertainty, applied to STHE design under realistic oper-
ational variability. The objectives are: (i) to provide the 
first consistent comparison of deterministic, sample-av-
erage approximation (SAA), box-constrained robust op-
timization (RO), and Wasserstein distributionally robust 
optimization (WDRO) approaches for STHE design under 
identical uncertainty specifications; (ii) to quantify cost–
robustness trade-offs across paradigms; (iii) to assess 
computational scalability of each approach; (iv) to iden-
tify failure modes and practical limitations; and (v) to de-
velop actionable method selection guidelines for indus-
trial practitioners. 

PROBLEM FORMULATION AND 
METHODS 

Deterministic Design Model 
The STHE design problem minimizes total annual-

ized cost (TAC) comprising annualized capital expendi-
ture (via a capital recovery factor accounting for interest 
rate and plant lifetime) plus annual operating expendi-
ture. The capital recovery factor is 𝐶𝐶𝐶𝐶𝐶𝐶 = �(1+�)�

(1+�)�−1
, with in-

terest rate i = 5% and lifetime n = 20 years. TAC is calcu-
lated with equation (1). 

TAC = CAPEX
τ + 8760𝐶𝐶elec

𝑃𝑃� + 𝑃𝑃�
η  (1) 

where 𝐶𝐶elec is electricity cost ($/kWh), 𝑃𝑃� and 𝑃𝑃� are 
shell/tube-side pumping power (kW), η is pump-motor ef-
ficiency, and 8, 760 represents annual operating hours. 

The design vector 𝑥𝑥 comprises 11 variables: shell di-
ameter 𝐷𝐷�, tube length 𝐿𝐿, baffle spacing 𝐿𝐿��, tube-side 
passes 𝑁𝑁�, plus some discrete selections. Thermal-hy-
draulic performance employs the Bell-Delaware method 
for shell-side, accounting for flow bypassing, baffle leak-
age, and adverse gradients through correction factors 
𝐽𝐽�, 𝐽𝐽�, 𝐽𝐽�, 𝐽𝐽�, 𝐽𝐽� typically ranging 0.6-0.9. This can be ob-
served in equation (2). 

ℎ� = ℎideal ⋅ 𝐽𝐽� ⋅ 𝐽𝐽� ⋅ 𝐽𝐽� ⋅ 𝐽𝐽� ⋅ 𝐽𝐽� (2) 

Tube-side forced convection employs Sieder-Tate 
for turbulent flow (𝑹𝑹𝑹𝑹 >  𝟏𝟏𝟏𝟏,𝟎𝟎𝟎𝟎𝟎𝟎), shown in equation (3). 

Nu� = 0.027Re0.8Pr1/3 �
μ
μ�
�
0.14

 (3) 

Operational constraints enforce: (i) pressure drop 
Δ𝑃𝑃�,Δ𝑃𝑃� ≤ 75 kPa (typical available head); (ii) velocity 0.8 ≤
𝑣𝑣� ≤ 3.0 m/s (fouling mitigation and erosion prevention); 
(iii) length-to-diameter 𝐿𝐿/𝐷𝐷� ≤ 15; (iv) heat duty 𝑄𝑄 ≥ 𝑄𝑄req. 

Uncertainty Quantification 
We model six uncertain parameters across three 

physical categories using physically-motivated probabil-
ity distributions. Shell-side and tube-side mass flowrates 
exhibit the largest variability (10% CV) due to upstream 
disturbances and control limitations. Shell-side and tube-
side inlet temperatures are regulated more tightly (2% 
CV). Shell-side and tube-side fouling resistances follow 
uniform distributions reflecting epistemic uncertainty 
about the fouling state within cleaning cycles. Training 
data comprises 30 scenarios sampled via Latin hyper-
cube sampling (LHS) to ensure coverage of the uncer-
tainty space. Testing employs 100 independent scenar-
ios for out-of-sample validation. Stress scenarios (N=10) 
represent extreme combinations to assess robustness 
under tail events, shown in equation (4). 

𝐹𝐹�,� ∼ TN�27.8 kg/s, (2.78 kg/s)2, 19.46, 36.14� (4) 

The ±30% truncation bounds capture process tran-
sients while preventing physically unrealistic scenarios. 
Flowrate affects both thermal (heat transfer ∝ 𝑅𝑅𝑒𝑒0.6) and 
hydraulic (Δ𝑃𝑃 ∝ 𝑅𝑅𝑒𝑒1.8) performance simultaneously. 

Shell-side inlet temperature is modeled with the 
same distribution structure (2% CV), as shown in equa-
tion (5). Tube-side inlet temperature follows equation (6). 

𝐹𝐹�,� ∼ TN�27.8 kg/s, (2.78 kg/s)2, 19.46, 36.14� (5) 
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𝑇𝑇�, in ∼ TN�298.15 K, (5.96 K)2, 286.19, 310.11� (6) 

Fouling resistance accumulates monotonically from 
clean to heavily fouled state. We employ a uniform distri-
bution reflecting epistemic uncertainty about the actual 
fouling state within cleaning cycles, as shown in equation 
(7). 

𝑅𝑅� ∼ Uniform�0.00033 m2·K/W, 0.00050 m2·K/W� (7) 

These bounds correspond to moderate fouling ser-
vice (treated cooling water, light oils) per TEMA stand-
ards. 

LHS generates scenarios with improved conver-
gence relative to crude Monte Carlo. A three-tier evalua-
tion protocol is employed: (i) training (𝑁𝑁 = 30) drives op-
timization following guidelines for 4-6 uncertain parame-
ters; (ii) test (𝑁𝑁 = 100) assesses out-of-sample perfor-
mance; (iii) stress (𝑁𝑁 = 10) probes extreme events (de-
terministic worst-cases plus tail samples beyond 95th 
percentile). 

OPTIMIZATION APPROACHES UNDER 
UNCERTAINTY 

Deterministic Optimization 

As a reference baseline, deterministic optimization solves 
the design problem at nominal (expected-value) param-
eters ξ0, as in equation (8). 

min
�

TAC (𝑥𝑥, ξ0) s.t. 𝑔𝑔(𝑥𝑥, ξ0) ≤ 0,  𝑥𝑥 ∈ 𝒳𝒳 (8) 

Where 𝑔𝑔 represents constraints. Differential evolution 
with adaptive penalty functions, shown in equation (9). 

Φ(𝑥𝑥, ξ0) = TAC(𝑥𝑥, ξ0) + ρ��max�0, 𝑔𝑔�(𝒙𝒙, 𝜉𝜉𝟎𝟎)�2

�
 (9) 

where 𝜌𝜌� = 𝜌𝜌0 ⋅ (1.2)� (initialized 𝜌𝜌0 = 1000, capped at 10, 
000) encourages exploration then ensures constraint 
satisfaction. The adaptive penalty mechanism steers the 
optimizer away from tight constraint boundaries, which 
may result in incidental margins under perturbations. 
However, since no uncertainty information enters the for-
mulation, any out-of-sample feasibility is problem-spe-
cific rather than guaranteed, and this approach serves 
strictly as a cost baseline. 

Sample-Average Approximation  
Sample-average approximation is a classical sto-

chastic programming method that replaces the true ex-
pected value with an empirical average over a finite sce-

nario set drawn from the known distribution. The penal-
ized formulation is given in equation (10). 

min
x

Eξ [TAC(x, ξ)] s.t. Prob(g(x, ξ) ≤ 0) ≥ α  (10) 

using sample average over N=30 scenarios: 

min
�

1
𝑁𝑁 � TAC(𝒙𝒙, 𝜉𝜉𝒏𝒏)

�

�=1
 

 

Penalized objective aggregates across scenarios: 

ΦSAA(𝑥𝑥) = 1
𝑁𝑁 � �TAC(𝑥𝑥, ξ�)

�

�=1

+ ρ��max�0, 𝑔𝑔�(𝒙𝒙, 𝜉𝜉𝒏𝒏)�2

�
� 

 

By the law of large numbers the sample-average objec-
tive converges to the true expectation as 𝑁𝑁  →∞ Com-
putational cost increases  times but parallelizes trivi-
ally over scenarios 

Box-Constrained Robust Optimization 
Robust optimization hedges against the worst-case 

realization within a deterministic uncertainty set, without 
invoking probability distributions. The formulation seeks 
a design that minimizes cost under the most adverse 
conditions within the hyperrectangle defined by physical 
parameter bounds, as expressed in equation (11). 

min
�
𝑃𝑃90 [TAC(𝑥𝑥, ξ)] s.t. 𝑃𝑃90[𝑔𝑔�(𝑥𝑥, ξ)] ≤ 0 (11) 

The uncertainty set is defined as the hyperrectangle 
bounded by physical parameter limits, as expressed in 
equation (12). 

𝑃𝑃90�[TAC(𝑥𝑥, ξ)] = TAC(⌈0.9�⌉)(𝑥𝑥) (12) 

The inner maximization is solved via vertex enumer-
ation of the 2⁶ = 64 box corners, followed by Nelder–
Mead refinement to capture interior worst cases arising 
from model nonlinearities. By construction, this formula-
tion provides deterministic feasibility guarantees for all 
realizations within the uncertainty set, without requiring 
probabilistic assumptions. 

Wasserstein Distributionally Robust 
Optimization 

WDRO hedges against distributional ambiguity [7], 
this is shown in equation (13). 

min
�

sup
�∈�

𝐸𝐸� [TAC(𝑥𝑥, ξ)] (13) 

The ambiguity set is defined as a Wasserstein ball cen-
tered on the empirical distribution, as given in equation 
(14). 

𝒟𝒟 = �𝑃𝑃: 𝑑𝑑��𝑃𝑃,𝑃𝑃��� ≤ ε� (14) 
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The radius is calibrated via a confidence parameter to 
ensure that the true distribution lies within the ball with 
high probability 

ε = �
2
𝑁𝑁 ln�

1
α� �1 + 1

√𝑁𝑁
� 

 

With α =  0.05 ensures that the true distribution lies 
within the Wasserstein ball with at least 95% probability. 
A tractable mean–variance approximation yields the sur-
rogate objective in equation (15). 

ΦWDRO(𝑥𝑥) = 1
𝑁𝑁 � TAC(𝑥𝑥, ξ�)

�

�=1

+ λ
�

���1
𝑁𝑁 �[TAC(𝑥𝑥, ξ�)− μ]2

�

�=1
 

(15) 

Where λ = ε/√𝑁𝑁 acts as a variance penalty, promoting 
cost consistency across distributional perturbations. 

RESULTS AND DISCUSSION 
Comparative Performance Analysis 

Table 1 summarizes the out-of-sample performance 
of each method, evaluated on 2, 000 independent test 
scenarios. Cost statistics are reported without outlier fil-
tering, preserving the tail behavior that uncertainty-
aware methods are designed to address. 

Table 1: Comparative Performance Metrics 

Method  Avg Cost 
($) 

CV 
(%) 

Test Feas 
(%) 

Time 
(s) 

Determinis-
tic 

     

SAA      
WDRO       
RO      

 
Deterministic optimization yields the lowest ex-

pected cost, as anticipated from a formulation that ig-
nores uncertainty. When the resulting design is evaluated 
a posteriori under stochastic scenarios, it achieves 76.5% 
feasibility, a consequence of the penalty-based solver 
steering designs away from constraint boundaries, rather 
than an inherent robustness property. The cost variability 
is moderate (CV = 0.84%), and sub-second runtime ena-
bles rapid design-space exploration. However, this ap-
proach provides no formal guarantees on out-of-sample 
performance. 

SAA delivers balanced performance at a negligible 
cost premium (+0.3%) over the deterministic baseline. 
Test feasibility (76.7%) is comparable to the deterministic 
result, suggesting that for this case study, SAA drives the 
optimizer toward a similar region of the design space 
while incorporating scenario-based penalty information. 
The modest computational overhead (3.8 s) remains 

practical for iterative design workflows. 
WDRO achieves the tightest cost dispersion (CV = 

0.49%) at a 3.0% cost premium, validating the variance-
penalizing effect of the distributional robustness formu-
lation. Feasibility improves to 77.4%, and the 95th-per-
centile cost is notably compressed relative to the mean. 
The distributional guarantee ensures reliable perfor-
mance even when the true distribution deviates from the 
empirical estimate, a property particularly valuable for 
processes subject to seasonal or operational drift. The 
computational cost (∼62 min) is substantially higher than 
SAA, reflecting the inner Nelder–Mead optimization re-
quired at each candidate evaluation. 

Box-constrained RO yields the highest-cost design 
(US$28, 359, a 169% premium), reflecting the well-
known conservatism of worst-case optimization. The op-
timizer selects a substantially larger shell diameter (D_s 
≈ 0.96 m vs. 0.49–0.52 m for other methods) to guaran-
tee feasibility across the entire uncertainty set. This con-
servatism produces the highest out-of-sample feasibility 
(78.8%) and the best performance under distributional 
drift (51.1% feasibility at κ = 1.0 vs. 45–46% for other 
methods). While the cost premium is prohibitive for rou-
tine applications, the RO paradigm is appropriate for 
safety-critical equipment where constraint violations 
carry severe consequences. 

Table 2 compares the key geometric and thermal–
hydraulic parameters of the optimal designs obtained by 
each method. Although the deterministic, SAA, and 
WDRO formulations all converge to compact geometries 
with similar heat transfer areas (131–145 m²), they differ 
in the balance between shell diameter and tube length. 
The deterministic design favors a short, wide configura-
tion (D_s = 0.49 m, L = 2.5 m), while SAA opts for a nar-
rower but longer exchanger (D_s = 0.45 m, L = 6.3 m) 
approaching the L/D limit. WDRO selects an intermediate 
geometry (D_s = 0.52 m, L = 5.4 m). In contrast, the RO 
design is fundamentally different: a shell diameter nearly 
twice as large (D_s = 0.96 m) with 596 m² of transfer 
area—roughly four times the other designs. This oversiz-
ing is the mechanism by which RO guarantees feasibility 
under worst-case conditions but at a substantial cost 
penalty. All designs operate within the velocity and pres-
sure-drop constraints, with RO exhibiting the lowest 
tube-side velocity (0.86 m/s), close to the minimum 
bound. 

Cost-Robustness Trade-offs  
Figure 1 illustrates the cost–robustness trade-off. 

Deterministic and SAA cluster near US$10, 500 with CV 
around 0.84–0.91%, while WDRO achieves the lowest dis-
persion (CV = 0.49%) at a modest 3% cost premium. RO, 
at US$28, 359, lies far outside the cluster (indicated by 
arrow), reflecting the substantial cost of worst-case pro-
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tection. The plot confirms that WDRO offers the most fa-
vorable cost–dispersion balance among uncertainty-
aware methods. 

Table 2: Optimal design parameters by optimization 
method 

Parame-
ter 

Units DET SAA RO WDRO 

Shell di-
ameter 

m     

Tube 
length 

m     

Number 
of tubes 

–     

Heat 
transfer 
area 

m²     

Tube ve-
locity 

m/s     

Overall U W/m²K     

L/D ratio –     

TAC US$/yr  
 

 
 

 
 

 
 

 

 
Figure 1. Cost–robustness trade-off across the four 
optimization approaches. 

The observed CV range (0.49–0.91% for SP and DRO 
methods) indicates that cost variability is well controlled 
under the specified uncertainty levels. The 3.0% WDRO 
premium is modest relative to typical 10–20% industrial 
contingency factors, suggesting that formal distributional 
guarantees offer superior risk mitigation compared to ad-
hoc safety margins. 

Figure 2 compares feasibility across methods. Un-
der nominal conditions (κ = 0), all methods achieve 76–
79% feasibility, with RO performing marginally better due 
to its worst-case design margins. As distributional drift 
increases (κ → 1), feasibility degrades for all methods, 

but RO retains a consistent advantage (51% vs. 45–46%), 
confirming that worst-case guarantees translate into su-
perior drift resilience. 

 

 
Figure 2. Out-of-sample feasibility as a function of 
distributional drift. 

Method Selection Guidelines 
Based on the comparative analysis, the following 

guidelines are proposed for practitioners. Deterministic 
optimization is suited to preliminary design and rapid pro-
totyping where sub-second runtime enables extensive 
sensitivity analysis. It is acceptable when operational var-
iability is low (CV < 5%) and equipment operates well 
within constraint boundaries, but should not be relied 
upon for safety-critical applications. 

SAA is recommended as the default method for gen-
eral industrial practice. It provides a principled framework 
for incorporating uncertainty with modest computational 
overhead (∼4 s) and negligible cost premium. It is partic-
ularly effective when reliable historical data is available 
to characterize the uncertainty distribution and the pro-
cess exhibits approximately stationary behavior. 

WDRO is recommended for applications that de-
mand cost predictability and robustness to distributional 
uncertainty. It is especially justified when training data is 
limited, the true distribution is imperfectly known or non-
stationary, or regulatory requirements mandate high reli-
ability. The 3% premium purchases formal distributional 
guarantees and the tightest cost dispersion among all 
methods tested. 

RO is reserved for safety-critical applications where 
constraint satisfaction must be guaranteed across all 
foreseeable operating conditions. The worst-case focus 
provides deterministic feasibility guarantees but at a 
substantial cost premium (169% in this case study), mak-
ing it impractical for routine design. RO is most appropri-
ate when probability distributions are unavailable or un-
reliable and when the consequences of constraint viola-
tion are severe. 
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CONCLUSION 
This study benchmarks four optimization ap-

proaches (spanning three paradigms for decision-making 
under uncertainty) on the same STHE design problem. 
The principal findings are: (1) deterministic optimization 
provides the lowest-cost baseline but offers no formal 
robustness guarantees; (2) SAA delivers comparable 
cost at negligible premium while incorporating scenario-
based uncertainty information; (3) WDRO achieves the 
tightest cost dispersion (CV = 0.49%) at a modest 3% 
premium, confirming the practical value of distributional 
robustness when uncertainty characterization is imper-
fect; and (4) box-constrained RO guarantees feasibility 
across the entire uncertainty set but at prohibitive cost 
(169% premium), illustrating the conservatism inherent to 
worst-case formulations. Across all methods, the cost 
premium for uncertainty awareness is modest relative to 
typical industrial contingency factors, while providing 
formal guarantees that ad-hoc safety margins cannot. 
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