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ABSTRACT 
Cryogenic air separation units (ASUs) are the primary industrial technology for producing high 
purity oxygen, nitrogen, and argon gases at commercial scale. Cryogenic ASUs are large consum-
ers of electricity, making them ideal candidates for market-driven operation research in today’s 
volatile and uncertain manufacturing environments. To maximize profitability, ASU operation must 
dynamically adapt to changing market conditions as they evolve. This work explores the imple-
mentation of a rolling-horizon scheduling (RHS) strategy for the real-time market-driven operation 
of a high-dimensional ASU model with inventory, responding to uncertainty in future plant demand 
and electricity price forecasts by periodically rescheduling in response to updated market infor-
mation. A dynamic latent variable-based surrogate model (LV-SM) is used within the scheduling 
framework as a computationally efficient substitute for an existing first-principles-based ASU 
model. Results show that RHS and plant inventory are effective strategies for handling uncertain-
ties in the future market forecasts, while the LV-SM shows computational performance suitable 
for real-time implementation. With this scheduling framework in place, extensions involving ex-
panded case studies and uncertainty-aware optimization are planned for future work.  

Keywords: Dynamic Optimization, Surrogate Modeling, Air Separation, Rolling-horizon, Scheduling, Principal 
Component Analysis, Neural Network

INTRODUCTION 
Energy-intensive cryogenic air separation units 

(ASUs) are ideal candidates for real-time market-driven 
scheduling and optimization studies in today’s uncertain 
and volatile manufacturing environments. To maximize 
profitability, ASU operation must dynamically adapt to 
changing market conditions as they evolve. Rolling-hori-
zon scheduling (RHS) strategies provide a promising 
scheduling approach for ASU systems when responding 
to uncertainty in market or plant parameters. In these ap-
proaches, an initial plant schedule may be iteratively re-
fined according to new market data or plant conditions. 
For instance, work by Pattison et al. [1] and Kelley et al. 
[2] studied the closed-loop RHS of an ASU using re-
duced-order scale bridging models, where rescheduling 
was performed in response to forecast updates or dis-
turbances in parameters such as electricity prices, ambi-
ent temperature, and plant demand. Economic model 
predictive control (eMPC) schemes are also implemented 
in a rolling-horizon fashion and have been applied to ASU 

systems in work such as Schäfer et al. [3] and Caspari et 
al. [4]. Alternative scheduling approaches which explicitly 
model parameter uncertainty have also been explored, 
including robust optimization [5], chance-constrained 
programming [6], and stochastic programming tech-
niques [7]. 

This work explores a rolling-horizon scheduling 
(RHS) strategy for the market-driven operation of a high-
dimensional ASU model. To achieve computation times 
suitable for real-time implementation, the full-order 
model (FOM) originally developed by Cao et al. [8] is sub-
stituted by a dynamic surrogate model. This work imple-
ments a latent variable-based surrogate model (LV-SM), 
previously developed and applied in McKenzie et al. [9]. 
The LV-SM is trained from FOM simulation data and uses 
a ReLU-activated neural network to perform dynamic 
step-ahead predictions within a latent-variable subspace 
derived from principal component analysis (PCA). This 
modeling technique enables substantial computation 
time reduction, trust region enforcement to promote 
scheduling solution validity, and the ability to 
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approximate all original states of the FOM. The viability 
of RHS approaches using the LV-SM for real-time mar-
ket-driven ASU operation under specific market condi-
tions is assessed in this work. With the rolling-horizon 
framework in place, future work may consider expanded 
case studies which identify areas where explicit consid-
eration of uncertainty in the problem formulation using a 
rolling-horizon stochastic scheduling strategy yields im-
proved economic performance and operational robust-
ness over deterministic alternatives. 

PROCESS MODEL DESCRIPTION 
A process flow diagram of the ASU model used as a 

basis for this study is provided in Figure 1.  

Figure 1. Cryogenic ASU diagram. Optimization-relevant 
variables are labelled in orange text as follows: (A) 
purchased GN2, (B) vaporized LN2, (C) condensed LN2, 
(D) GN2 produced, (E) liquid air feed, (F) vapor air feed, 
(G) LN2 produced. Abbreviations: integrated reboiler-
condenser (IRC), primary heat exchanger (PHX), 
compressor (Comp), gaseous nitrogen (GN2), liquid 
nitrogen (LN2). 

The process begins with the compression and puri-
fication of ambient air which is cooled against cryogenic 
product and waste streams from the column in a multi-
stream primary heat exchanger (PHX). A fraction of the 
air feed is drawn partway through the PHX and is ex-
panded via a turbine prior to entering the column as va-
por air. The remaining air enters the column as liquid air 
after passing entirely through the PHX. The column oper-
ates at cryogenic conditions and is configured to sepa-
rate air into high-purity gaseous nitrogen (GN2) and an 
oxygen-rich sump liquid. The GN2 either exits the system 
as product via the PHX or continues to the integrated re-
boiler-condenser (IRC) where heat exchange occurs with 
the sump liquid. The resulting liquid nitrogen (LN2) may 
return to the column as reflux or be stored as inventory. 

During market-driven operation, inventory may be vapor-
ized or condensed as needed. The ASU was developed 
using the gPROMS software as a first-principles model 
containing 3819 state variables, adapted from Cao et al. 
[8]. For further modeling details, the reader is referred to 
Cao et al. [8].  

SURROGATE MODEL DESCRIPTION 
This work implements a latent variable-based surro-

gate model (LV-SM), previously developed and applied 
by McKenzie et al. [9]. To address the high dimensionality 
of the FOM, the LV-SM performs dynamic step-ahead 
predictions within a latent variable subspace derived 
from principal component analysis (PCA). PCA can be 
used to transform a high-dimensional matrix 𝑋𝑋 ∈ ℝ�×� 
into a low dimensional latent variable subspace 𝑇𝑇 ∈ ℝ�×� 
by: 

𝑇𝑇 = 𝑋𝑋𝑋𝑋       (1) 

where 𝑃𝑃 ∈ ℝ�×� represents the PCA model loadings 
with columns representing principal components. The 
optimal low-rank approximation of the original matrix, 𝑋𝑋̂, 
is calculated as: 

𝑋𝑋̂ = 𝑇𝑇𝑃𝑃�        (2) 

In the LV-SM, a 10-component PCA model trans-
forms a vector of initial FOM states at steady-state oper-
ation 𝒙𝒙0�� ∈ ℝ3819 into a vector of initial latent states 𝝉𝝉0 ∈
ℝ10, drastically reducing the problem dimension. Dynamic 
step-ahead predictions of latent states, in addition to an 
estimation of the squared prediction error (SPE) statistic 
derived from the PCA model, are predicted as a function 
of latent states and surrogate model inputs at discrete 
time steps using a ReLU-activated multilayer perceptron 
(MLP) neural network: 

�SPE�+1, 𝛕𝛕�+1� �� = 𝒇𝒇N(𝛕𝛕�,𝒖𝒖�) ∀ 𝑘𝑘 ∈ 𝐾𝐾−     (3) 

where 𝝉𝝉𝒌𝒌 and 𝒖𝒖� represent the vector of latent states 
and surrogate model inputs at a given time step 𝑘𝑘 and 𝒇𝒇N 
represents the neural network. In this work, the set 𝐾𝐾 =
{0, … ,𝑁𝑁K} denotes all discrete time points, 𝐾𝐾− = {0, … ,𝑁𝑁K −
1} ⊂ 𝐾𝐾 denotes the subset of discrete time points exclud-
ing the last, and 𝐾𝐾+ = {1, … ,𝑁𝑁K} ⊂ 𝐾𝐾 denotes the subset 
of discrete time points excluding the initial point. Con-
strained FOM states are calculated using the PCA re-
verse-transform while all other FOM states are excluded 
from the optimization model for efficiency. The SPE met-
ric is constrained within confidence limits during optimi-
zation to enforce a trust-region. Since the SPE metric de-
scribes the prediction error of a particular observation, an 
SPE value exceeding confidence limits suggests poor 
PCA model representation. Confidence limits were com-
puted based on the SPE distribution of the surrogate 
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model's training data using critical values from a chi-
squared distribution [10]. The 95% and 99% SPE confi-
dence limits are commonly used thresholds. The 99% 
confidence limit is used here and was shown in previous 
work to promote surrogate model prediction accuracy 
while being less restrictive than lower limits [9]. 

The LV-SM was trained from FOM simulation data 
collected using a bounded random walk sampling 
method. A step input from the range [−ℎ�, +ℎ�], where ℎ� 
is the allowable step size per input variable 𝑢𝑢�, was ap-
plied to each input at an interval of Δ𝑡𝑡 = 0.25h to match 
the control intervals used in the optimization formulation. 
Criteria were enforced during data collection to ensure 
that data remained physically realizable and within an op-
eration region relevant to the optimization problem. The 
storage vessel was excluded from the FOM during data 
collection due to its simplicity and was modeled after LV-
SM development without reduction. Figure 2 shows the 
process flow diagram after substitution of the LV-SM. 

 
Figure 2. Substitution of the FOM by the LV-SM. 
Optimization-relevant variables are shown in orange text.  

By operating within a reduced dimensional space, 
the LV-SM showed nearly a 1000-fold reduction in opti-
mization computation time in previous work [9], while re-
taining high accuracy compared to the FOM in multistep-
ahead simulation and dynamic optimization. The reader 
is referred to McKenzie et al. [9] for more detailed infor-
mation on data collection, training, and validation of the 
LV-SM. Note that McKenzie et al. [9] embedded neural 
network equations in the optimization formulation using 
complementarity conditions. Direct inclusion of comple-
mentarity constraints often causes numerical difficulties 
due to unsatisfied nonlinear programming constraint 
qualifications [11]. Complementarity constraint reformu-
lation using the exact penalty reformulation presented in 
Ralph and Wright [12] is used in this work and showed 
improved solver performance. This technique introduces 
a complementarity constraint violation term to the objec-
tive function with a tunable penalty parameter used to 
enforce constraint satisfaction. 

MARKET-DRIVEN OPTIMIZATION UNDER 
UNCERTAINTY 

A rolling-horizon scheduling (RHS) strategy is 

proposed to respond to market uncertainty by dynami-
cally adjusting plant operation and inventory use accord-
ing to evolving market forecasts. A schematic of the 
framework is shown in Figure 3. 

 
Figure 3. RHS strategy framework. 

Upon each execution of the framework, an optimi-
zation model determines an optimal schedule over a 
specified horizon in anticipation of forecasted market 
conditions. An initial portion of the schedule, referred to 
as the rescheduling interval, is applied to the ASU plant. 
As time progresses forward in a rolling-horizon fashion, 
the remaining schedule is periodically refined upon in re-
sponse to updated market forecasts and evolved system 
states. The LV-SM serves as the ASU model in the frame-
work to enable real-time implementation while capturing 
the ASU’s dynamic behavior at fine time scales. Future 
work may consider extension of the framework to explic-
itly model forecast uncertainty using stochastic optimi-
zation, such as done in Mathur et al. [13] for a hydro-
power system. Details of the optimization model, market 
forecasts, and plant model are provided in the following 
sections.  

Optimization Model Formulation 
An optimal schedule consists of economically opti-

mal operational decisions over the scheduling horizon, 
determined in response to market forecasts while satis-
fying operational and process model constraints. This is 
accomplished through the minimization of an economic 
objective function. Additional terms accounting for input 
move suppression and complementarity constraint satis-
faction are also minimized. The deterministic objective 
function 𝑧𝑧 is defined as: 

min
��,�

𝑧𝑧 = Δ𝑡𝑡∑ 𝜓𝜓�Econ
�∈�− +𝑚𝑚∑ ∑ 𝜂𝜂�,��∈��∈� +

1

�
∑ ∑ 𝜁𝜁�,�HL�HL∈��∈�        (4) 

where ψ�Econ represents the economic objective func-
tion (negative of profit), η�,� is an input move suppression 
term, ζ�,�HL

 is the complementarity constraint penalty 
term, the parameters 𝑚𝑚 and μ represent relative weights 
of the move suppression and complementarity constraint 
satisfaction terms, respectively, where 𝑚𝑚 > 0 and 0 < 𝜇𝜇 ≤
1. Tuning was performed to select penalty weights 𝑚𝑚 =
0.1 and μ = 0.01. A value of 𝑚𝑚 = 0.1 was observed to re-
duce nonprofitable fluctuations in the decision variables 
(as was observed in McKenzie et al. [9]) without 
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economic trade-off, while a value of μ = 0.01 was ob-
served to ensure complementarity constraint satisfac-
tion. Further reductions in 𝜇𝜇 place higher weight on com-
plementarity constraint satisfaction, however, were 
noted to increase computation time without providing 
additional benefit. The set 𝐿𝐿 = {1, … ,𝑁𝑁��} is the set of all 
hidden-layer nodes in the MLP network and 𝐼𝐼 = {1, … , 7} 
denotes the set of decision variables. The decision vari-
ables are defined as follows for all 𝑘𝑘 ∈ 𝐾𝐾−: 

 𝑢𝑢1,�: Liquid air feed flowrate to the column, 𝐹𝐹�LF 

 𝑢𝑢2,�: Vapor air feed flowrate to the column, 𝐹𝐹�VF 

 𝑢𝑢3,�: LN2 production from IRC to inventory, 𝐹𝐹�
prod, LN2 

 𝑢𝑢4,�: GN2 flowrate from column to product stream 
via the PHX, 𝐹𝐹�

GN2 

 𝑢𝑢5,�: Vaporized LN2 flowrate, 𝐹𝐹�
vap, LN2 

 𝑢𝑢6,�: GN2 liquefaction flowrate, 𝐹𝐹�
cond, GN2 

 𝑢𝑢7,�: Amount of GN2 purchased externally, 𝐹𝐹�OS 

These variables are applied to the plant in a piece-
wise-constant manner in regularly spaced control inter-
vals of Δ𝑡𝑡 =  0.25h, which match the prediction interval of 
the LV-SM. The economic objective function 𝜓𝜓�Econ repre-
sents the negative of the hourly operating profit and is 
calculated as: 

𝜓𝜓�Econ = 𝐶𝐶�elec𝑊𝑊�
comp + 𝐶𝐶�cond𝐹𝐹�

cond, GN2 + 𝐶𝐶�
vap𝐹𝐹�

vap, LN2 +
𝐶𝐶�OS𝐹𝐹�OS − 𝐶𝐶�

GN2𝐹𝐹�sale ∀ 𝑘𝑘 ∈ 𝐾𝐾−      (5) 

where 𝐶𝐶�elec,𝐶𝐶�cond,𝐶𝐶�
vap,𝐶𝐶�OS, and 𝐶𝐶�

GN2 represent prices of 
electricity, GN2 liquefaction, LN2 vaporization, GN2 pur-
chased from outside sources, and sold GN2 product, re-
spectively. Compressor shaft work is represented by 
𝑊𝑊�

comp; 𝐹𝐹�
cond, GN2 and 𝐹𝐹�

vap, LN2 represent the condensation 
rate and vaporization rate of GN2; 𝐹𝐹�OS represents the 
amount of purchased GN2; and 𝐹𝐹�sale represents the rate of 
GN2 product sold. Note that the summation in the objec-
tive function excludes the final discrete point since the 
quantity Δ𝑡𝑡 ψ�K−1

Econ  accounts for costs accumulated over 
the final control interval. Sold GN2 is calculated as: 

𝐹𝐹�sale = 𝐹𝐹�
GN2 − 𝐹𝐹�

GN2, cond + 𝐹𝐹�
LN2, vap + 𝐹𝐹�OS ∀  𝑘𝑘 ∈ 𝐾𝐾−  (6) 

The move suppression term η�,� is calculated as the 
absolute difference between successive inputs: 

𝜂𝜂�,0 = ||𝑢𝑢�,0 − 𝑢𝑢�
prev|| ∀  𝑖𝑖 ∈ 𝐼𝐼     (7) 

𝜂𝜂�,� = ||𝑢𝑢�,� − 𝑢𝑢�,�−1|| ∀ 𝑖𝑖 ∈ 𝐼𝐼,  𝑘𝑘 ∈ {1, 2, … ,𝑁𝑁K − 1}   (8) 

At the initial time point of each rolling-horizon exe-
cution, η�,0 is calculated relative to input values 𝑢𝑢�

prev which 
occur immediately prior to the beginning of the schedul-
ing horizon. The values of 𝑢𝑢�

prev are defined based on 

values from the previous rolling-horizon execution, ex-
cept for the first execution of the algorithm where they 
are initialized using the plant's steady-state operating 
conditions. Since the derivatives of the absolute value 
function are discontinuous, these equations were refor-
mulated using the following linear constraints: 

𝜂𝜂�,� ≥ 0 ∀ 𝑖𝑖 ∈ 𝐼𝐼,  𝑘𝑘 ∈ 𝐾𝐾−    (9) 

−𝜂𝜂�,0 ≤ 𝑢𝑢�,0 − 𝑢𝑢�
prev ≤ 𝜂𝜂�,0 ∀ 𝑖𝑖 ∈ 𝐼𝐼   (10) 

−𝜂𝜂�,� ≤ 𝑢𝑢�,� − 𝑢𝑢�,�−1 ≤ 𝜂𝜂�,�∀ 𝑖𝑖 ∈ 𝐼𝐼,  𝑘𝑘 ∈ {1, … ,𝑁𝑁K − 1} (11) 

Solutions of the optimization problem must satisfy 
the embedded LV-SM model (Equation 3). SPE trust re-
gion constraints constrain the predicted SPE statistic 
within its 99% confidence limit. Finally, several opera-
tional constraints summarized in Table 1 are considered. 

Table 1: Formulation of operational constraints. 

Description Formulation  
Purity PPMO� ≤ PPMO�� ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 
Sump level 𝑙𝑙��, sump ≤ 𝑙𝑙�

sump ≤ 𝑙𝑙��, sump ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 
Reboiler level 𝑙𝑙��, reb ≤ 𝑙𝑙�reb ≤ 𝑙𝑙��, reb ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 
Dew point at 
turbine outlet 𝑇𝑇�

dew, TBout ≤ 𝑇𝑇�TBout ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Storage level 0 ≤ 𝑉𝑉�
storage ≤ 𝑉𝑉��, storage ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Final storage 
capacity 

𝑉𝑉��
storage ≥ 𝑉𝑉 final, storage ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Compressor 
surge 𝑃𝑃�

surge ≤ 100% ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Column flood 𝑃𝑃�flood ≤ 100% ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 
Bubble point 
at liq air feed 𝑃𝑃�BP ≤ 100% ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Dew point at 
turbine inlet 𝑃𝑃�DP ≤ 100% ∀ 𝑘𝑘 ∈ 𝐾𝐾+ 

Demand met 𝐹𝐹�sale = 𝐹𝐹�
GN2, demand ∀ 𝑘𝑘 ∈ 𝐾𝐾− 

Input bounds 𝑢𝑢��� ≤ 𝑢𝑢�,� ≤ 𝑢𝑢��� ∀ 𝑖𝑖 ∈ 𝐼𝐼,  
𝑘𝑘 ∈ 𝐾𝐾− 

Max step size 
in inputs 𝜂𝜂�,� ≤ ℎ� 

∀ 𝑖𝑖 ∈ 𝐼𝐼��,  
𝑘𝑘 ∈ 𝐾𝐾− 

 
In Table 1, PPMO represents parts per million oxy-

gen in the GN2 product; 𝑙𝑙sump and 𝑙𝑙reb are sump and reboiler 
liquid levels; 𝑇𝑇dew, TBout and 𝑇𝑇 TBout are dew point and dis-
charge temperatures at the turbine outlet; 𝑉𝑉 storage repre-
sents storage vessel liquid volume; 𝑃𝑃surge,𝑃𝑃flood,𝑃𝑃BP, and 
𝑃𝑃DP represent values relative to constraint limits; 
𝐹𝐹GN2, Demand and 𝐹𝐹sale represent GN2 demand and amount 
sold; and ℎ� are step sizes used for input variable move 
restriction which match those used during data collec-
tion. Lastly, 𝐼𝐼SM = {1, … , 4} ⊂ 𝐼𝐼 is the subset of input varia-
bles corresponding to the surrogate model inputs. The 
operational constraints of Table 1 ensure that product is 
supplied at acceptable purity, equipment and safety 
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specifications are met, and modeling assumptions are 
upheld. Note that the storage vessel volume percentage 
at the end of the scheduling horizon is maintained above 
a threshold, 𝑉𝑉 final, storage, which is specified at 25%. An ad-
ditional constraint enforces equality between the amount 
of product sold and the product demand. By Equation 6, 
any oversupplied product will be condensed to storage 
while any unmet demand will be supplied either from in-
ventory or by purchase from outside sources. Move re-
strictions are enforced on surrogate model input varia-
bles to ensure agreement with the step sizes used in the 
surrogate model’s training process. 

Finally, the optimization problem is subject to the 
following set of initial conditions: 

𝝉𝝉𝟎𝟎 = 𝝉𝝉init       (12) 

𝑉𝑉0
storage = 𝑉𝑉init

storage      (13) 

where 𝝉𝝉init and 𝑉𝑉init
storage are the initial conditions for the 

PCA model scores and storage vessel volume percent-
age. For the first execution of the rolling-horizon algo-
rithm, the initial scores are calculated as the product of a 
vector of FOM states at a known steady-state operation 
and the PCA model loadings, 𝒙𝒙0SS𝑃𝑃, whereas the initial 
storage vessel volume percentage is specified to be 25%. 

For all rolling-horizon executions after the first, these in-
itial conditions are updated based on evolved system 
states from the plant. 

Plant Model Description 
Scheduling decisions corresponding to the resched-

uling interval are applied to the ASU plant upon each ex-
ecution of the rolling-horizon strategy, as shown in Fig-
ure 3. Within the simulation model:  

 Market parameters are at their realized conditions. 

 Control trajectories for decision variables 
𝐹𝐹�� ,𝐹𝐹VF,𝐹𝐹LN2, and 𝐹𝐹GN2 are fixed at their values 
determined by the scheduler.  

 Decision variables, 𝐹𝐹LN2, vap,𝐹𝐹LN2, cond, and 𝐹𝐹OS, can 
be recalculated in response to realized demand. 
Unmet demand is filled using inventory, if possible, 
or by purchasing from an external source at a high 
cost. Alternatively, oversupplied product is 
condensed to inventory to avoid wasted product. 

The final item from the list above enables the plant 
to respond to market events that were not forecasted. As 
in the optimization model, the LV-SM model is used as a 
substitute for the FOM during simulation based on the 

 
Figure 4. Example of three consecutive demand forecasts with simulated market updates. Realized demand levels 
are shown using black solid lines, forecasted demand levels using gray solid lines, and estimated demand regions 
using blue shading. 
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assumption that discrepancies between simulations of 
the FOM and the LV-SM are sufficiently small. This as-
sumption is supported by the high approximation accu-
racy of the LV-SM [9]. 

Market Parameter Forecasts 
In the absence of historical operating data, forecast 

models are assumed for the product demand and elec-
tricity price. These models generate forecasts by sam-
pling a forecast scenario from within estimated regions 
where market parameter values are expected to fall. As 
time progresses, these estimated regions are updated in 
response to simulated evolution in market conditions with 
each successive rolling-horizon execution. Lastly, fore-
casted values near the beginning of each execution’s 
scheduling horizon are assumed more accurate than lat-
ter values to reflect increased market uncertainty with 
time. An example of three consecutive demand forecasts 
is shown in Figure 4. 

The product demand is allowed to vary every four 
hours and is bounded within ±20% of the initial demand 
value. At each execution, demand is assumed known only 
over the rescheduling interval. Estimated demand re-
gions are labelled R1-R5, where the size of each region 
reflects the amount of forecast uncertainty present and 
relates to how far into the future that region is. Market 
updates are simulated with each new execution — de-
mand within the rescheduling interval is realized by draw-
ing uniformly from the previous forecast’s R1 region, and 
new R1-R5 regions are vertically centered at randomly 
sampled levels within ranges corresponding to the previ-
ous execution. A demand forecast is generated by draw-
ing uniformly from the discrete set of possible realized 
demand levels D = {80%, 82.5%, …, 120%} which intersect 
with the estimated demand regions. Two demand fore-
cast models with differing levels of forecast uncertainty 
are considered. The first demand forecast model (DF1) 
assumes that regions R1, R2, and R3-R5 have uncertainty 
band widths of 5, 10, and 20 units, respectively. The sec-
ond demand forecast model (DF2) assumes that regions 

R1, R2, and R3-R5 have widths of 20, 30, and 40 units, 
respectively. 

Two electricity price forecast models are assumed 
in a similar manner; however, the electricity price is as-
sumed to follow a structured and repeating daily cycle to 
reflect the seasonality present in some real-world elec-
tricity prices. Each 24-hour period is divided into four re-
peating segments — mid-peak (four hours), on-peak 
(eight hours), mid-peak (four hours), and off-peak (eight 
hours). An example forecast is shown in Figure 5. 

Two electricity price forecast models with differing 
levels of forecast uncertainty are considered. The first 
model (EF1) assumes that regions R1, R2, and R3-R5 have 
uncertainty band widths of 30, 60, and 80 units, respec-
tively. The second model (EF2) assumes that regions R1-
R2 and R3-R5 have widths of 80 and 160 units, respec-
tively. Uncertainty regions for off-peak, mid-peak, and 
on-peak prices are clipped if they exceed specified 
ranges to ensure that seasonality in the price profiles is 
maintained. Electricity prices are represented as per-
centages relative to an assumed nominal price. Scaled 
off-peak prices are assumed to always fall within the 
range of [0%, 80%], mid-peak prices always within the 
range of [80%, 120%], and on-peak prices always within 
the range of [120%, 200%]. Electricity price forecasts are 
generated by drawing uniformly from the discrete set of 
possible scaled price levels P = {0%, 5%, …, 200%} which 
intersect with the clipped price regions. The demand and 
electricity price forecast models are used in the case 
studies of the following section. 

Market-Driven Scheduling Case Studies 
The RHS strategy is evaluated in terms of its eco-

nomic performance and computation time requirements 
using several market-driven scheduling case studies. 
Economically optimal plant schedules are calculated over 
a cumulative 72-hour duration, where each rolling-hori-
zon execution considers a 24-hour scheduling horizon, a 
4-hour periodic rescheduling interval, and control interval 
spacing of Δ𝑡𝑡 =  0.25h. The economic performance of the 

 
 

Figure 5: Example electricity price forecast. Realized prices are shown using black solid lines, forecasted prices 
levels using gray solid lines, and estimated price regions using blue shading. 
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RHS strategy is compared to two open-loop scheduling 
(OLS) solutions for benchmarking. The first benchmark 
solution assumes perfect forecasts (PF) of market condi-
tions across the 72-hour scheduling duration to provide 
an idealized upper bound on economic performance. The 
second OLS benchmark assumes limited knowledge of 
only the 24-hour initial forecast (IF), where mid-range 
values of demand and electricity prices are assumed for 
the remainder of the scheduling duration. To ensure con-
sistency between the RHS and OLS solutions, the OLS 
solutions extend past the three-day scheduling window 
by the same duration as the final rolling-horizon execu-
tion; however, only the schedule from the first 72 hours 
is implemented to the plant for comparison. Figure 6 pro-
vides a visual summary of the timing and discretization of 
the problem. The individual impacts of uncertainty in 
product demand and electricity price are evaluated using 
the four case studies outlined in Table 2. Due to the sam-
pling method used when simulating market evolution and 
selecting forecasts, several unique subcases can be gen-
erated from the same initial forecast conditions (i.e. initial 
realized demand value, initial realized electricity price 
value, and initial R1-R5 region placement) for each of the 
DF1, DF2, EF1, and EF2 models. Therefore, each case 
study is repeated five times and average profits corre-
sponding to the scheduling strategies, represented as 
percentages relative to profits obtained under the PF 
scenario, as well as the computation time required for 
RHS are reported in Table 3. Cases were executed on a 
Windows 10 Pro system (Intel Core i7-9700 CPU, 8 cores, 
512GB SSD) using GAMSPy (v1.5.1) and the CONOPT 
(v4.36) solver within Python (v3.11.3).  

Table 2: Summary of case studies investigated. 

Case Demand Electricity Price 
C Forecast (DF) Known 
C Forecast (DF) Known 
C Known Forecast (EF) 
C Known Forecast (EF) 

Table 3: Case results for average profit and solution time. 

Case Strategy Avg Profit (% 
of PF Profits) 

Avg Execution 
Time(s) 

C IF  — 
 RHS   
 PF  — 

C IF  — 
 RHS   
 PF  — 

C IF  — 
 RHS   
 PF  — 

C IF  — 
 RHS   
 PF  — 
 
All scheduling strategies followed a store-then-uti-

lize policy in their solutions, where storage was accumu-
lated during times of low electricity prices and used dur-
ing times of high electricity prices. The RHS strategy con-
sistently demonstrated average economic performance 
on par with the PF solution. For example, the storage vol-
ume profile from the third realized profile in C2 is shown 
in Figure 7, showing storage usage trends which closely 

 
 

Figure 6. Discretization of RHS and OLS strategies 
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align with the PF with minor discrepancies associated 
with overestimated or underestimated demands.  

 
Figure 7. Storage volume profiles for the third realized 
profile in C2. Initial storage volume is indicated with a 
horizontal dashed blue line.  

Interestingly, the average economic performance of 
the RHS strategy relative to the PF solution did not 
change significantly when forecast models with a greater 
degree of uncertainty were considered. This suggests 
that adequate response to changing future conditions 
could be achieved prior to suffering economic conse-
quences. Furthermore, the RHS strategy significantly 
outperforms the IF solution in cases where demand fore-
cast uncertainty is considered. Under demand uncer-
tainty, the IF solution anticipated mid-range demands af-
ter the initial 24-hour forecast which resulted in periods 
of overestimation, underestimation, and suboptimal in-
ventory usage, requiring the costly purchase of external 
GN2 to fulfill demand on some occasions. By contrast, the 
RHS strategy offers only marginal improvements when 
electricity prices are uncertain and demand is known a 
priori. In these cases, no large profit losses related to un-
met demand were observed and while the initial electric-
ity price forecast was imperfect, it still followed the same 
periodic mid-peak, on-peak, and off-peak transitions as 
the realized electricity prices. This finding suggests that 
when plant demand and price seasonality are consistent 
and predictable, good scheduling decisions can be made 
even when specific price values are imperfectly fore-
casted.  

Commonly activated constraints across the RHS so-
lutions included: 

 The GN2 product purity constraint and reboiler 
low-level constraints, activated by increased LN2 
production and reduced column reflux rates. 

 Maximum liquid feed rate and minimum vapor feed 
rate, activated to raise liquid content in the column 
for maintaining product purity. 

 The compressor surge constraint, activated in 
response to reduced compressor air feed during 
periods of underproduction. 

 Move restriction constraints placed on surrogate 
model inputs. 

 Product demand satisfaction constraints.  

Overall, results show that RHS combined with plant 
inventory are effective strategies for handling uncertain-
ties in market forecasts under the case studies consid-
ered in this work. Notably, use of the LV-SM (imple-
mented using a 15-minute prediction interval) offers so-
lution times between 35-45 seconds per RHS execution, 
demonstrating high computational performance well 
within a timeframe suitable for real-time implementation 
considering the four-hour rescheduling interval used. 

CONCLUSIONS 
This work implemented a rolling-horizon scheduling 

strategy for the real-time market-driven operation of an 
ASU. Several case studies involving assumed forecast 
models of plant demand and electricity prices compared 
the economic performance of the RHS strategy to two 
benchmark solutions — one based on a perfect forecast 
of future market conditions, and one based only on infor-
mation available at the time of the initial forecast. On av-
erage, the RHS strategy demonstrated economic perfor-
mance on par with the perfect forecast solution and 
showed significant advantages over the initial forecast 
solution in cases considering demand uncertainty. When 
electricity price seasonality and plant demand were con-
sistent and predictable over the scheduling window, RHS 
offered no significant advantages. Overall, these findings 
suggest that periodic rescheduling combined with plant 
inventory provides an effective means of responding to 
the assumed market fluctuations considered in this work. 
Lastly, use of the LV-SM (implemented using a 15-minute 
prediction interval) within the RHS strategy offered solu-
tion times between 35-45 seconds per RHS execution, 
demonstrating high computational performance suitable 
for real-time implementation. 

With the rolling-horizon framework in place, future 
work may consider expanded case studies which identify 
areas where explicit consideration of uncertainty in the 
problem formulation (e.g., using a stochastic rolling-hori-
zon scheduling strategy) provides improved economic 
performance and operational robustness over determin-
istic solutions. These case studies may also include fore-
cast models based in historical data with additional 
sources of uncertainty, particularly those that may lead 
to infeasible operation if not accounted for. To mitigate 
the additional computational complexity introduced by 
this extension, techniques such as decomposition, sce-
nario reduction, and parallelization can be explored. 

 

PF

RHS
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