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ABSTRACT,

Machine learning (ML) reduces reliance on computationally expensive first-principles simulation
while capturing complex nonlinear behaviors. However, poor extrapolation, overfitting, limited in-
terpretability, and lack of strict consistency with governing laws limit the use of ML models in
process applications. Current methods for learning optimization policies also struggle with con-
straint satisfaction and optimality guarantees. Approaches such as physics-informed neural net-
works (PINNs) incorporate constraints “softly” and do not ensure strict constraint enforcement—
an issue that can be particularly detrimental in safety-critical applications, where even minor vio-
lations may lead to unsafe or infeasible decisions. To resolve these issues, we develop an ML
framework with a differential projection layer that allows computationally efficient process mod-
eling, parameter estimation, and nonlinear optimization with feasibility and optimality guarantees.
The framework is general in a sense that, depending on the loss function and the projection layer,
it provides different functionalities. For instance, an ANN followed by a distance minimization-
based projection leads to a hybrid mechanistic/data-driven process simulator, KKT-HardNet, that
ensures inference with strict satisfaction of linear/nonlinear equality/inequality constraints. An
ANN with a gradient-based loss function and a Taylor approximation-based pointwise projection
leads to DAE-HardNet, which solves and/or estimates parameters of ODE/PDE-based governing
equations. Lastly, an ANN with a distance-minimization based projection followed by objective-
based loss function leads to KKT-OptNet, which learns to solve nonlinear optimization problems
for different parameter instances. We illustrate the use of these tools for the modeling, optimiza-

tion, and parameter estimation of complex processes systems.

Keywords: Al/ML, Process Modeling, Process Optimization

INTRODUCTION

Artificial intelligence and machine learning (Al/ML) have
achieved remarkable success over the past decade,
driven by advances in deep learning, large-scale optimi-
zation, and data-rich model training. Modern Al/ML sys-
tems now surpass human-level performance in percep-
tion, language understanding, and pattern recognition,
and are increasingly deployed as computational engines
for decision-making in scientific, societal, and technolog-
ical settings. However, contemporary ML models are
mostly designed as flexible function approximators, y =
fo(x), without mechanisms to “strictly” enforce governing
physical laws, conservation principles, or domain con-
straints. Physics-informed ML [1-2] incorporates these
https://doi.org/10.69997/sct.119006
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physical priors indirectly—through penalties and soft
regularization—which often fail to guarantee feasibility,
robustness, or resilience under distribution shift. As a re-
sult, even small violations can undermine reliability or
lead to catastrophic failures in high-stakes applications
such as autonomous nuclear reactors, chemical plants,
molecular discovery, and next-generation autonomous
cyber-physical infrastructures. These emerging domains
require frameworks that are not only fast, but also pro-
vide guarantees of feasibility and optimality. Despite sig-
nificant advances, a foundational gap remains between
the dominant paradigm of unconstrained statistical learn-
ing and the realities of high-stakes, safety-critical, and
resilience-demanding environments.
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This disconnect presents a major barrier to the fu-
ture of trustworthy and resilient computation. A central
challenge in scientific machine learning (SciML) is to de-
velop predictive models that are also scientifically relia-
ble, interpretable, and physically valid under known do-
main knowledge. These requirements can be formalized
through constraint sets S =):h(x,y) =a,g(x,y) <b,x €
R",y € R™}, where g(+) represents inequality constraints,
h(+) encodes equality constraints, and a and b encode
multiparametric changing environments. A particular
frontier of SciML, where feasibility and rigorous guaran-
tees are essential, is learning to optimize—developing
methods that enable the rapid, repeated solution of con-
strained, multiparametric nonlinear programs (mpNLP)
arising in real-time decision environments. They appear
in many applications in process systems engineering
(PSE) including model predictive control, power grid op-
erations, process safety surveillance, fault detection, and
online energy management, all of which demand solu-
tions under stringent constraints. In this work, we ad-
dress the following questions:

= How can constraints—linear and nonlinear,
differential and algebraic—be hard embedded into
ANN architectures? What theoretical guarantees
are possible for feasibility-aware generalization?

* How can we learn to optimize nonlinear problems
with both feasibility and optimality guarantees?

= How can we design integrated learning and
optimization frameworks in which constraints,
feasibility, and optimality are strictly embedded
rather than secondary penalties?

Addressing these requires new foundations that unify
learning and optimization theory with algorithm design
for the next-generation of trustworthy, reliable Al/ML ap-
plications in PSE, which is the core motivation of this
work. The core of this is to establish constraint-embed-
ded ML as a foundational paradigm for trustworthy sci-
entific Al, in which feasibility, physical structure, and
mathematical optimality are treated as first-class compu-
tational principles rather than soft regularization objec-
tives. Enabling constrained learning that infers directly
within the boundaries of admissible and physically mean-
ingful solutions would enable “inverse modeling” through
nonlinear parameter estimation and provide a compelling
alternative to expensive first-principles by supporting
amortized optimization, in which solution structure is
learned across problem instances, enabling near-instan-
taneous inference.

ML-AUGMENTED GENERAL FRAMEWORK
FOR PROCESS MODELING, SIMULATION
AND OPTIMIZATION
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Our proposed constraint-embedded ML framework
(see Figure 1) involves augmenting a standard neural
network with a projection layer acting as a corrector.
Given an input vector x, the network first computes an
unconstrained output vector y = NN(©, x), which may not
satisfy the physical constraints. The projection layer then
adjusts this output to produce a corrected prediction y
that lies exactly on the constraint manifold. Here, y de-
notes the unconstrained network prediction and the pro-
jection operator maps it onto the feasible set defined by
the equality and inequality constraints, thereby ensuring
feasibility by construction while enabling downstream
guarantees on optimality. Unconstrained outputs are cal-
culated using a standard neural net, while the con-
strained outputs correspond to the Karush-Kuhn-Tucker
(KKT) conditions of a distance minimization problem. The
projection layer enforces raw neural network output to lie
on the constraint manifold.

Depending on the choice of the loss function and
the choice of the projection layer, the framework shown
in Figure 1 reduces to perform different specific tasks re-
lated to process modeling, simulation, optimization and
parameter estimation. This is summarized in Table 1, and
discussed below in details.

HYBRID MODELING

The framework presented in Figure 1 reduces to a
foundational projection-based neural architecture that
embeds and enforces hard nonlinear equality and
inequality constraints within artifical neural networks
(ANNs), ensuring predictions satisfy feasibility by
construction. This establishes scalable algorithms for
rigorous constraint satisfaction in hybrid data-
driven/mechanistic process models for fast simulation
purposes. In modeling for process simulation, the
relationship between input variables x and output
variables y is governed by mass and energy conservation
laws, inter-variable dependencies, and physical
limitations on the operation. These can often be
expressed as linear/nonlinear equality or inequality
constraints. Consider a dataset {(xi,yl)}li\;1 representing
the input-output behavior of a process system. The
objective is to train a neural network that approximates
the underlying functional mapping between the inputs x
and the outputs y. We consider that the mass and energy
conservation equations and thermodynamic and kinetic
models are also available in the form of algebraic
constraints that relate the inputs x and the outputs y.
Formally, the goal is to learn y = NN(©, x) such that the
predicted output y always belongs to the feasible set S,
i.e., y €S, where Sis defined as S = {y|h(x,y) = 0,g(x,y) <
0}. Specifically, h(x,y) = 0 represents a set of algebraic
equality constraints, and g(x,y) <0 represents another
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Table 1. Setup for different tasks performed by the general framework presented in Figure 1.

NN Loss function

Projection Layer

Specific Tool Functionality

“Strictly” enforces nonlinear

Hard-constrained ML,

W |~ 2
+471ld—4D@)|

T algebraic equality and ! > o
N Il7: = ¥:ll inequality constraints: KKT-HardNet Hybrid Data-driven/Mechanistic
Process Modeling, Process
Simulation
1 “Strictly” enforces pointwise
—|lF; — 7,”2 gradient-based constraint . . .
2N Wi i satisfaction: Discovery of Governing Equation,

DAE-HardNet Inverse Modeling, Parameter

Estimation

Ensures constraint
satisfaction through
enforcing KKT system of
the distance minimization

min f(x), or
min L(x), or
min KKT residuals

Process Optimization, Nonlinear

KKT-OptNet Multi-parametric Optimization

set of algebraic inequality constraints. The functions h
and g encode domain-specific knowledge, and may be
nonlinear in both x and y. Here, the tunable parameters
(weights and biases) of an ANN are defined as ©.

The strict enforcement of constraints is achieved by
solving a square system of nonlinear equations derived
from the KKT conditions associated with the following
constrained minimization problem (Eq. 1):

§* = argmin 3|y 3|
st h(x,y) =0, Vkey, (D
gr(x,y) <0, Vke .

This searches for a minimum distance solution from y that
lies on the feasible region defined by the equality and in-
equality constraints (as illustrated in Figure 1).

)
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~
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Figure 1. Projection of ANN output on the constraints
manifold.

The optimal solution y* corresponds to a minimum
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distance projection of y onto the feasible region. We
consider solving the system of nonlinear equations
derived from the KKT conditions of (1) that yield a
feasible projection y. For the special case of convexity,
the KKT system is both necessary and sufficient to obtain
the minimum distance solution y*. This feasible projection
can be directly embedded in the forward pass of a neural
network architecture through a Newton-type iterative
scheme, ensuring that only physically consistent
predictions are used for loss computation and
backpropagation. As a result, the loss function for the

ANN is jny‘, — 7%, in contrast to the conventional loss

ofj I, = 7lI°. The overall implementation is refered to as

KKT-HardNet [3].

The use of the projected outputs j alters the
learning directions during training, which is informed by
the feasible manifold. This ultimately guides the model
toward parameters that fit the data while respecting the
known constraints. This approach is similar to that of
Chen et el. [4] applied to linear equalities. However, we
extend it to accommodate both nonlinear equality and
inequality constraints. KKT-Hardnet is architecture-
agnostic and can be integrated with any neural network
backbone, including convolutional neural networks
(CNNs) or recurrent neural networks (RNNs).

lllustrative Example of Hybrid Modeling using
KKT-HardNet:

We consider the example of an extractive distillation
column [3]. The goal is to learn the input to output

mapping while strictly satisfying the equations described
by the system of nonlinear equation given in Eq (2).
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z14+ 12— (Y1 +9y2) =0,

z1a0 — (Y193 + Y2y6) = 0,

z101 — (Y194 + y2y7) = 0, (2)
ys+ys+ys —1=0,

Y6 +yr+ys —1=0,

Z3y1 — Yo = 0.

Along with the input vector x, we consider two fixed
value q, and qa, that represents the feed composition to
the column. For the forward modelling example we con-
sider @, = 0.6976 and a; = 0.3024 while simulating the sys-
tem.

—— MLP train

0.61 -== MLP val

—— KKT-Hardnet train
KKT-Hardnet val
PINN train

PINN val

o
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0 200 400 600 800 1000 1200

Epoch
Figure 2. Learning curve for extractive distillation
column. Top: mse loss between data and prediction,
Bottom: absolute violation of the constraints, bottom:
parameter evaluations during the training.

We compare the performance of KKT-HardNet with
MLP and PINN, using identical backbone configuration
and optimization settings (learning rate 1074, 1200
epochs, Adam optimizer). PINN model considers the
constraint violation as physics loss while training the
system with a regularization fator A (10.0). Figure 2 shows
the learning curves of three models. We observe no
violation above 107¢ for KKT-HardNet iinferring that
during training and validation the model outputs satisfies
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the physical constraints imposed on the model. The small
oscillations below 107° arise because, in some forward
passes, the Gauss—-Newton iteration terminates with the
residual norm dropping well below the stopping criterion
of 107%. In those cases, the final residual may lie anywhere
between the tolerance (107%) and the numerical precision
limit. Thus, the fluctuations reflect solver termination
under finite precision.

LEARNING PROCESS OPTIMIZATION

The framwork shown in Figure 1 reduces to an ML-
based solver for multi-parametric constrained nonlinear
programs with fast inference, stability and rigorous
convergence with both feasibility and optimality
guarantees. In this case, we consider convex
multiparametric nonllinear programs (mpNLPs) of the
form: min f(x) s.t. x € €where € = {x|h(x) = a,g(x) <
b,x € Rn}. We are interested in convex mpNLP, when
f:R2 — Ris convex C2 and continuously differentiable,
g:Rn — Rris convex C' and h:Rn — Re is affine.
Convexity ensures the optimal solution during the
projection from the first order neccesary conditions only.

Similar to previous, the framework consists of a
neural network backbone with a projection to the feasible
space trained on a new loss function. The loss function
we used is the actual objective function of the
optimization problem. However, the model can be trained
on different loss functions such as the lagrangian or the
KKT residuals. Unlike KKT-HardNet, learning optimization
problem is trained in an unsupervised framework.

lllustrative Example of Nonlinear Optimization
using KKT-OptNet:
For illustrative purpose, we take the classic

transportation problem with parametric uncertainty. The
problem is defined as follows:

w7306 0 0 07 [u 2517 1
o 1lw| |0 324 0 of|m 25| |y
w10 0 324 o fus| T [25] |

wl Lo o o 252 |u 25| |u

1 1 0 0 350 0 0

0 0 1 1 600 0 0

10 -1 0] [wm 0 1 0

0 -1 0 -1f |y 0 0 —1| |z
.t. < .
St 0 0 oflwl Slo| Tlo o {12] @)

0 -1 0 o0 l|u 0 0 0

0 0 -1 0 0 0 0

0 0 o0 -1 0 0 0

Here, we train the model for uncertainty bounds 0 <
X1, X, < 200. For modeling efficiency we have normalized
the optimization variables and the problem constraints.
Additionally we solve the QP problem for 1000 parameter
combinations sampled form the parameter bounds to
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general optimal variable set data to validate our results.

Figure 3. shows the KKT-OptNet model perfor-
mance for minimizing the objective loss function as neu-
ral network loss function parameterized by the weights
and biases. Top figure shows that the model finds the
optimal objective loss function with very few iterations of
training. Additionally the bottom plot shows the optimal-
ity gap between the optimal solution obtained from the
solver. We observe mean optimality gap of 0.0051% which
shows that through neural network training the model is
learning a optimal mapping from the parameter space to
the variable space close to the optimal solution.

21.504
—— Train Objective
21.254 -== Test Objective
% 21.00-
o
|
.g 20.754
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S
20254\
20.004 U
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Figure 3. Learning curve for optimization learning of
transportation optimization problem. Top: Objective Loss
propagation through epochs during neural network
training, Bottom: Mean optimality gap between predicted
variables and solution obtained from solvers during
training.

PARAMETER ESTIMATION

The projection based constraint satisfaction method
can also be used as a tool for parameter estimation for
nonlinear system. While we have discussed the scope of
surrogate modeling with constraint satisfaction and
learning optimization problems, some constraints might
have some fixed value parameters which are unknown.
Traditional parameter estimation technique involves

Golder et al. /| LAPSE:2026.0443
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solving a rigorous optimization problem by minimizing the
prediction error. However, KKT-HardNet or DAE-HardNet
is capable of doing the same with minimal changes. The
unknown parameters can be introduced in the framework
as learning parameters of the neural network. These
parameters are optimized as the training progresses.
Along with model fitting, the desired parameters are
obtained that satisfied the constraints.

Parameter estimation can be challenging for system
of differential equations. We illustrate how a Taylor ap-
proximation based pointwise projection can be implied to
model dynamic systems and estimate unknown parame-
ters through DAE-HardNet [6].

lllustrative Example of Parameter Estimation:

We consider a discrete-time linear time-invariant
system defined by the state equation: xu.,, = Agx, +
Bguy, Where x; € R?is the state vector and u; € Ris the
control input.

The system matrices are parameterized as Ay =
[[11],[0a,]] and By = [0,a0]". The parameter g,
represents the persistence or decay factor of the second
state, governing how strongly x; , propagates forward in
time. The parameter a, represents the input gain and
determines how strongly the control input influences the
second state. Thus, a, controls intrinsic system dynamics
while a, controls actuator effectiveness. For this case
study we have simulated the data considering a;, = —1
and a; = —1.

Given a prediction horizon N, the finite-horizon MPC
problem is formulated as: minimize over {x;,u;} the sum
from k=0 to N—-1 of (x[Qux;+ ufRuy), subject to
X4y = AgXx + Bguy, With state constraints —x < x, < %
and input constraints —a < uy < G.

Stacking all predicted states and inputs into a
decision vector y = [xla"-axNauos~-~su{N—1}]Tl the MPC
problem can be written in quadratic program form as:
minimize (%)yTQy +cTy subject to Ay = b+ Bx, and Cy <
d. The matrix A encodes stacked system dynamics, B
propagates the initial condition, C represents box
constraints, d defines bounds, and Q and ¢ arise from
quadratic stage costs.

In the inverse parameter estimation setting, the
physical parameters 6 = (ay, a,) are treated as unknown.
Given observed trajectories {x{%®,ude?}, we estimate
parameters by minimizing the discrepancy between

predicted and observed optimal trajectories:
2

datall”  \where y*(-) denotes the

; @,
min X; "y(x0 P al) - Yo

Ao,y

solution of the MPC quadratic program.

The parameters influence feasibility through the
dynamics constraints, the optimal trajectory shape, the
control effort, and state propagation. Gradients dy*/da,
and dy*/da, can be computed by embedding the QP
1929



solver as a differentiable layer, enabling gradient-based
learning. Figure 4 shows the parameter evaluations
during the training. Table 2 includes the training results.

Table 2. Validation performance on the parameter esti-
mation problem.

PINN KKT-HN KKT-HN +
PINN
MSE 1.49 x 107! 8.92 x 107 2.43 x 107>
Equality 47x1073 31%x1073 3.76 X 1073
violation
Inequalit 1.3x 1073 1.5x 107 1.8 x 107°
y
violation
—5-
(=]
S
_10_
_25 .
Ly —5.01
_75 .
—10.01 = i ;
10° 10! 102 103
Epoch
—— PINN —— KKTHN KKTHN_PINN

Figure 4. Learning curve for extractive distillation
column. Top: mse loss between data and prediction,
Bottom: absolute violation of the constraints, bottom:
parameter evaluations during the training.

Figure 4 shows the parameter values through the
training epochs for PINN, KKT-HardNet and KKT-
HardNet augmented with PINN soft loss. We train all
three models for 5000 epochs with standard
hyperparameter settings. From the figure we observe
that PINN even with 5000 epochs of training does not
converge to the original value of the parameters. Both
KKT-HardNet and KKT-HardNet augmented with soft
loss converges to the original parameter values after
training of only 500 epochs. Additionally Table 2 shows
the loss values and constraint violation of all three
models. PINN even though it achieves a constraint
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violation on the similar order as KKT-HardNet, the
regression performance of PINN is five orders of
magnitude higher than KKT-HardNet. Additionally, KKT-
HardNet augmented with PINN loss shows more robust
modeling performance with lower constraint violation
compared to KKT-HardNet for this case study. Note that
we have initialized the parameter values from —10. We
observe that the KKT-HardNet converges to the actual
parameter values for wide range of negative value.

CONCLUSIONS

We have presented a projection-based neural net-
work architechture which guarantees strict feasibility of
nonlinear equality and inequality constraints. The projec-
tion is based on the first order optimality conditions of a
distance minimization problem. The differentiable projec-
tion layer is iteratively solved through Gauss-Newton
method. This projection layer works as a corrector for the
unconstrained prediction and keeps the prediction in the
feasible domain. The framework can be used as a tool for
robust surrogate modeling, parameter estimation and
process optimization. The projection layer can act in dif-
ferent forms, for example, a taylor series approximation
can be implemented to satisfy dynamic systems. This al-
lows us to estimate parameters on the dynamic domain
also. We provide several illustrative examples to show
the applicability of our framework in chemical processes
and optimization. Additionaly we observe that combining
soft PINN loss with the projection layer helps achieving
lower constraint violation and higher prediction perfor-
mance. Moreover, it helps estimating unknown parame-
ters. A future direction for extending this framework is to
improve the computational complexity of the model with
minimal iterative scheme.
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