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ABSTRACT

The increasing demand for energy, water, and chemical products signals the need for more sus-
tainable and efficient process design methodologies. Traditional methods for conceptual process
design constrains the exploration of novel and intensified process alternatives, as they rely on
prior knowledge in defining the design space. Previous studies employing bottom-up approaches,
such as phenomena building blocks (PBBs), suggest that the synthesis of complex bottom-up
flowsheets remains computationally challenging and is thus limited to the synthesis of individual
units of operation. This work proposes a bottom-up, data-driven framework for process synthesis
and intensification based on phenomena building blocks (PBBs), in which process flowsheets are
constructed from their underlying physical and chemical phenomena rather than conventional
units of operation. The proposed framework introduces a phenomena-based text representation
and data collection module. Furthermore, a sequence training and generation module is devel-
oped, which learns patterns governing PBB interactions and placement within flowsheets. A case
study on ethylene glycol production is presented, in which nine fundamental phenomena yield 49
distinct PBB tokens. Results show that the trained model successfully reproduces established
flowsheet structures and generates flowsheets using novel PBB combinations, highlighting its po-
tential to support sustainable and intensified process designs.

Keywords: Process Design, Process Synthesis, Process Intensification, Artificial Intelligence, Machine Learn-

ing

INTRODUCTION

In conceptual process design, finding the optimal
flowsheet for a process often involves the predefinition
of units of operation and their possible configuration [1].
This paradigm limits the discovery of novel process alter-
natives involving unconventional units of operation and
configurations, as it relies on expert knowledge to define
the process’s design space [2]. Rather than defining ex-
isting units of operation, phenomena-based methods of-
fer an innovative solution to process design, as they rely
on defining existing chemical components and their
physicochemical interactions. This led to the introduction
of phenomena building blocks (PBBs) [3], where abstract
blocks are used to model chemical species and the
https://doi.org/10.69997/sct.190894

phenomena that govern them. Then a process flowsheet
may be constructed using a combination of these PBBs.

Demirel et al. [4] proposed a phenomena-based op-
timization framework, where superstructures of PBBs are
formulated as a mixed integer non-linear programming
problem (MINLP), that are solved to obtain the optimal
allocation of PBBs in a 2D grid, leading to the synthesis
of intensified process flowsheet. Then, Demirel et al. [5]
modified the design framework by explicitly defining the
grid structure, introducing an initializing strategy, and in-
cluding a two-block formulation for vapor-liquid equilib-
ria, showcasing the framework’s ability in intensifying an
ethylene glycol production process. Moreover, Monjur
and Hasan [6] built upon this modification to develop a
design framework for the intensification of natural gas to
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methanol process that includes membrane reactors.

Krone et. al. [7] proposed an optimization framework
employing mixed-integer non-linear programming
(MINLP) to synthesize distillation columns using super-
structures of VLE building blocks. To address the large
design space of the problem, which often prevents
MINLP solvers from converging, they introduced a struc-
tural screening procedure to eliminate infeasible process
alternatives prior to optimization. On the other hand, Cor-
tés-Pefia and Zavala [8] explored the application of phe-
nomena-based representation for the simulation of pro-
cess flowsheets formulated as graphs consisting of
equation and variable nodes.

Nonetheless, using mathematical programming to
solve superstructures of PBBs remains challenging. One
challenge is the computational complexity of handling a
large combinatorial design space. Another challenge is
that achieving optimal design alternatives depends heav-
ily on the formulation and may require the inclusion of
disjunctive programming, which increases the model
complexity. Moreover, solving these complex models re-
quires good initial conditions, an effective initialization
strategy must be developed to complement formulation.

In data-driven approaches, a design framework of-
ten trains a machine-learning (ML) model on process
data to learn structural relationships and decision-mak-
ing rules directly from data rather than prescribing them
using expert knowledge. Because such frameworks ena-
ble the simultaneous generation and evaluation of pro-
cess alternatives, they can also navigate large design
spaces to discover new alternatives [9].

Inspired by how the Simplified Molecular Input Line
Entry System [10] (SMILES) can represent molecular
structures using text, d'Anterroches [11] proposed the
Simplified Flowsheet Input Line Entry System (SFILES).
Moreover, Zhang et. al. [12] proposed a pattern recogni-
tion framework that can detect patterns for flowsheets
represented using SFILES, and discovered patterns that
match those described by heuristic rules in the literature.
Nabil et. al. [13] employed some elements of the SFILES
representation in developing vocabulary and grammar
rules tailored for the synthesis of a supercritical CO;
power cycle, and trained a long short-term memory
(LSTM) model to predict the syntax of a text-based pro-
cess flowsheet.

With recent interest in data-driven approaches, fur-
ther developments on the SFILES notation have been
made. SFILES 2.0 [14] expanded the notation to capture
more interactions between units of operation and repre-
sent control modules within flowsheets [15]. While
eSFILES [16] built on the original representation to estab-
lish hierarchical grammar trees and process ontology that
can be utilized for machine learning. Li [17] demonstrated
that PBBs can be employed for the synthesis of a hybrid
extraction and distillation unit using phenomena-based
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string representation. Using a ML model on a dataset of
vapor-liquid equilibrium (VLE), liquid-liquid equilibrium
(LLE), and mixing building blocks. The results highlighted
the framework’s potential in generating novel extraction-
distillation configurations with lower separation costs.

Nevertheless, recent works remain constrained to
the representation of phenomena across single units of
operations, as extending these approaches to entire pro-
cess flowsheets will result in large and complex problems
that are difficult to solve and require expert knowledge.

This work adopts a phenomena-based, data-driven
approach for conceptual process design, enabling the
automatic completion of process flowsheets. The pro-
posed framework aims to represent complex process
flowsheets as structured sequences of PBB tokens and
train an ML model to learn relationships between PBBs
and their placement within process flowsheets, providing
a computationally lighter alternative for exploring large
design spaces compared to superstructure-based meth-
ods. A case study for the production of ethylene glycol
from ethylene oxide and water is highlighted.

METHODOLOGY

The proposed methodology follows a two-step ap-
proach: (1) text-representation and rule-consistent data
preparation; (2) LSTM model training, finetuning, and
generation of string-based flowsheets.

Data Preparation

An existing text-based representation paradigm, the
SFILES 2.0 [14], is adopted for encoding process flow-
sheet information. In this notation, strings are read left to
right, with parentheses-enclosed words representing a
unit of operation token, and the tokens appearing next to
one another have an implicit connection from left to right.
However, we modify the notation to be based on PBBs
rather than units of operation.

Each block token can represent one or more phe-
nomena and connects to other blocks via directed,
branch, and recycle/bypass streams to form the process
topology. SFILES 2.0 encodes a flowsheet as a single lin-
earization of a process graph, augmented with special
symbols to mark branches. The same augmentation style
is retained, but the vocabulary and grammar rules are
modified to suit a phenomenon-based representation.

A concise vocabulary is defined to align with the
PBBs representation; consequently, tokens fall into three
classes: (a) input/output blocks, (b) phenomena tokens,
and (c) topology control tokens. Input/output blocks are
process-specific and rely on a prior definition of available
raw materials and possible products. With input blocks
being denoted as (ik) where i refers to an input, and k
refers to the chemical species. Similarly, for output
blocks, (ok) is used to denote an outlet block, where o
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(m): mixing Mix
Mass (s): splitting Split (no comp. change)
Change (f): flash Split (1-stage comp. change)
(t): distillation Split (n-stage comp. change)
(c): cooling Thermal
Energy (h): heating Thermal
Change (p): pressurizing Mechanical
(d): depressurizing Mechanical
Reaction (r): reaction Homogenous Reaction

(b)

mixing
LO“ng ‘ reaction
— cmr >

(a)

Figure 1. Text-based representation of PBBs: (a) one-phenomenon tokens, (b) a PBB, and (c) its equivilant string.

{...(cmr)...}

(c)

refers to an outlet, and k refers to the chemical species.

Furthermore, phenomenon tokens are derived from
nine basic phenomena across three types, with each
phenomenon being denoted using a unique letter, as
shown in Figure 1.a. From these basic phenomena, 49 to-
kens are defined. These tokens were defined to allow one
or more phenomena to exist in a block, as illustrated in
Figure 1.b, the tokens follow simple thermodynamic rules
(e.g., cooling and heating cannot occur in the same
block). In a string format, input/output tokens and phe-
nomena tokens are enclosed by parentheses to clearly
distinguish them, as shown in Figure 1.c.

On the other hand, topology control tokens use
symbols to denote a special action on the topology of the
process, such as a branch entering or exiting, or arecycle
or bypass stream from one block to another. Table 1
shows the full list of the topology control tokens. Moreo-
ver, recycle/bypass streams come in pairs where each
inlet must have an outlet, where ‘# is an integer number
that appears in both the stream’s inlet and outlet. For a
process with 2 input blocks and 2 output blocks, and one
allowed recycle/bypass stream, this makes up a vocabu-
lary size of 59, which consists of 49 phenomena tokens,
6 topology control tokens, and 4 input/output tokens.
This vocabulary is not only expressive enough to support
complex flowsheet patterns, but also to encode the
grammar and thermodynamic rules that are used to gen-
erate the initial dataset.

Table 1: Process Topology Tokens.

Token Description

<& Start of a nest for a mixing branch.
<& End of a nest for a mixing branch.

[ Start of a nest for a splitting branch.
1 End of a nest for a splitting branch.
<# Recycle/bypass stream inlet

# Recycle/bypass stream outlet
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The initial dataset is randomly generated using a
rule-guided procedure, where two sets of rules govern
how a string-based dataset of process flowsheets is
generated. The set of heuristic rules is shown the sup-
plementary material. In Table S.1; these rules consist of
grammar rules that describe how text-based representa-
tion is achieved, and thermodynamic rules that ensure
that a design-informed string is generated. On the other
hand, the sampling logic rules establish string targets as
shown in Table S.2. Some of these rules follow probabil-
istic controls to randomly sample the next token in the
string.

Also, these rules can be modified to control the
complexity of the generated string-based flowsheet,
such as modifying the maximum length of strings or the
size of nests for branches. Although the sampling logic
rules can be considered heuristic, they enforce con-
straints related to the string generation logic that are not
grammar or thermodynamic rules.

Finally, an algorithm that combines the heuristic and
sampling logic rules is used to sequentially build up
strings, following a token-to-token approach. For each
position in the string, a list of eligible tokens is updated,
so that the algorithm picks a token that follows the rules.
Moreover, for each step, the algorithm conducts checks
related to which tokens have appeared in the string, their
count, and whether sampling targets have been met.
Nonetheless, the algorithm only requires the definition of
the number of strings to be generated, and can output
the full list of generated strings, including unique ones.

Model Training and Flowsheet Generation

A machine-learning pipeline is employed to build a
data-driven model capable of autocompleting string-
based flowsheets and generating new valid strings. The
pipeline begins by retrieving the initial dataset from the
data preparation step, preprocessing it into a suitable
format, training an LSTM model, and finally generating
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new strings. The LSTM architecture is chosen because it
can handle short and long-range interactions in se-
quences, which is essential in capturing various token
dependencies in string-based flowsheets.

Each flowsheet string is tokenized and mapped to
integer IDs in [1,v], where v is the vocabulary size; with
ID =0 reserved for padding. The IDs are to be used by an
embedding layer in the LSTM model, which maps inte-
gers to d-dimensional vectors, which are then fed to an
LSTM cell. Label encoding is used to assign integer IDs
to tokens, which can then be used as the embedding
layer input. While the integers themselves carry no phys-
ical meaning, encoding strings into integers serves as a
reference for the learning.

To ensure that strings have uniform sequence
lengths during training, all sequences are padded to a
global maximum length L,,,,, corresponding to the long-
est string in the dataset. Nonetheless, this padding token
is masked when calculating the loss and accuracy values.
Given a dataset of sequences as input, output token se-
quences are created by shifting input sequences by one
position to the left and removing the first token; tokens in
any given position in the shifted sequence are output to-
kens (ground truths) to their corresponding tokens in the
original sequence.

A unidirectional LSTM is adopted with input embed-
ding and linear projection to the vocabulary to predict the
next token in a sequence. The model is trained on a syn-
thetically generated dataset, capturing PBB strings for
the production of ethylene glycol from ethylene oxide
and water. The training uses class-weighted pad-
masked cross-entropy, averaging the loss across all non-
pad positions to handle variable-length sequences and
class imbalance.

The dataset is split into 80/10/10% for training, vali-
dation, and testing respectively, with the training dataset
being further divided into batches of equal lengths. The
embedded token is passed to an LSTM module consist-
ing of I-layers of hidden size h, then projected to g logits
per position that convert them to probabilities represent-
ing next-token placement.

The training commences with the first LSTM con-
suming the embedded sequence one token at a timestep,
as shown in Figure 2, carrying hidden states forward. In-
itial states are set to zero per sequence. At each
timestep, the LSTM'’s layer output is passed through a lin-
ear projection to produce logits over the vocabulary size.
Softmax converts these logits to a next-token probabili-
ties that are compared with the ground truth of the next-
token to calculate the loss function. For timestep ¢, the
loss function is calculated using equation (1), where L, is
the class-weighted cross-entropy function, m is the
masking term with O for padding tokens and 1 for other
tokens, w,, is the weight of the class, and p, is the prob-
ability of picking that class as the next token.
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Ly =—-mw,logp, (1)

At the end of an epoch, the loss function across all
batches is averaged to produce a class-weighted cross-
entropy for that epoch, which is then used in backpropa-
gation to update the hidden states and embedding table
for the next epoch. Moreover, accuracy calculation can
be performed to better understand how the predictions
are. For a single timestep, the accuracy is calculated by
taking the highest probability of non-pad tokens in the
next-token prediction and checking whether it matches
the ground truth, assigning an accuracy of 1if it does, and
0 if it does not. This is then averaged across all batches
in an epoch to get that epoch’s accuracy.

=3 N
% L~ hy hy 5
— ' p >
g, L= h; h3 i
5 ©
3 . . @
) - - =
- a
UEJ K iy ! hi, A

Hidden Layer

Figure 2. Unidirecotional LSTM module used in training.

As the aim of the training is to get a model that min-
imizes the cross-entropy loss function, selecting appro-
priate hyperparameter values is crucial for this stage.
Consequently, a grid search will be used where the com-
bination of selected hyperparameter values will be used
to get their initial estimates. Furthermore, Adam [18] op-
timizer is to be employed to dynamically change the
learning rate across batches, rather than using a global
learning rate. Finally, Optuna [19] optimizer is to be used
for a final round of hyperparameters finetuning.

After a trained model is obtained, it is used to gen-
erate new phenomena-based flowsheets using text-
based representation. The generation procedure em-
ploys a top-k probabilistic decoding strategy, where the
next token in the sequence is sampled from the k most
likely predictions for the output token. First, a sequence
is initiated by randomly sampling an input token in the
first timestep. The sequence is then autocompleted until
a maximum string length is reached, or the stopping cri-
teria are met, namely, the presence of all output tokens
and balanced process topology symbols. Then, each
generated sequence is checked for adherence to the
original heuristic rules and flagged as a valid sequence.

RESULTS

The first step in data preparation is to establish the
vocabulary set representing tokens that can appear in
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Figure 3. Initial dataset analysis: (a) sequence length distribution, and (b) entropy distribution.
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string-based flowsheets. The proposed framework incor-
porates all nine basic phenomena to enable a more com-
prehensive flowsheet representation for a case study on
ethylene glycol production from ethylene oxide and wa-
ter. Consequently, many multi-phenomena tokens intro-
duced during the token definition stage were not previ-
ously examined within the context of ethylene glycol pro-
duction. Furthermore, two input tokens, (iW) and (iEO),
were defined to represent the water and ethylene oxide
feed streams respectively. Similarly, two output tokens.
(oW) and (oEG), were defined to represent the water and
ethylene glycol product streams, respectively, with (0EG)
designated as the desired product output token.

A maximum of two recycle/bypass streams was al-
lowed in the process. Based on these definitions, a vo-
cabulary set containing 61 tokens was constructed, com-
prising 49 PBB tokens, 4 input/output tokens, and 8 pro-
cess topology tokens. Consequently, a total of 2, 000,
000 strings were prepared, yielding 900, 425 valid
strings that complied with the heuristic rules. Among
these, 892, 768 were unique, non-repeating strings. A
maximum sequence string length of 30 is used for the
generation procedure; however, the observed maximum
sequence length is 37. This is due to the post-processing
step in the procedure, which enforces the sampling logic
rules, such as balancing recycle and branching symbols,
or ensuring that the desired output appears in the string.

As a result, the sequence length distribution shown
in Figure 3.a exhibits a unimodal, centred around se-
quence length 17, reflecting the constrained randomness
of the generated sequences. Additionally, the sequence
entropy distribution presented in Figure 3.b highlights
entropy values ranging from 3.3-4.7 bits, corresponding
to 10-26 tokens respectively. This indicates that the gen-
erated sequences have sufficient randomness and token
diversity to represent the design space of the process.

The LSTM model is trained through a multi-stage
procedure, which starts by pretraining using an initial set
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of hyperparameters to obtain baseline learning curves
and assess the model’s ability to learn. Then, to find the
minimum cross-entropy loss function, these hyperpa-
rameters were optimized using grid-search exploration,
Adam optimizer, and Optuna optimizer. The final stage is
to generate novel strings and validate their structure and
adherence to heuristic rules. All training was done using
the PyTorch library, utilizing a CUDA-compatible GPU
(Nvidia 4070 Super).

Training and Validation Loss Curves

—— Training loss
Validation loss

20 40 100

Epoch

60 80

Figure 4. Training/validation curves in pretraining.

The pretraining stage was carried out using initial
hyperparameter values similar to those used by Hirtreiter
et. al. [16] in their SFILES 2.0 representation. Using a
batch size of 32, hidden size and embedding dimension
of 64,1LSTM layer, and a learning rate of 3e-4. Stochas-
tic Gradient Descent (SGD) is initially used to calculate
the gradient in backpropagation. Figure 4 shows the
evolution of training and validation loss over 100 epochs,
where the training curve is composed of per-batch loss
evaluations to demonstrate how the model is changing
the LSTM states for each batch, while the validation
curve is evaluated at the end of each epoch. The curve
1813



shows a gradual decrease in the cross-entropy loss func-
tion, converging to a loss of 2.63.

Although these results confirm that a baseline model
is capable of learning sequential ordering of how tokens
appear in the strings, the slow convergence indicates the
chosen hyperparameters are not optimal. And any reruns
using the same -or different- datasets will be computa-
tionally expensive. Moreover, early stopping is to be im-
plemented in the subsequent stages, where training ter-
minates when the validation losses across the last 5
epochs are within 0.001. The grid search provided coarse
insight into the suitability of certain hyperparameter
ranges, as shown in Figure S.1 and Figure S.2 in the sup-
plementary material, highlighting how the training loss re-
sponds to variations in batch size, learning rate, hidden
dimensions, and embedding dimensions over the first ten
epochs.

Consequently, an Optuna study consisting of 50 tri-
als was performed using continuous sampling of the
learning rate and discrete sampling for all other hyperpa-
rameters. An additional training run using a batch size of
512 and the optimized hyperparameters produced the
loss curve shown in Figure 5. Compared with the pre-
training results, the optimized model exhibits faster con-
vergence, with the training loss stabilizing within the first
epoch and converging to a loss of around 2.58.

Training and Validation Loss Curves

4.2
—— Training loss

4.0 1 Validation loss
3.8
3.6

3.4 A

Loss

3.2

3.0 1

2.8
2.6

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
Epoch

Figure 5. Training/validation curves after finetuning.

The rapid convergence of the optimized model indi-
cates that the selected hyperparameters not only offer a
slight improvement in accuracy but also enhance the ef-
ficiency and smoothness of the training process. To eval-
uate the generative capabilities of the trained LSTM
model, a generation module was constructed. It starts by
retrieving the best LSTM model after the last training cy-
cle and implements basic decoding rules. These rules in-
clude balancing or process topology tokens, the pres-
ence of raw materials and desired products, and termi-
nation conditions. Using top-k sampling (with k=20), the
module is tasked with generating a batch of 10, 000
Alqusair et al. / LAPSE:2026.0429

flowsheet strings without any explicit rules or structural
guidance.

Across the full batch, the module outputs 9, 760
valid sequences, with valid sequences defined as those
that do not violate the heuristic rules used in generating
the initial dataset, demonstrating that the learned se-
quence distribution is highly consistent with the rules em-
bedded in the training data. This high validity is notable
given that the generator applies no grammar rules, ther-
modynamic rules, or sampling logic rules. Furthermore,
only 170 valid sequences (about 1.7% of the generated
dataset) appeared in the initial dataset, indicating that
the model is not simply memorizing the training dataset.
This means that the trained model can synthesize novel,
previously unseen string-based flowsheet configuration
that do not violate any of the heuristic rules.

The model was also tested for the autocompletion
of strings, where the first couple of tokens are provided
and the model predicts a valid continuation of the string.
The module first checks whether the given initial se-
quence of tokens is probable under the model, with
structurally inconsistent combinations being labelled as
an invalid input sequence. When a probable input se-
quence is provided, the model extends it into a full flow-
sheet string. Examples of generated and autocompleted
strings are presented in Table 2. The examples demon-
strate the model’s ability to generate alternatives that in-
clude no recycle streams, one or multiple recycle
streams, alternatives with or without side products, and
complex reaction-separation sequences.

Table 2: Examples of Input strings and their correspond-
ing autocompleted strings.

Input String Autocompleted String

(iw) (iw) (m) <& (IEO) (h) (d)&] (dr) (rt) [(d)
(0EG)](h)(d)(oW)

(iEO) (iIEQ)(hm) <1 (dmr)<&] (iW)(d)&] (pt)
[(h)(d)(0EG)](df)1

(W)(P)(m)  (iW)(p)(m)<&|(EO)(d)&|(dr)(fr)[(d)(h)
(oEG)]1(oW)

(iW)(cr) invalid input

Syst Control Trans 5:1809-1816 (2026)

A parsing module is also developed to translate
each string into a graph representation that can be easily
interpreted. An example of this is provided in Figure 6,
showing a string being parsed into a graph-representa-
tion, with input PBB blocks highlighted in light red, output
PBB block in light green, red arrows for directed edges
on the main branch, grey arrows for directed edges on
side branches, and green arrow for the recycle stream.

CONCLUSIONS

The reliance on predefined units of operation in tra-
ditional process design constrains the exploration of
1814



(iw) p) » (hm)

(iEO)

{hmr} lcrs) (pt)

T

|
— W
(d)

(0EG)

Figure 6. Process Graph of the Generated String ’(iW)(p)(hm)<1(hmr)<&|(iEO)(c)(d)&l(crs)[(d)(oEG)](pt)1’.

novel and intensified process alternatives. Recent phe-
nomena-based studies have highlighted the advantages
of representing processes through fundamental physico-
chemical interactions, although their extension to com-
plex, complete flowsheet synthesis remains challenging.

The proposed framework demonstrates the poten-
tial of a text-based data-driven approach for conceptual
process design, and its ability in generating novel and
large design spaces for chemical processes. Using an in-
itial dataset of about 900, 000 alternatives, the model un-
derwent multiple training stages, including pretraining
with initial hyperparameters, followed by finetuning. The
optimized model was used to generate 10, 000 alterna-
tives, of which 97.6% implicitly follow the heuristic rules.
Furthermore, among the generated alternatives, 98.3%
were novel and had not appeared in the initial dataset,
indicating that the model successfully learned phenom-
ena building block relationships using the modified
SFILES 2.0 representation.

Nonetheless, several limitations arise when imple-
menting text-based representation for PBB flowsheets.
The current vocabulary and grammar rules do not provide
a true phenomenon representation for separation. This is
due to the inherent restriction associated with the
adopted SFILES 2.0 representation, which does not allow
mixing and splitting to occur simultaneously in the same
token. Similarly, mixing and splitting tokens are restricted
to a single branch each, further limiting the representa-
tion of separation phenomena.

Although the trained model generated novel strings,
their thermodynamic feasibility is to be investigated. The

Alqusair et al. / LAPSE:2026.0429
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heuristic and sampling logic rules ensure structural con-
sistency and basic PBB logic. However, process condi-
tions need to be incorporated, and the process alterna-
tives should be evaluated, simulated, and optimized. As
process conditions were not considered in the current
framework, certain thermodynamic interactions may be
infeasible during evaluation, such as using a simple dis-
tillation for azeotropic mixtures. Another limitation is that
the LSTM model was trained only on synthetically gener-
ated data, without incorporating real process data or sim-
ulation results. Future work should address these limita-
tions to achieve a more robust phenomena-based design
methodology.

DIGITAL SUPPLEMENTARY MATERIAL

The heuristic and sampling logic rules, and hyperpa-
rameters grid search results can be accessed via the link:
https://psecommunity.org/LAPSE:2026.0019
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