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ABSTRACT 
Real-time monitoring of metabolite concentrations is critical for optimising bioprocess perfor-
mance. While Raman spectroscopy offers a non-invasive solution, translating spectra into metab-
olite concentration estimates requires robust machine learning models. Foundation models such 
as TabPFN demonstrate exceptional predictive performance but suffer from high inference com-
plexity when trained on large calibration datasets, hindering their use in real-time laboratory set-
tings. This study proposes a batch Active Learning (AL) strategy to efficiently calibrate TabPFN 
using a minimal subset of data. We employ a weighted K-means clustering strategy that balances 
model uncertainty and dataset diversity to select the most informative calibration samples. We 
evaluated this method on a dataset of nearly 7, 000 Raman spectra covering eight substances. 
Our AL strategy achieved a mean R² score greater than 0.95 with approximately 1, 000 samples, 
significantly outperforming random sampling. Notably, the method matched the accuracy of a 
model trained on the full dataset using only 20% of the data. This reduction lowers computational 
complexity by a factor of 25, enabling millisecond-scale inference times suitable for high-through-
put bioprocess monitoring. 
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INTRODUCTION 
 In bioprocess engineering, the ability to monitor me-
tabolite concentrations in real time during microbial or 
cell cultivations is critical for understanding, controlling, 
and optimising biotechnological processes with respect 
to yield and product quality. Traditionally, metabolite 
analysis is based on offline sampling and subsequent an-
alytical techniques such as High-performance liquid 
chromatography or Gas chromatography–mass spec-
trometry, which are time-consuming, labour-intensive, 
and often unsuitable for high-throughput experimenta-
tion. 

As an alternative, Raman spectroscopy has 
emerged as a promising Process Analytical Technology 

(PAT) for non-invasive monitoring of metabolite concen-
trations as it is fast, label-free, and capable of simultane-
ously quantifying multiple compounds in complex mix-
tures. Recent advancements enable the integration of 
Raman spectrometers into high-throughput systems, sig-
nificantly enhancing the volume and quality of data gen-
erated during parallel cultivations [1], [2]. 

However, a major challenge remains the translation 
of raw Raman spectra into metabolite concentration es-
timates. This requires a machine learning model that 
maps Raman spectra to estimations of concentration val-
ues. Traditionally, this has been achieved using multivar-
iate statistical methods such as Partial Least Squares 
(PLS) [2] or Deep Neural Networks [4]. 

However, training deep learning models typically re-
quires large, diverse calibration datasets, which are 
costly and time-consuming to generate. A recent study 
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showed that a tabular foundation model TabPFN [5] de-
livers exceptional prediction performance when provided 
with a large calibration dataset [6]. This model is different 
from classic regression models as it uses in-context 
learning. When predicting concentrations for an unknown 
Raman spectrum, the model computes similarities be-
tween all calibration data points and the unknown spec-
trum using a Transformer architecture [7]. Unfortunately, 
the computational complexity of this step increases 
quadratically with the number of calibration points. This 
results in slow prediction speeds, particularly in labora-
tory contexts where modern GPUs are often unavailable. 
On a CPU, the average inference time per spectrum is 
approximately 10 seconds [6]. 

To address this limitation we reduce the size of the 
calibration dataset using Active Learning (AL) algorithms 
which select the most informative data points from the 
calibration set [8]. While many AL algorithms suggest one 
sample at a time this procedure is not efficient when each 
step requires retraining a whole neural network. A naive 
approach is to select the most informative data points 
based solely on a specific metric. However, this approach 
might lead to a batch of similar data points such that the 
model would be better off with labelling more diverse 
data points that yield better a generalisation error. This 
diversity-informativeness trade-off is addressed by 
methods that optimise the informativeness of the whole 
batch of data points [9], [10], [11]. 

MATERIAL AND METHODS 

Dataset 
In this study we use a dataset of nearly 7000 Raman 

spectra with annotations for 8 substances [6] that are 
relevant in high-throughput bioprocess development 
[12]. As the different substances have been added to the 
dataset over time the concentration labels of some sub-
stances are imbalanced which makes the dataset an in-
teresting subject to study for AL. 

Model 
 As a model we use version 2.5 of TabPFN [5], [13], 
[14] which is a foundation model for tabular datasets that 
uses in-context learning on the whole training set when 
predicting new labels. This model has been used in ver-
sion 2 on this dataset before and showed exceptional 
performance in particular for low concentrations [6].  
For regression problem like ours the model discretises 
the concentration space and actually solves a classifica-
tion problem under the hood. Therefore, it yields proba-
bilistic predictions of the concentration labels [15] that 
widen the range of possible information criteria that can 
be used during AL.  

Setup 
 To select Raman spectrum–concentration pairs that 

most improve the predictive performance of the model 
we perceive the problem as pool-based active learning 
[8]. We join the training dataset with the validation da-
taset to a pool of more than 6000 spectra to choose from. 
We use the test dataset for evaluating the model in each 
step. 

The reason why we can merge the training and the 
validation set in our evaluation setup is that we chose to 
not do any hyperparameter tuning. This decision is moti-
vated by two considerations. First an foremost, TabPFN 
is a foundation model that uses in-context learning [14]. 
Therefore we did not do classic model training on the 
spectral datasets where we can pick hyperparameters 
that shape TabPFN's architecture like the encoding di-
mension, the number of transformer encoder layers, the 
dropout rate etc. Second, for the hyperparameters that 
we could have tuned like the number of estimators or the 
kernel size for the average pooling step, we use the same 
values as in [6].  
 Typically, active learning algorithms suggest label-
ing one sample at a time. However, that procedure is very 
time-consuming for a datasets size above 6000 when 
each suggestion requires retraining the whole model. 
Therefore, we choose an AL procedure that suggests 
batches of data points. 

Algorithm 
 The batch suggested by the AL algorithm should be 
optimised in terms of two objectives. On the one hand, 
we need to quantify the informativeness of unlabelled 
data points. On the other hand we need a mechanism that 
ensures diversity within the batch.  

Informativeness 
 As most machine learning algorithms do not deliver 
probabilistic predictions the classic active learning ap-
proach is to work with an ensemble of regressors and 
judge the informativeness of an unlabelled data point by 
the discrepancy of their predictions. Since we use 
TabPFN, we obtain a predictive distribution over discre-
tised bins of the concentration space [13]. Consequently, 
we can use information criteria that are directly related to 
the posterior distribution𝑃𝑃(𝑦𝑦|𝑥𝑥)and which are usually used 
for classification models. As the discretisation consists of 
5000 bins the typical least confident approach [8] or 
margin sampling [16] neglect most of the distribution. 
Therefore, we use the entropy [17] of the predictive dis-
tribution to measure the uncertainty of the model 

𝑈𝑈(𝑥𝑥�) = ∑ −𝑃𝑃�𝑦𝑦�|𝑥𝑥��𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙�𝑦𝑦�|𝑥𝑥��
5000
�=1   (1) 

in its own prediction. We use this uncertainty as a metric 
for the informativeness of each spectrum. 
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Diversity 
We use a method that is suggested in [11] and incor-

porate minor changes that are inspired from [9]. So let 𝑋𝑋� 
be the set of unlabelled spectra and let 𝑆𝑆 ⊆ 𝑋𝑋� be the set 
of 𝐾𝐾spectra that we want to label. This subset should be 
most representative of the set of unlabelled spectra 
which we quantify via: 

∑ 𝑚𝑚𝑚𝑚𝑚𝑚�∈��∈��
|||𝑥𝑥 − 𝑠𝑠|||    (2) 

However, this problem is known to be NP-hard which is 
why we solve a similar problem that is known as K-means 
clustering 

∑ ∑ 𝑧𝑧��
�
�=1��∈��

|||𝑥𝑥 − 𝜇𝜇�|||    (3) 

where we would like to find both the cluster centres 
𝜇𝜇�and the binary assignment𝑧𝑧��for each spectrum𝑥𝑥�to the 
clusters𝑘𝑘. Even though the two optimisation problems 
look very similar the crucial difference is that for K-means 
the cluster centres𝜇𝜇�do not need to be part of the set of 
unlabelled spectra𝑋𝑋�. So instead of the cluster centres 
we choose the spectra that are closest to the cluster cen-
tres of K-means. In case there is one spectrum that is 
closest to two or more cluster centres we pick the spec-
trum with the highest uncertainty that has not been 
picked before.  

Moreover, we do not cluster the whole set of unla-
belled spectra, but choose thespectra that are most in-
formative according to their entropy. This is inspired from 
[9] and increases the fraction of highly uncertain spectra 

 
Algorithm 1. Uncertainty-guided batch active learning for spectral calibration. Candidate spectra are scored by 
averaged predictive entropy across substances and clustered via weighted K-means to balance informativeness 
with diversity in each acquired batch.  
Active Learning Method 
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within the batch.  

Joint Objective 
To consider both aspects of informativeness and diver-
sity we alter the K-mean clustering problem (Equation 3) 
by introducing the informativeness criterion as a weight 
for each spectrum. So we solve the weighted K-means 
clustering problem 

 ∑ ∑ 𝑈𝑈�
�=1��∈��

(𝑥𝑥�)𝑧𝑧��|||𝑥𝑥 − 𝜇𝜇�|||    (4) 

that gives more importance to unlabelled spectra based 
on the model's uncertainty𝑈𝑈(𝑥𝑥�). 
To evaluate the effectiveness of that approach we com-
pare it against Random Sampling (RS). As the first batch 
of data is randomly selected for both methods we con-
duct 10 independent experiments while we use the same 
first batch for both AL as well as RS. More details on the 
exact procedure are given in Algorithm 1. 

RESULTS 
We compare the AL method described previously against 
RS. 

Overall Predictive Performance 
The predictive performance of both methods, RS 

and AL, follows a characteristic learning curve, with R² 
scores improving rapidly before reaching a plateau. When 
averaged across eight substances and ten experimental 
runs, the AL strategy consistently outperformed RS (Fig-
ure 1). While RS shows a slight advantage on five sub-
stances in low-data scenarios, AL makes significant gains 

on the remaining substances (Figure 2). This results in a 
higher mean R² score throughout training sizes. 

Substance-Specific Sensitivity 
A breakdown of performance by substance reveals 

that the effectiveness of AL is highly dependent on the 
specific substance (Figure 2) and can be grouped into 
three distinct categories: 

AL-Dominant Profiles (EnPump and Yeast Ex-
tract): AL provides a substantial advantage here. For En-
Pump, RS fails to exceed an R² of 0.85 even with 6, 000 
samples, whereas AL reaches near-perfect prediction al-
most immediately. This suggests these substances are 
defined by features sparsely distributed in the parameter 
space, which benefit significantly from targeted sam-
pling. 

Rapid Convergence Profiles (Glucose, Glycerol, 
Acetate, Nitrate, and Total Phosphate): Both strategies 
perform similarly, reaching R² values above 0.90 within 
the first 500 samples. The underlying relationships for 
these substances appear easy to capture regardless of 
the sampling method. 

 RS-Dominant Profile (Total Sulfate): RS outper-
forms AL until the training set reaches 3, 000 samples. 
The high variability in the AL results suggests that model 
uncertainty for Sulfate did not effectively guide the se-
lection of data points, leading to a less balanced training 
set. 

Convergence and Significance 
As the training set size approaches 6, 000 samples, 

the gap between AL and RS narrows for most sub-
stances. However, the early-stage superiority of the AL 

 

Figure 1. Overall model performance comparison, averaging R² scores across all eight substances. This plot sum-
maries the aggregate performance of the active learning and random sampling strategies. The x-axis is the number 
of training samples, and the y-axis is the mean R² score. Lines and shaded areas represent the mean and standard 
deviation over 10 runs, respectively 
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approach remains significant. A paired t-test to compare 
the two strategies via p-values (Figure 3) confirms that 
the advantage of AL is statistically significant across the 
majority of training set sizes. 
 The AL algorithm demonstrated superior data effi-
ciency, reaching high accuracy levels much faster than 
RS. Specifically, AL achieved a mean R² score of 0.95 
with approximately 1, 000 samples, whereas RS required 
nearly 2, 500 samples to reach the same threshold (Fig-
ure 1). 
 Notably, the AL model reached the same accuracy 
as the final model (trained on the full dataset) with only 1, 
200 samples. Performance continued to climb until it 
peaked at 2, 500 samples, where the AL-selected subset 
actually achieved a higher accuracy than the model 
trained on the complete dataset. Paired t-tests (Figure 4) 
indicate that this peak performance at 2, 500 samples is 

statistically significant. This suggests that by the 2, 500-
sample mark, the AL algorithm had successfully identified 
the most informative data points, and the slight improve-
ments for some substances cannot make up for the de-
terioration of EnPump and Yeast Extract. 

DISCUSSION 
 First, the use of an AL algorithm based on entropy 
as a selection criterion to discriminate between different 
Raman spectra is quite new as using accurate probabilis-
tic regression models on Raman spectra is a very recent 
phenomenon. However, TabPFN delivers very high accu-
racies in a probabilistic form that enables the AL algo-
rithm to select training samples that improve model per-
formance compared to RS. 

Therefore, the results discussed here highly depend 

 
Figure 2: Comparison of model performance (R² score) for predicting individual substance concentrations using 
active learning versus random sampling. Each subplot corresponds to a specific substance. The x-axis represents 
the number of samples used for training the model, while the y-axis shows the resulting R² score on a held-out 
test set. The solid lines indicate the mean performance across 10 independent experimental runs, and the shaded 
areas represent the standard deviation. 
Data Efficiency and Peak Performance 
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on the model type TabPFN. In particular, the structure of 
TabPFN with its in-context learning paradigm enables 
evaluations like this one, that would otherwise require a 
whole hyperparameter tuning run for each number of 
training samples. 
 The data selection strategy of the AL algorithm is 
helpful from an efficiency perspective. In particular, we 
can reach the level of accuracy of the model with the full 
dataset with already 1200 data points which is roughly 20 
percent of the whole training dataset. Therefore, the 

computational complexity for training and inference is re-
duced by a factor of 25. This allows inference times in the 
realm of milliseconds compared to 10 seconds before. 
This represents an important speed improvement, partic-
ularly for high-throughput bioprocess development. 
 When there is a powerful GPU available that enables 
fast computations we can even use AL as a filter on the 
training dataset that picks the most informative points as 
long as the validation performance increases. So in this 
case we would use the 2500 data points for training that 
achieved the highest overall accuracy. 

 
Figure 3. Statistical significance of the performance improvement of Active Learning over Random Sampling. The 
plot shows the p-value from a paired t-test performed on the R² scores across all predicted substances at different 
training set sizes and across 10 trials. 

 
Figure 4. The plot displays the p-values from a one-sided t-test comparing the model's performance at interme-
diate training stages against its final performance. The x-axis represents the number of training samples, while 
the y-axis shows the corresponding p-value. 
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 Model performance varies substantially across sub-
stances. While for most substances the accuracy in-
creases with the number of data points, for EnPump, Ni-
trate and Yeast Extract the accuracy of both models de-
creases for dataset sizes over 2500. Looking at the data 
distributions in [6] we observe that these are the three 
most imbalanced substances in the dataset and mostly 
contain zero concentrations. It is likely that the AL algo-
rithm predominantly selects zero-concentration samples, 
exacerbating the label imbalance that is harder to handle 
for the model. This also highlights the importance of 
carefully designing one’s calibration dataset with meth-
ods like Design of Experiments. 

For the future it would be interesting to compare 
other batch AL methods to the current approach, for in-
stance [9], [10]. Or one could use the Core-Set approach 
from [18] and combine it with an informativeness crite-
rion. Moreover, evaluating the benefit of AL approaches 
on other imbalanced Raman datasets in particular from 
fermentations might be an approach to increase the 
model accuracy on the small datasets present in biotech-
nological applications. 
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