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ABSTRACT

Artificial neural networks (ANNs) have emerged as powerful surrogate models in process design
and optimisation, capable of capturing complex nonlinear process behaviour while significantly
reducing computational cost compared to detailed first-principles simulations. However, ANN pre-
diction errors in safety-critical applications can lead to suboptimal or vulnerable designs, neces-
sitating rigorous treatment of approximation uncertainties. While probabilistic approaches exist for
surrogate-based decision making, risk-averse contexts that require formal robustness guarantees
face a fundamental challenge: the nonconvex nature of ANN-embedded models hinders the em-
ployment of standard robust optimisation methods. To this end, in this work we explore the global
robust optimisation of process design problems with embedded ANNSs. A robust spatial branch-
and-bound (RsBB) algorithm to achieve global optimality is proposed while enforcing constraint
satisfaction across all uncertainty realisations. This approach integrates spatial branch-and-bound
with adversarial cuts generation, concurrently searching for the global optimum while ensuring
robust feasibility despite ANN prediction uncertainties. We test the proposed algorithm on the
ANN-embedded optimisation of a cumene manufacturing process, across a range of conservatism
levels. The algorithm computes solutions within the prescribed optimality tolerance while quanti-
fying the robustness-performance trade-off.

Keywords: Robust optimisation, Process design, Hybrid modelling, Global optimisation, Machine learning-

based optimisation

INTRODUCTION

Recent developments in Process Systems Engineer-
ing (PSE) have accelerated the use of optimisation to
support decision-making in process design and opera-
tions. However, many process design problems remain
computationally challenging [1]. High-fidelity, first-princi-
ples models can be expensive to evaluate and strongly
nonlinear, which makes repeated model evaluations dur-
ing optimisation impractical. This has motivated ap-
proaches that retain sufficient model fidelity while
achieving more tractable optimisation problems [2, 3]. In
this context, data-driven surrogate models, particularly
machine-learning (ML) models such as artificial neural
networks (ANNs), have become attractive because they
can approximate complex input-output relationships
learned from simulation or plant data while enabling fast,
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differentiable evaluations suitable for embedding in opti-
misation problems [4, 5].

Despite these advantages, surrogate-based optimi-
sation introduces a critical challenge, as uncertainty is in-
trinsic to data-driven models. In practice, ANN surro-
gates carry inherent uncertainty due to prediction error,
limited or biased training data and variability in training
procedures and model architecture choices [2]. Conse-
quently, designs that appear optimal under nominal sur-
rogate predictions may perform poorly, or even violate
constraints, when evaluated on the real system, espe-
cially near tight feasibility boundaries or when extrapo-
lating beyond the training region. Robust optimisation
provides a way to address this by explicitly accounting
for uncertainty during optimisation, aiming to identify de-
signs that remain feasible and perform well across a pre-
scribed uncertainty set [6, 7]. This is particularly relevant
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in process engineering settings where hard feasibility
constraints must be satisfied, and probabilistic charac-
terisation of uncertainty may not be available [6-8].

At the same time, embedding ANNs into process op-
timisation models can significantly increase nonlinearity
and introduce nonconvexities due to the nature of their
activation functions. This often yields large-scale non-
convex problems, motivating the use of global optimisa-
tion methods [1]. Spatial Branch-and-Bound (sBB) is a
standard methodology for deterministic global optimisa-
tion of nonconvex problems that relies on partitioning the
variable domain, solving convex relaxations to obtain
lower bounds, and pruning regions that cannot contain a
globally optimal solution, but its performance depends
strongly on the tightness of the relaxations and variable
bounds [9, 10]. For ANN-embedded formulations, relax-
ations based on conventional McCormick envelopes can
be weak, particularly for convexo-concave activation
functions such as sigmoid and hyperbolic tangent, lead-
ing to poor relaxations, excessive branching and poor al-
gorithmic scalability [11-13]. This has motivated the de-
velopment of more tight envelopes for activation func-
tions to reduce the size of the search tree in ANN-em-
bedded global optimisation. Recent research efforts in
this direction include the software packages MeLOn[12]
and the recent extensions to EAGO.jl [11].

Robust optimisation of nonconvex problems adds
another layer of difficulty, since standard tractable robust
reformulations rely on convexity and duality assumptions
that often do not hold in surrogate-embedded optimisa-
tion formulations [6]. Cutting-set methods provide an it-
erative alternative by alternating between optimisation
and worst-case “pessimisation” checks [14], but can be-
come expensive when the underlying nonconvex prob-
lem is already challenging. In [15], Wolfe duality and ro-
bust chance constraints were proposed to tackle uncer-
tainty in problems with warped Gaussian Processes. Re-
cently, Marousi and Charitopoulos proposed a Robust
spatial Branch-and-Bound (RsBB) algorithm that com-
bines robust infeasibility checks at each node of the
branch-and-bound tree with robust cuts inside the global
search for solving nonconvex QCQPs [7].

Nonetheless, a key gap remains: a robust global op-
timisation framework for surrogate-based process de-
sign problems in which (i) an ANN surrogate is embedded
within an algebraic optimisation model, (ii) uncertainty in
the surrogate predictions is explicitly accounted for, and
(iii) tight relaxations tailored to ANN activation functions
are used to solve the resulting nonconvex problem. This
work addresses that gap using a cumene process design
case study [12, 13]. High-fidelity data is generated from
Aspen Plus and used to train an ANN surrogate, which is
then embedded in an optimisation model to couple the
surrogate consistently with process constraints and de-
cision variables. The resulting nonconvex optimisation
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problems are solved using an RsBB framework that incor-
porates tailored activation function envelopes [11] and
Optimisation-Based Bound-Tightening (OBBT), and ro-
bustness is enforced under prescribed uncertainty sets
on the ANN outputs. Preliminary computational results
compare deterministic and robust variants and quantify
the trade-off between conservativeness of the solution
and objective performance.

METHODOLOGY

Robust spatial Branch-and-Bound Algorithm

Our approach builds on the RsBB algorithm of
Marousi and Charitopoulos, which integrates a spatial
branch-and-bound (sBB) global optimisation with a ro-
bust cutting-set method to enforce feasibility under un-
certainty. A schematic overview of the resulting workflow
is provided in Figure 1. In robust optimisation, feasibility
is required for all uncertainty realisations in a prescribed
set U, resulting in a semi-infinite program of the form

gleijrclf(x)
s.t.glx,u) <0VuelUu

The aim of RsBB is to avoid spending large effort
optimising solutions that later turn out to be robust-infea-
sible, by performing robustness checks during the tree
search [5]. At each node n of the tree, RsBB maintains
two optimisation models defined on the node’s variable
bounds: (i) a nonconvex “sampled” problem that provides
an upper bound and (ii) a convex relaxation that provides
a lower bound used for fathoming. Robustness is en-
forced using a cutting-set method where, instead of re-
quiring g(x,u) <0 for all u € U directly, the algorithm
maintains a finite sampled set i ={u°,...,u*} C U and
solves the sampled problem with constraints enforced
only for u € . The robustness of any candidate solution
x* is then evaluated by an infeasibility test that searches
for the worst-case uncertainty realisation u* € U that
maximises constraint violation, and if a violation is found,
u* is appended to U and the node is re-solved. This is
repeated until no further violations are detected, at which
point the node solution is certified robust-feasible with
respect to U [7].

The global-search component of the algorithm fol-
lows standard sBB logic [16]. Nodes are selected using a
best-first strategy based on the lower bound provided by
the relaxation, prioritising the most promising subdo-
mains in the waiting set. At a selected node, the branch-
ing variable is selected as the pre-activation variable with
the largest relaxation gap score, measured as the devia-
tion between the post-activation variable and the activa-
tion function evaluated at the relaxed pre-activation var-
iable value. If all candidate gaps fall below a small toler-
ance, the algorithm reverts to branching on the variable
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Figure 1. Algorithmic flowchart of RsBB with ANNs-embedded.

with the largest bound interval width. Once the branching
variable is selected, bisection branching is applied.
Nodes are fathomed whenever their relaxation bound
cannot improve upon the incumbent objective within the
predefined tolerance.

Relaxation Envelopes

To obtain the convex relaxations required for the
RsBB algorithm, the ANN activation functions z = f(x) are
relaxed using tight envelopes for convexo-concave acti-
vation functions such as hyperbolic tangent and sigmoid.
For a pre-activation variable x € [x’, x"] and post-activa-
tion variable z, we define the secant on [a, b] and the tan-
gent atc € [a,b] as:

setiau () = fl@) + {0 IO (g

tan(x) = f(c) + f'(e)(x —¢)
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The activation function is then relaxed via z > f(x)
and z < f%(x), where f and f are the convex under-
estimator and concave over-estimator, respectively,
given by the following expressions [9]:

fG),x¥ <0
fex) = ! sctyt u)(x), X 2 0
lmax{tanXL(x), tangL(x),SCt[xcu,xU](x)} ,xb<o<xV
SCt[xL’XU](x),xU <0
), x>0
min{tan,v(x), tangu(x), sctxi e ()}, x* <0 < xY

fex) =

The tie points x** and x* are defined as the points
where the tangent to f(x) matches the secant connecting
the tie point to xV and x%, respectively [11]:
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Compared to McCormick relaxations, the envelopes
presented here are significantly tighter for convexo-con-
cave functions, avoiding the dependency problem
whereby repeated occurrences of the same variable are
relaxed independently, leading to overestimation and
loose bounds [9].

Optimisation-Based Bound Tightening

Since the tightness of the envelopes depends
strongly on the bounds [x%,xV], we apply Optimisation-
Based Bound Tightening (OBBT) for domain reduction
and to improve relaxations. In our implementation, OBBT
is performed as a preprocessing step by solving a pair of
auxiliary optimisation problems for each pre-activation
and input variable: one problem minimises the variable
and one maximises it, subject to all constraints of the cur-
rent relaxed model. The resulting optimal values provide
tighter feasible bounds, which are accepted only if they
improve the current bounds and do notinvert the interval.

Because this procedure is computationally expen-
sive, we run it iteratively with a pre-specified budget and
reduction improvement tolerance. After each OBBT iter-
ation, we perform bound propagation through the ANN to
improve the tightening without additional optimisation
problems: bounds are propagated through affine layer
relations using interval arithmetic and through the activa-
tion functions. Then, the updated bounds are passed on
to the relaxation envelopes so that they are updated con-
sistently with the new bounds.

CASE STUDY

Process and Decision Problem Description

We test the proposed algorithm on the optimisation
of the cumene process, which synthesises cumene via
Friedl-Crafts alkylation of benzene with propene over a
solid catalyst [17]. The process exhibits a classic trade-
off between reactor design and separation efficiency,
where lower reactor temperatures improve selectivity to
cumene but require a larger vessel and higher recycle
rates, while higher temperatures permit smaller reactors
but produce more side products. The flowsheet com-
prises of three main sections: preheating of fresh and re-
cycled feeds, a cooled packed-bed reactor, and a distil-
lation train that separates light inerts, recovers unreacted
benzene for recycle and delivers the final cumene prod-
uct [17, 18]. This work develops a neural network surro-
gate model to predict cumene product purity and flow
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rate, which are the two primary output variables control-
ling revenue, as functions of seven input variables. The
input variables comprise of the propylene and benzene
feed flow rates (Fg; and Fgy), the reactor inlet tempera-
ture (Tg), the reboiler duty of the two distillation columns
(Qcy and Qg,) along with their associated reflux ratios
(RR¢; and RR(,) [17]. The process economics are driven
by maximising profit, which is simplified as the revenue
generated from cumene sales minus the cost of feeds.
The surrogate ANN model enables the evaluation of al-
ternative operating strategies to balance the competing
objectives such as purity vs feed efficiency vs through-
put, along with constraints imposed on the minimum
product purity and flow rate. The combination of nonlin-
earity and multiple active constraints makes the cumene
process an appropriate case study for surrogate-based
optimisation.

Optimisation Problem Formulation

We seek the design and operating decisions that
maximise profit while guaranteeing feasibility for all real-
isations of bounded uncertainty on the ANN outputs
(product purity and flow rate). The robust problem is for-
mulated as:

miny—l’[(x,y)

xeX,ye
s.t.y = fANN(x, u)
H(x,y,w) <0
Y9 > 099 Yup € Up = [-AP, AP]
¥ > 70 Vup € Up = [-AF, AF]
xeX,yeYuclu

where II(x, y) is the profit (thousand £/year), y = [yp, yr]
are the ANN outputs, x € X are the process decision var-
iables, fANN(.) represents the trained ANN, u(x,y,w) <0
denotes the activation function envelope constraints
(with auxiliary variables w), y’ and y'*’ denote the uncer-
tain purity and flow rate outputs associated with uncer-
tainty realisation u € U, and U = Up X Uy is the box un-

certainty on (AP, AF).

Data Generation and ANN Training Workflow

Data were generated using Aspen Plus V14, using
the flowsheet proposed by Luyben [17] and Schultz [18].
Python 3.10.19 was then used to automate the Aspen
Plus simulations by utilising Aspen’s COM interface to
programmatically set inputs, run simulations and extract
results, which were stored in a CSV file. Within the Python
code used for sampling, the Aspen Plus stream variable
bounds were set along with a fixed number of input sam-
ples using Sobol sampling. A varying number of samples
were used for ANN validation, ranging from 1, 000 to 10,
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000 samples. The sampled data were then cleaned to en-
sure only physically viable results were used in the ANN
training, e.g. non-convergent runs and infeasible solu-
tions (e.g., negative flow rates, unbounded tempera-
tures) were excluded, retaining 99.95% of generated
samples.

ANN training was completed using PyTorch. After
training the ANN in PyTorch, a set of weights and biases
for each neuron were generated. Within PyTorch, the
data were split into training and testing sets using an
80/20 training-testing split and min-max scaling was se-
lected. The ANN architecture consisted of 7 input nodes
(representing feed composition and operating parame-
ters), five hidden layers (16532-532-532-16 neurons)
with tanh activation functions, and 2 output nodes (rep-
resenting product purity and flow rate) with linear activa-
tion. This architecture was selected to balance the non-
linear complexity of the Aspen flowsheet while minimis-
ing the computational burden for the RsBB optimisation
algorithm. Batch normalisation was applied after each lin-
ear layer (16, 32, 32, 32, 16 nodes) to stabilise training
and accelerate convergence. Dropout with a rate of 30%
was applied after the activation functions to reduce over-
fitting. This ordering ensures that batch normalisation
statistics are not corrupted by dropout-induced sparsity

The trained ANN was then exported to ONNX for it
to be in a format compatible with the Optimization and
Machine Learning Toolkit (OMLT). OMLT v1.2.2 was used
to embed the trained ANN into Pyomo [19]. The ANN con-
straints were built using FullSpaceSmoothNNFormulation
for tanh activations and the final ANN block was then
stored in order to be inserted into the RsBB algorithm.

Validation and Errors

The trained ANN model was evaluated on 10, 000
process samples to predict the output product purity and
flow rate. The model demonstrated strong predictive
performance with an overall R? of 0.772, with an R? of
0.739 for purity and 0.804 for flow rate. Error analysis re-
veals that purity predictions were exceptionally con-
sistent with a mean signed error of 0.000378 and a
standard deviation £0.0186, indicating a minimal system-
atic bias and tight clustering around the true values. The
model exhibits a slight bias towards underestimation, as
48.31% of purity predictions fall within the -0.05 to O unit
range, while overestimations only account for 1.29% of
predictions. Only 0.31% of purity predictions are classi-
fied as outliers (>3 standard deviations) and these outli-
ers are all negative, suggesting the model rarely pro-
duces overestimations.

Flow rate predictions demonstrate broader variabil-
ity, with a mean signed error of -0.000593 and a stand-
ard deviation of £4.575. The flow rate error distribution
spans from -56.63 to +39.72, with approximately 52% of
predictions concentrated within =3 unit range. An outlier
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rate of 0.89% was observed and the extremes were dis-
tributed relatively symmetrically between overestima-
tions and underestimations, indicating no directional bias.

RESULTS

All computations were performed on a workstation
with an Intel Core i9-13900K (13th Gen) CPU (24 cores,
32 logical processors, 3.00 GHz base clock) and 128 GB
RAM.

Deterministic Optimisation

The deterministic optimisation problem (i.e., without
uncertainty on ANN outputs) was solved globally using
the proposed RsBB framework with the tailored relaxa-
tions for activation functions and a preprocessing OBBT
step. At the root node, the baseline relaxation gap was
3.47%, with a best-found objective of -16, 299.70 and a
lower bound of -16, 865.76. Applying OBBT reduces the
gap to 2.02% after seven OBBT iterations.

The globally optimal nominal solution returned by
RsBB corresponds to a profit of 16, 299.70 thousand
f/year. The optimal decision vector is: Fg;=
105.00 kmol h™', Fg, = 95.00 kmol h™!, T = 360.00 °C, Q¢, =
1.3100 Geal h™, Q¢, = 1.5758 Geal h™!,RR¢; = 0.9999,  and
RR(, = 1.1998. At this optimum, the ANN predicts a prod-
uct purity of 0.9900 mol/mol and a flow rate of 86.90
kmol/h. The total solution time was 299.75 s, of which
204.66 s were spent in OBBT and 95.09 s in the RsBB
tree search, exploring a total of 202 nodes.

For benchmarking, the same deterministic model
was solved with BARON (v24.10.10 using GAMS 48.1.0)
under a 5, 400 s time limit. BARON recovered an identical
best-found solution with the same decision variables;
however, terminating with a reported gap of 8.356%. A
summary comparison of RsBB and BARON [20] on the de-
terministic problem is provided in Table 1.

Robust Optimisation Under Box Uncertainty

Robust optimisation was performed by enforcing
feasibility for all uncertainty realisations within a box un-
certainty set defined on the ANN outputs: product purity
uncertainty with radius 4P (mol/mol) and product flow
rate uncertainty with radius AF (kmol/h). Results are re-
ported for several uncertainty levels, from the determin-
istic case up to (AP,AF) = (0.004,10). A detailed solver
comparison with RsBB vs BARON for the nominal case,
plus a representative robust run at (AP, AF) = (0.002, 5), is
given in Table 1, while Figure 2 summarises the profit-
conservativeness trade-off across all uncertainty levels
tested.

For the representative robust case (AP,AF)=
(0.002, 5), RsBB returns a globally robust solution with a
profit of 15, 850 10%£/year, a 2.75% reduction with re-
spect to the deterministic case. Robust feasibility is
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Figure 2. Profit-conservativeness trade-off under box uncertainty on ANN outputs. Conservativeness is scaled
relative to the maximum uncertainty and annotations report CPU time and number of nodes explored.

enforced through the cutting-set mechanism embedded
within the sBB search. In this representative case, a sin-
gle robust cut was generated (at node 5) to enforce the
purity requirement at the worst-case realisation, after
which the solution was certified robust-feasible. Relative
to the nominal optimum, the robust solution changes
through the reflux ratio of the first column and the re-
boiler duty of the second column: RR.,; decreases from
0.9999 to 0.6107 and Q, decreases from 1.5758 to
1.5373, while other inputs remain unchanged. The robust
optimum corresponds to ANN outputs of product purity
0.9920 mol/mol and flow rate 86.00 kmol/h, reflecting the
need to maintain feasibility under the prescribed box un-
certainty.

Increasing the conservativeness of the uncertainty
set imposes a clear penalty in the objective value. As
shown in Figure 2, profit decreases monotonically as the
uncertainty scale increases from 0% (nominal) to 100%
((AP,AF) = (0.004,10)), quantifying the robustness-per-
formance trade-off as shown in Figure 2. These results
highlight both (i) the practical cost of robustness in terms
of objective value and solve time, and (ii) the ability of the
proposed RsBB framework with tailored envelopes and
preprocessing OBBT to provide globally optimal and ro-
bust solutions for ANN-embedded process optimisation
problems.
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CONCLUSIONS

This work presented a robust global optimisation
framework for ANN-embedded process optimisation un-
der uncertainty by integrating RsBB with tight envelope
relaxations for convexo-concave activation functions
and a preprocessing OBBT step. Using a cumene process
case study, an ANN surrogate trained on Aspen Plus sim-
ulation data was embedded into an algebraic optimisa-
tion model, and robustness was enforced via a cutting-
set strategy under box uncertainty on ANN outputs
(product purity and flow rate).

For the nominal (deterministic) case, RsBB obtained
a globally optimal solution after exploring 202 nodes in
299.75 s total CPU time. In contrast, BARON recovered
an identical best found solution but did not close the op-
timality gap within the 5, 400 s time limit, and therefore
did not provide a global optimality certificate for this
ANN-embedded problem. These results highlight the
value of tailored activation function relaxations, which
improve envelope tightness and allow for effective prun-
ing in the RsBB algorithm for ANN-embedded global op-
timisation.

Robust optimisation introduced the expected per-
formance-conservativeness trade-off. For the repre-
sentative uncertainty level (4P, AF) = (0.002, 5), the robust
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objective worsened by 2.75% relative to the nominal op-
timum, reflecting the cost of enforcing feasibility across
the uncertainty set. As conservativeness increased, the
objective worsened monotonically, reaching a 6.87%
degradation at the maximum uncertainty considered
(0.004,10). This higher conservativeness also increased
computational effort considerably, as stricter robust fea-
sibility requirements and associated robust cuts in-
creased the search required to meet the same optimality
tolerance. Overall, the proposed RsBB approach provides
a practical framework to obtaining certified globally opti-
mal robust solutions for surrogate-based process optimi-
sation under bounded uncertainty.
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