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ABSTRACT 
Machine learning (ML) has attracted growing interest in process systems engineering for its po-
tential in process design, synthesis, and optimization. By learning complex patterns from data, ML 
methods complement traditional first-principles modelling and heuristic approaches, particularly 
for conceptual process design and the exploration of alternatives. Although current text-based 
representations capture unit-level connectivity, they lack a holistic view of process intent, equip-
ment hierarchy, and contextual information to guide learning and inference. Consequently, models 
trained on such linear token sequences tend to reproduce syntactic structure rather than under-
lying process reasoning, thus limiting interpretability and user control. In this work, we introduce a 
contextual framework for representing process flowsheet information in ML models that embeds 
process engineering logic directly into the model inputs. The approach combines a structured, 
text-based representation of process topology with context descriptors that define the process 
type and synthesis task. The task context, such as simplified block flow design, enables engineers 
to steer learning and generation towards intended designs. This shifts control from post-training 
filtering to context-driven learning, allowing models to act as flexible, engineer-guided synthesis 
tools rather than passive pattern generators. Transformer models were trained on 100, 000 syn-
thetic ethylene glycol process flowsheets, with and without context features. To emulate user-
guided synthesis, the models were asked to generate different design configurations involving 
critical equipment (reactors and distillation columns). Models trained without contextual input 
achieved an average success rate of 24.6% on average (59.6% in the best case), whereas context-
aware models achieved 98.8% on average. 
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INTRODUCTION 
Machine learning (ML) and artificial intelligence (AI) 

have a long history in both computer science and chem-
ical engineering research. Since the 1980s, early trials 
sought to integrate AI methods into chemical engineering 
toolboxes [1]. Although research activity was intermit-
tent, progress was made in property prediction, process 
control, and surrogate modelling. There were some trials, 
even in process synthesis and design as early as expert 
systems [2], but the exploration was not continuous until 
recently. With the progress of ML research since the 
2010s, a new wave of AI-assisted or ML-integrated pro-
cess synthesis approaches has emerged. Recent ad-
vances in generative AI have shown promise for 

producing candidate flowsheets, completing partial de-
signs, and accelerating conceptual process design stud-
ies [3–7]. Different methodologies and models have been 
applied, ranging from power cycles [8, 9] to chemical 
production processes of ethylene oxide [10], ethyl tert-
butyl ether [11], dimethyl ether [12], and methyl acetate 
[13]. These developments raise the prospect of interac-
tive, data-driven tools that can support engineers in ex-
ploring wide design spaces during early-stage process 
development. 

One of the central challenges lies in how to repre-
sent process flowsheet information for ML. Depending on 
the chosen models and approach, text sequences [9, 14], 
graphs [13], or matrices [15] can be used to carry the top-
ological information. These representations capture unit-
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level connectivity and basic chemical engineering princi-
ples and may include control elements [14] or operational 
information [16]. Nevertheless, when training ML models, 
most approaches treat process flowsheets as pure auto-
regressive problems, learning how to predict the next to-
ken from previous information. As a result, higher-level 
engineering concepts, such as equipment hierarchy or 
relative importance, are not explicitly communicated to 
the model. It is expected that the model should infer such 
abstractions from sufficient examples. 

This limitation becomes particularly apparent when 
generative models are used to explore alternatives or to 
produce a certain type of process. Without explicit infor-
mation about the desired process identity or design ob-
jective, models tend to reproduce biases occurring in the 
training data. In the work of Nabil et al. [9], although the 
model can learn higher-complexity structures syntacti-
cally, these gradually disappear from the outputs due to 
computational limitations, finite sample sizes, and com-
plex structures failing filters more frequently. This cre-
ates an undesired and uneven exploration-exploitation 
trade-off that is dominated by simpler designs [17].  

Probable solutions include inference-time masking 
strategies to promote exploration or information-gain ob-
jectives to increase solution-space coverage. Although 
the latter have not yet been explored in the process syn-
thesis literature, there are masking examples to increase 
model accuracy and success rates [12]. However, its pri-
mary role is to simplify decision-making and accelerate 
convergence rather than to increase structural diversity. 
Although such strategies can improve many performance 
metrics, they effectively force outputs toward prescribed 
patterns rather than enabling the model to internalize nu-
ances or design principles. 

These limitations motivate incorporating controlla-
bility into the representation itself, rather than relying on 
inference-time interventions. Moreover, aggressive 
masking intended to enforce user-specified topologies 
may push models outside their learned distributions, 
leading to degraded quality or unrealistic design actions. 
In contrast, human engineers naturally reason at multiple 
levels of abstraction and information before engaging 
with detailed process structures.  

In this work, we argue that embedding these engi-
neering abstractions directly into ML inputs is essential 
for controllable and interpretable AI-assisted process 
synthesis. We introduce a contextual framework that 
augments flowsheet representations with task de-
scriptors specifying the number and ordering of critical 
units with an emphasis on unit hierarchies. This formula-
tion enables the model to associate each training exam-
ple with an explicit design intent, such as simplified 
block-flow design, rather than inferring such objectives 
implicitly from topology alone. To complement this ap-
proach, we introduce a new representation that linearizes 

process flowsheets by focusing on the main branch, 
which is constructed from major feed to major product to 
emphasize the primary design objective. 

The proposed approach is demonstrated using the 
ethylene glycol process. Synthetic flowsheet examples 
were generated for two datasets of increased structural 
complexity. Transformer models trained with and without 
task context are compared to evaluate syntactic learning, 
predictive performance, and the ability to generate user-
specified process identities. 

METHODS 

Task Context 
The task context is not the same as the context used 

in NLP applications, but rather an additional feature to 
further describe the flowsheet topology based on the de-
sign intent. Nevertheless, they both serve the purpose of 
reducing the ambiguity in learning and generating token 
sequences. Task context is not inherently present in the 
process topology data. It is an engineering perspective to 
create an elevated level of abstraction analogous to the 
ideas in PSE, such as block flow diagrams (BFD) and pro-
cess flowsheet diagrams (PFD). Like BFDs and PFDs, task 
context is aimed at pointing to the same process flow-
sheet information as the topology at a different level 
without any contradiction.  

The importance hierarchy of process elements is 
another core idea. From the earliest examples of system-
atic process synthesis approaches to the contemporary 
research efforts in specific units, the criticality of the 
equipment is not related to the frequency of its presence. 
While the reaction and separation approaches in the pro-
cess shape the process identity, the rest of the equip-
ment is there to create a feasible foundation or enhance 
the process performance most of the time. However, this 
idea is not present when applied to process topology 
alone. These critical units that define the characteristics 
of the process can be reduced to a small group of tokens 
that are necessary for successful completion but not crit-
ical. 

Combining these two ideas of information abstrac-
tion and importance hierarchy for conceptual process 
synthesis gives us a task context that relates to the num-
ber and the sequence of the critical equipment that is de-
sired to be present in the process flowsheet. It signals the 
model what the process identity or design intent is when 
it is learning or generating the process flowsheets with 
desired characteristics. It does not provide any infor-
mation about how the rest of the process equipment 
should be constructed or constrain certain outputs di-
rectly through the manipulation of probability distribu-
tions. 
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Figure 1. Task context and corresponding text-based 
flowsheet representation for an EG process. The {R, D} 
task context specifies the number and ordering of critical 
units. 

A simple example is illustrated in Figure 1 using a 
simple ethylene glycol production process based on eth-
ylene oxide hydrolysis. The {R, D} task context indicates 
that the following process flowsheet has exactly 1 reactor 
equipment that precedes 1 distillation equipment in the 
process flow. It does not tell where exactly they are 
placed or any restrictions regarding the ancillary equip-
ment. 

Text Representation 
The task context approach is an independent ab-

straction feature that can be modified to work with any 
kind of process representation. However, since the ap-
proach is based on better distinction between the pro-
cess topology characteristics, a new style of text-based 
representation was developed for process flowsheet in-
formation to aid this purpose. The representation is sim-
ilar to SFILES 2.0 [14] in some parts, but it is combined 
with case sensitivity and numerical tokens [8, 9]. 

Building on this foundation, three critical aspects 
were further improved. Unlike the current local graph tra-
versal approaches, this representation tries to focus on 
the process flowsheet holistically to create a linearized 
global connection. The assumption comes from the fact 
that most processes have raw materials that are either 
consumed heavily or a critical stream, which constitutes 
the major feed as the starting point to reach the major 
product as the end. The shortest path of streams and 
equipment between the major feed and the major prod-
uct defines the main branch, which contains the most 
critical equipment for achieving the desired production. 

Additionally, all the equipment is assumed to have a 
major outlet, which is signified by the subtype of repre-
senting token in the case of multiple outlets. The connec-
tions and detachments created by minor feeds and prod-
ucts, recycles, and other equipment outlets creates sub-
branches that are represented uniquely. This procedure 
yields a canonical textual form for each flowsheet topol-
ogy, reducing alternative linearizations when the main 
feed and product are fixed. Such invariance is expected 
to improve learning efficiency for limited datasets similar 
to the graph representation [18]. 

Lastly, human readability was also prioritized. All 
representations are aimed at transforming the process 
flowsheet information into a machine-readable and easy-
to-store format. Nevertheless, as the machine itself just 
sees them as vectors or tensors, the text side should aim 
for humans to bridge the gap between human and ma-
chine understanding. Units and connectivity tokens with 
their representations are shown in Table 1. Capital letters 
denote the start of unit tokens, lowercase characters for 
remaining characters or specify sub-types, and numbers 
indicate the subbranches with lowercase characters to 
signal start, connection, and end of the subbranch. 

Table 1: Equipment and connectivity used in the pro-
posed text-based representation. 

Equipment Text Representation 
Major Feed F 
Minor Feed Fa Fb … 
Major Product P 
Minor Product Pa Pb … 
Subbranch Starter s s s 
Subbranch Connector c c c 
Subbranch End e e e 
Mixer M 
Heater H 
Cooler C 
Pump Pump 
CSTR Cstr 
PFR Pfr 
Distillation C (Top P) Dc 
Distillation C (Bottom P) Dcb 
End End 

 
The representation is still under active development 

for further grouping based on unit purpose, inclusion of 
more unit types, and rules for complex process topolo-
gies. Regardless, it is fully functional for the scale of this 
example. 

Dataset 
The datasets for the tasks were composed of syn-

thetic process examples of EG production processes via 
EO hydrolysis. All samples are unique and passed 
through the syntax filter to ensure a valid process flow-
sheet representation. To ensure variety and an adequate 
representation of process topology domain, random 
sampling from uniform distributions was used for the to-
tal token number, task contexts, and equipment place-
ment. 

Using bounded random generation and syntactic fil-
tration, we obtain D1 and D2 datasets, each containing 
100, 000 unique process flowsheet representations. To 
illustrate the procedure, more than 400, 000 examples 
were generated and filtered to create the D2 dataset. The 
datasets differ in the total number of reactors and 
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distillation columns per flowsheet (3 for D1 and 4 for D2) 
and their task representations. It results in increased top-
ological complexity and length of representations in D2. 
Distribution of data with respect to the task context is re-
ported in Table 2. Uniform distribution across task con-
text classes was not enforced, as a skewed distribution 
is more realistic and helps the analysis of the model per-
formance in underrepresented configurations. 

Table 2: Distribution of task context classes in the train-
ing datasets of D1 and D2 

Task Context D (%) D (%) 
RD   
RDD   
RDR   
RRD   
RDDD -  
RDDR -  
RDRD -  
RDRR -  
RRDD -  
RRDR -  
RRRD -  

 
Although it is out of scope for this experiment, a 

batch of 1000 designs was simulated in Aspen Plus to see 
if generated data and syntax filters would lead to real 
process examples. All designs were successfully built, 
simulated, and the unit design parameters were explored. 
Over 50% of the designs converged to feasible operating 
conditions with a limited computational budget. 

Models, Training, and Inference 
As the representation and the problems are formu-

lated as symbolic sequences like NLP applications, a 
standard transformer architecture with ~1M parameters 
and 4 attention heads was used. This is a considerably 
smaller model compared to both applications in NLP and 
process synthesis [3]. The resulting token to parameter-
ratio is on the lower side of the acceptable bounds for 
this kind of model training, but higher than contemporary 
works in chemical engineering applications. 

All models were trained using an 80/20 train–valida-
tion split for ten epochs with an autoregressive objective, 
cross-entropy loss, and the Adam optimizer. Identical da-
tasets and training protocols were used for both context-
aware and no-context models; in the latter case, task to-
kens were removed from the inputs to replicate the 
standard autoregressive model behavior. 

To illustrate the effectiveness of task context, all 
models were asked to generate 10, 000 process flow-
sheets for every trial at the inference stage. In the first 
trial, models are just generating examples without any re-
strictions to show their syntax learning capabilities to es-
tablish the baseline. Then, models are tasked to generate 

processes with a desired identity for which similar exam-
ples were already present in their respective training da-
tasets. This trial is the main experiment that imitates the 
model control by an engineer. The generation requests 
are picked from a uniform random distribution to symbol-
ize user input, e.g., “Provide me an EG hydrolysis process 
example with 1 reactor and 1 distillation column”. Lastly, 
a dynamic inference masking was introduced to help 
models generate designs with the chosen task context. 
The mask tries to control the model outputs by blocking 
the probability distribution of unwanted critical equip-
ment until the necessary ones are picked according to 
the desired sequence. 

RESULTS AND DISCUSSION 
Training with task context influences the evolution 

of the loss function, as shown in Figure 2. Introducing 
task descriptors provides an additional conditioning sig-
nal that helps the model differentiate equipment choices 
associated with varying process structures. Although the 
primary objective of task context is improved controlla-
bility during generation, it also improves predictive per-
formance during training by better capturing variations 
based on task context in process topology. This trend is 
reflected in the final perplexity values reported in Table 
3, where context-aware models achieve consistently 
lower scores across both datasets. 

Table 3: Training and validation perplexity for trans-
former models trained with and without task context. 

Model PPtr PPval 
No-context (D)   
Context (D)   
No-context (D)   
Context (D)   

 
The magnitude of the improvement remains modest, 

indicating that the model capacity and dataset size are 
already sufficient for learning syntactic structure. Never-
theless, the consistent reduction across datasets sug-
gests that task context provides a useful inductive bias 
in the training. 

To further establish the model capabilities, the first 
trial is conducted without any restrictions on process 
identity, focusing only on syntactic production and pro-
cess representation. All models are fully capable of pro-
ducing text representations that pass our syntax filters 
with almost perfect scores. As it is shown in Table 4, the 
numerical differences are insignificant. We used nucleus 
sampling (p = 0.9) to generate these results; however, 
they did not show any noteworthy change when multino-
mial sampling was used as well. For the successful syn-
thesis rate, not just validity but uniqueness was enforced, 
as the model that answers a single process configuration 
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for 10, 000 requests would not be a desired final model. 

Table 4: Successful synthesis rates (valid and unique) for 
unrestricted generation across datasets and model vari-
ants. 

Model Successful Synthesis (%) 
No-context (D)  
Context (D)  
No-context (D)  
Context (D)  

 
These results indicate that the structure and the 

amount of data are appropriate for the complexity of the 
task. Reducing the dataset size from 100, 000 to 1, 000 
leads to a substantial performance drop in both cases. 
Success rates dropped as low as 86.9% for D1 and 79.6% 

for D2, reflecting the increased complexity of designs in 
D2. In heavily restricted data regimes, context-condi-
tioned models initially perform worse than their counter-
parts because they must learn an additional conditioning 
signal. Notably, this difference diminished as structural 
complexity increased, reducing from 7% to 0.6% between 
D1 and D2. 

As the generative competence of models is estab-
lished, the next step was to measure their performance 
under user-specified process synthesis based on critical 
equipment number and sequence. As no-context models 
cannot receive explicit information, they have no way of 
distinguishing the input and the process that is gener-
ated. The outcomes basically reflect the model bias from 
training data towards certain types.  

 
Figure 2. Training and validation loss for the four experimental configurations: (a) no-context training on D1, (b) 
context-conditioned training on D1, (c) no-context training on D2, and (d) context-conditioned training on D2. Grey 
lines denote batch level training loss, blue lines show the smoothed trajectory, and red dashed lines correspond 
to validation loss. 
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Figure 3. Distribution of generated process identities for 
no-context and context-aware models under uniform 
user requests, with and without inference-time masking, 
for dataset D1. 

As shown in Figure 3, no-context models favor de-
signs with a reactor and a distillation column (RD) and the 
addition of another reactor (RDR) as its output. These two 
categories account for more than 90% of the model 

answer. However, since the requests are sampled from a 
uniform distribution, the average correct answer rate 
drops to 24.6%. Even with the dynamic inference mask, 
this number only reaches 60%. The mask can be im-
proved further by disabling end token selection until the 
desired sequence is produced to increase the success 
rate, but it risks pushing the model outside of the learned 
distribution. Thus, the accuracy and quality of generated 
designs can degrade. On the other hand, task context 
conditioned models perform almost perfectly with or 
without the mask, as their average performance never 
drops below 98.6% for both datasets. 

The effect becomes even more pronounced in the 
more complex D2 dataset, where the number of possible 
task categories increases substantially. Here, the no-
context model’s average success rate drops from 24.6% 
to 8.72%. Category-level analysis in Figure 4 shows that 
four configurations (RD, RDR, RDRR, and RRDR) account 
for 76% of generated designs, further highlighting strong 
structural bias. Masking again improves performance, but 
only to 40.3%, whereas task-conditioned models sustain 
an average success rate of 98.8%.  

Overall, these results demonstrate that task context 
embeds high-level design intent directly into the learning 

 
Figure 4. Success rates for generating valid and unique flowsheet structures under four settings for D2 dataset 
for user control trial. Bars compare models trained without contextual conditioning (“No context”), with masking 
only (“No context + masked”), with task context conditioning (“Context”), and with both conditioning and masking 
(“Context + masked”). Each group corresponds to a target structure class that was present in the training dataset. 
Contextual models achieve near-perfect compliance across all specifications, while masking alone improves but 
does not close the gap relative to explicit contextual conditioning. 
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problem, improving not only controllability during synthe-
sis but also predictive performance during training. When 
deployed in AI-assisted conceptual process design, con-
textual conditioning provides a practical mechanism for 
interpreting model biases, steering generation toward 
desired structures, and reducing reliance on brittle post-
processing rules. 

CONCLUSION 
In this work, we introduced a task-context feature 

for AI-assisted process synthesis to increase the inter-
pretability of model outputs and user control. By embed-
ding a higher-level abstraction of process topology into 
the training data through the number and ordering of crit-
ical units, machine-learning models move beyond purely 
syntactic generation. These models are therefore able to 
capture relationships between design examples and can 
be guided by an engineer during both learning and gen-
eration. 

A new text-based representation emphasizing a 
main process branch and global traversal was developed 
to complement this objective. Together with task de-
scriptors, this representation provides the model with ex-
plicit structural cues while retaining flexibility in the con-
struction of ancillary equipment and subbranches. The 
resulting models achieve near-perfect syntactic validity 
across datasets of increasing complexity, while modestly 
improving perplexity relative to their no-context counter-
parts. More importantly, the inclusion of task context en-
ables reliable controlled synthesis. Models trained with-
out context largely reproduce dataset and model biases 
and perform poorly when asked to generate specific pro-
cess identities, even when supported by dynamic infer-
ence masking. Context-aware models consistently sat-
isfy user-specified design objectives across both simple 
and complex datasets. These results highlight that con-
ditioning during training is substantially more effective 
than post-hoc probability manipulation at inference. 

Beyond quantitative performance, the proposed 
framework offers practical advantages for AI-assisted 
process design. Task context provides an interpretable 
interface between human engineers and generative 
models and supports interactive exploration of alterna-
tive process concepts. In this sense, the approach shifts 
generative models from passive pattern reproducers to-
ward controllable design assistants. Although demon-
strated here for ethylene glycol production, the proposed 
framework is process-agnostic and intended to extend to 
other synthesis domains. 

Future work will focus on expanding the vocabulary 
of task context and developing extensions for additional 
process design objectives, such as process integration 
and process intensification. Within process synthesis, the 
framework will be extended to accommodate more 

complex flowsheets and cross-process training to allevi-
ate data limitations in further applications. Integrating op-
timization and evaluation algorithms with this framework 
will further enable efficient exploration of design alterna-
tives and identification of high-quality solutions within 
the feasible design space. Overall, this study demon-
strates that embedding engineering intent directly into 
representations is a promising direction for scalable and 
controllable AI-assisted process synthesis. 
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