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ABSTRACT

This work explores Generative Flow Networks (GFlowNets) as a computational approach for sus-
tainable fragrance design, focusing on generating novel molecules that reproduce the scent profile
of vanillin while reducing reliance on resource-intensive synthesis and environmentally vulnerable
natural sources. An integrated pipeline couples a GFlowNet generator with a fragrance note pre-
dictor, which guides learning toward a target odor by rewarding molecules predicted to be aro-
matically similar to vanillin. Chemical validity and realism are enforced through chemistry filters
that penalize unstable or implausible structures and through an odorless-vs-odorant classifier, so
only chemically and olfactorily plausible candidates are selected. The agent is trained in a hybrid
offline-online regime, implementing reinforcement-based exploration, with hyperparameters
tuned via Bayesian optimization. As an independent validation layer, an olfactory receptor docking
model estimates binding affinities to receptors associated with vanillin, and several generated
candidates show comparable or higher predicted affinities than vanillin while retaining structural
novelty. Overall, the results suggest that GFlowNets can capture multidimensional olfactory pat-
terns and support CAPE-style exploration of vast chemical spaces under uncertainty, enabling
more efficient exploration of olfactory ingredients.

Keywords: GFlowNet, molecular generation, odorant design, sustainability, green chemistry, CAPE, fragrance

engineering, generative Al, vanillin

INTRODUCTION

Odors play a central role in human perception, influ-
encing emotion, memory, and cultural experience [1-3].
Odors are central to the global fragrance and flavor in-
dustry, underpinning applications ranging from perfumes
and cosmetics to food flavorings and household products
[4]. The market was valued at approximately 30.61 billion
USD in 2023 and is projected to grow to 44.6 billion USD
by 2030 [4]. Many commercially relevant odorants rely
on resource-intensive laboratory experimentation or ex-
traction from rare and environmentally vulnerable natural
sources, raising concerns related to sustainability, scala-
bility, and long-term supply security [3].

Recent advances in artificial intelligence, particularly
in generative modeling, offer new opportunities for in
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silico molecular design [5]. By learning from existing da-
tasets of odorants and their associated properties, gen-
erative models can propose candidate molecules with
desired sensory characteristics, potentially reducing reli-
ance on trial-and-error laboratory synthesis. From a sus-
tainability perspective, such approaches align with green
chemistry principles by enabling the design of synthetic
alternatives to naturally sourced odorants, thereby re-
ducing environmental pressure while maintaining sensory
fidelity.

Among generative approaches, Generative Flow
Networks (GFlowNets) [6] have emerged as a promising
framework for sampling diverse candidates from com-
plex target distributions. They provide an alternative to
conventional reinforcement learning (RL) and Markov
Chain Monte Carlo methods, which often struggle in drug
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discovery settings to identify diverse molecules effi-
ciently [7]. GFlowNets are trained so that the probability
of sampling a terminal molecule is proportional to its as-
signed reward, thereby aligning generation with the de-
sired target distribution. Training proceeds in an active
learning setting similar to RL, where an agent, typically
parameterized by a graph neural network, constructs
molecules through sequential actions that define trajec-
tories [6]. This formulation supports exploration of large
combinatorial chemical spaces while preserving diversity
among high-reward solutions, which is particularly im-
portant in molecular design where multiple distinct struc-
tures can satisfy the same functional objective.

This work investigates the use of GFlowNets for tar-
geted odorant generation, focusing on reproducing the
characteristic vanilla scent associated with vanillin. Va-
nilla is among the most widely preferred odor profiles
across cultures [8], and the interactions between vanillin
and multiple olfactory receptors have been well studied
in prior work, making it a well-suited reference target for
this project [9]. We present a GFlowNet pipeline that in-
tegrates learned olfactory representations, explicit
chemical validity constraints, and an independent bio-in-
formed validation step, enabling the generation of struc-
turally novel candidates consistent with the desired sen-
sory profile.

BACKGROUND AND RELATED WORK

Computational approaches to odor modeling have
gained increasing attention. Graph neural network-based
models have demonstrated the ability to embed mole-
cules into high-dimensional representations that capture
perceptual odor similarities across multiple scent de-
scriptors [10]. These models enable data-driven predic-
tion of odor categories and provide a quantitative basis
for guiding molecular design [3, 10].

Generative molecular design has relied on architec-
tures such as Variational Autoencoders (VAEs), Genera-
tive Adversarial Networks (GANs), and Reinforcement
Learning (RL). While effective in specific scenarios, these
methods face distinct challenges in navigating discrete
chemical spaces. As highlighted in comprehensive re-
views, VAEs and GANs often struggle to maintain chemi-
cal validity or suffer from mode collapse, failing to cap-
ture the full diversity of the target distribution [11]. Simi-
larly, standard optimization strategies can have difficulty
balancing exploration and exploitation, frequently leading
to premature convergence on narrow regions of chemical
space rather than generating a diverse set of high-per-
forming candidates [11].

GFlowNets address this challenge by learning a pol-
icy that samples entire trajectories through a construc-
tion space such that the probability of reaching a terminal
state is proportional to its assigned reward [6]. This
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formulation enables controlled exploration of multiple
high-reward regions and is particularly attractive for
problems where the reward function is sparse, noisy, or
expensive to evaluate. Previous work has shown that
GFlowNets are well suited for molecular graph construc-
tion [12], where molecules are built sequentially through
valid chemical transformations.

Despite these advantages, the application of
GFlowNets to olfactory molecule generation remains rel-
atively unexplored, particularly in settings that require
explicit chemical plausibility constraints and evaluation
beyond internal reward-model scores.

METHODOLOGY

Problem Formulation

Building on the objective of generating novel molec-
ular structures with olfactory characteristics similar to
vanillin, molecules are represented as graphs and con-
structed step-by-step through a sequence of chemically
valid actions. The generative process is framed as a tra-
jectory sampling problem in which each completed mol-
ecule corresponds to a terminal state and is assigned a
scalar reward reflecting its suitability as a vanilla-like
odorant.

Formally, a state represents the current partial mo-
lecular graph, while an action applies a valid graph mod-
ification, such as adding an atom or bond, or a terminal
stop action that completes the molecule. The GFlowNet
agent is parameterized by a policy that assigns probabil-
ities to valid actions given the current state. Applying an
action transforms the current state into a new partial
graph. A sequence of such state transitions defines a tra-
jectory that terminates in a complete molecule. Each ter-
minal molecule is assigned a reward based on its pre-
dicted similarity to the vanilla odor profile, together with
chemical validity and odorant feasibility constraints.
Training is performed in a hybrid offline-online regime,
where offline samples are drawn from a dataset of known
fragrant molecules [13] and online samples are generated
by the current policy. Both sets of samples are used
jointly to compute the training loss and update the model
parameters.

The reward function is designed to favor molecules
that (i) exhibit a high predicted similarity to the vanilla
odor profile, (ii) fall within the distribution of known odor-
ants, and (iii) satisfy chemical validity and safety con-
straints. This multi-component formulation ensures that
high-reward samples are not only perceptually relevant
but also chemically plausible. Figure 1 summarizes the
workflow.
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Figure 1. - Flowchart summarizing the methodology.

GFlowNet Architecture

A GFlowNet agent is employed to sample molecular
construction trajectories. At each step, the agent selects
an action that modifies the current molecular graph, such
as adding an atom or bond, subject to chemical valency
rules. A special stop action terminates the trajectory and
yields a complete molecule.

The agent’s policy is trained to distribute probability
mass across terminal molecules in proportion to their re-
ward values. Training follows the standard GFlowNet
paradigm, where batches of trajectories are sampled, re-
wards are computed for terminal states, and network pa-
rameters are updated to minimize the discrepancy be-
tween inflow and outflow of probability mass along each
trajectory.

Olfactory Reward Modeling

Olfactory similarity is quantified using OpenPOM
[10, 13], a message-passing neural network trained to
predict odor categories across a wide range of fragrance
notes. For each generated molecule, OpenPOM outputs
a probability vector over odor descriptors, including va-
nilla-related dimensions such as sweet, phenolic, smoky,
spicy, floral, and vanilla.

The base reward component is computed by com-
paring cosine similarity between the predicted odor pro-
file of a generated molecule to that of vanillin, encourag-
ing alignment across multiple odor dimensions rather
than a single scalar label. This multidimensional formula-
tion allows the model to capture the complex perceptual
structure of vanilla scent.

The reward formulation is intentionally defined over
the full predicted odor probability vector rather than re-
lying solely on the vanilla odor probability. This design
choice addresses the inherent sparsity of vanilla-labeled
molecules in the dataset and reflects the perceptual re-
ality that vanilla scent is characterized by a combination
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of correlated odor dimensions rather than a single cate-
gorical label. By rewarding similarity across all odor di-
mensions, molecules with moderate vanilla probability
but high perceptual coherence are retained, resulting in
a denser and more informative reward landscape during
training. This approach was found to be essential for
maintaining learning signal in early and intermediate
training stages.

Chemical and Odorant Constraints

To prevent the generation of chemically implausible
or unsafe molecules, several constraint mechanisms are
incorporated. Rule-based chemical filters penalize struc-
tures containing reactive or undesirable functional
groups, excessive ring strain, or unstable motifs. These
filters are derived from properties observed in the train-
ing data and from established chemical safety consider-
ations. The filters considered and their ranges are shown
in Table 1. Here, LogP denotes the logarithm of the oc-
tanol-water partition coefficient, TPSA the topological
polar surface area, and NRB the number of rotatable
bonds.

Table 1: Chemical filters considered and their ranges

Parameter Min Max
LogP 0.06 4.91
Molecular weight 100.12 282.46
Hydrogen bond acceptors + do- 0 5
nors

TPSA 0 63.32
NRB 0 11
NO: 0 0
Heteroatoms 0 5
Aromatic rings 0 1
Atoms 0 20
Triple bonds 0 0
Radical electrons 0 0
Oxygen chain length 0 1

Syst Control Trans 5:1713-1720 (2026)

In addition, a random forest classifier trained on mo-
lecular fingerprints is used to distinguish odorant mole-
cules from non-odorants. This classifier serves as an
auxiliary filter to ensure that generated candidates are
likely to be perceptible at all, rather than chemically valid
but odorless. The dataset used for training this model is
the Sharma dataset [14].

Only molecules passing both chemical and odorant
plausibility checks are assigned nonzero rewards and
propagated during training, reducing noise in the learning
signal and improving convergence, though they are still
quantified for loss metrics.

Training Strategy and Hyperparameter
Optimization

The GFlowNet is trained in a hybrid offline-online
1715



regime. Offline training batches are drawn from the
OpenPOM dataset, providing stable supervision during
early learning phases by exposing the model to chemi-
cally valid and odor-relevant molecular structures. Online
batches are generated by the current policy, enabling ex-
ploration of novel molecular graphs beyond the training
data and progressively refining the sampling distribution
toward high-reward regions of chemical space.

Training can be formulated using the Trajectory Bal-
ance (TB) objective, which enforces consistency be-
tween the probability of sampling a complete trajectory
and the reward assigned to its terminal state. In this for-
mulation, the product of forward transition probabilities
along a trajectory is matched to the terminal reward, en-
suring that the probability of sampling a molecule is pro-
portional to its reward. The TB objective provides a prin-
cipled mechanism for learning a target distribution over
terminal states, but it is known to be sensitive to long tra-
jectories, since trajectory probabilities are obtained as
products of many terms and can therefore become ex-
tremely small, leading to large loss values when paired
with mismatched rewards.

To mitigate this issue, the Subtrajectory Balance
(SubTB) objective is employed. Instead of enforcing bal-
ance only at the level of complete trajectories, SubTB de-
composes each trajectory into overlapping subtrajecto-
ries and applies the balance condition to each of them.
The final loss is computed as a weighted aggregation
over all subtrajectories. This formulation preserves the
theoretical objective of matching the target distribution
while reducing the impact of extreme probability values
associated with long molecular construction paths. In
practice, SubTB provides improved numerical stability
and smoother training dynamics, particularly in molecular
generation tasks where trajectory lengths can vary sub-
stantially.

In this work, SubTB is preferred over the standard
TB objective due to the presence of long and heteroge-
neous construction trajectories and the additional noise
introduced by hybrid offline-online training. While SubTB
does not fully eliminate instability, it significantly reduces
loss explosions and improves convergence behavior
compared to TB, making it more suitable for the present
setting.

Model training follows the standard GFlowNet pro-
cedure. At each training iteration, a batch of trajectories
is constructed by sampling actions from the current pol-
icy. Each trajectory starts from an initial empty molecular
graph and is extended through sequential graph-modify-
ing actions until a terminal stop action is selected, yield-
ing a complete molecule. Rewards are computed only for
terminal states and reflect olfactory similarity, chemical
validity, and odorant plausibility. Model parameters are
then updated by minimizing the SubTB loss computed
over both offline and online trajectories.
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Hyperparameters governing learning rates, batch
composition, reward scaling, and gradient clipping are
optimized using Bayesian optimization with Optuna [15].
The tuned parameters and the two final configurations
retained for evaluation are reported explicitly in Table 2.
The sampling tau controls the rate at which the sampling
policy is updated toward the latest trained parameters,
trading off exploration stability against responsiveness.
The Z learning rate sets the step size for updating the
GFlowNet normalization constant Z, which stabilizes the
global flow matching between trajectory probabilities
and rewards. The learning rate controls the update mag-
nitude for the main network parameters, whereas mo-
mentum accelerates optimization by smoothing gradi-
ents across iterations. Weight decay applies L2 regulari-
zation to limit parameter growth and reduce overfitting.
Finally, gradient clipping caps the gradient norm to pre-
vent occasional large updates, which is particularly im-
portant under long trajectories and noisy offline-online
mixing. Based on validation performance and training
stability, we retain two optimized configurations (Table 2)
for the final experiments.

Table 2: Final hyperparameter values

Parame- Search space First Second

ter

Sampling 0.8-1 0.95864 0.98403

tau

Z learnin 108 -10"1 9.1725

ratea ° x 104 3.1573
x 105

Gradient 0.1-100 9.9068 32.278

clipping

Momen- 0.5-0.9999 0.65129 0.65129

tum

Learning 108-10"1 3.3456 2.5660 x

rate x 104 10

Weight 10-°- 10+ 3.9731 3.9731 x

decay x 1077 107

Syst Control Trans 5:1713-1720 (2026)

VALIDATION AND EVALUATION
STRATEGY

Model validation was conducted using multiple
complementary criteria. Offline validation was performed
by computing loss values on a held-out set of unseen
molecules from the OpenPOM dataset, while online vali-
dation considers the molecules being generated by the
GFlowNet model. However, because the OpenPOM
model is used both during training and reward computa-
tion, these metrics alone are susceptible to circular vali-
dation. Olfactory receptor docking was therefore intro-
duced as an independent, physically motivated validation
layer, selected for its interpretability and relevance to
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molecular-level odor perception.

A receptor docking model is constructed using Au-
toDock Vina [16] to simulate binding interactions be-
tween generated molecules and ten human olfactory re-
ceptors known to exhibit high affinity for vanillin. Protein
structures are obtained from AlphaFold [17], and active
site bounding boxes are defined manually based on liter-
ature-reported amino acid residues. Docking exhaustive-
ness is set to a moderate value to balance computational
cost and accuracy.

Prior to evaluating generated molecules, the dock-
ing model is benchmarked by repeatedly simulating van-
illin-receptor interactions. The resulting binding energy
distributions exhibit low variance and reasonable agree-
ment with literature values, indicating that the model pro-
vides a suitable independent metric for comparative
evaluation. After training, generated molecules can be
sampled and checked on existing databases such as
PubChem [18] to check if the they are already cata-
logued, or novel. Figure 2 summarizes the validation
strategy.

Offline
test set

|
| Agent
|
|
|
|
|
|
|

Online
test set

+

Figure 2. - Scheme of the validation strategy.

RESULTS AND DISCUSSION

The model was trained with two different hyperpa-
rameter configurations. For each training regimen, 500
molecules were sampled and analyzed at two check-
points: an intermediate stage (3000 iterations) and the
end of training (6000 iterations). Across both check-
points, the first hyperparameter configuration consist-
ently outperformed the second.

The best-performing configuration achieved median
reward values above 0.5, with improved reward concen-
tration at the final checkpoint compared to the interme-
diate stage, indicating progressive refinement of the
sampling distribution. Median docking energies across
vanillin-sensitive receptors were comparable to those
obtained for vanillin itself, with reduced variance relative
to intermediate checkpoints. In contrast, the second hy-
perparameter configuration exhibited both lower median
rewards and broader docking energy distributions, indi-
cating less consistent receptor engagement. These re-
sults highlight the sensitivity of GFlowNet performance to
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hyperparameter selection and training stability.

Qualitative inspection of high-reward molecules re-
veals structural diversity, including candidates with and
without ring systems. While certain high-reward struc-
tures exhibit features that may pose synthetic chal-
lenges, others remain relatively simple and chemically
feasible. Radar plots of predicted odor profiles show that
the best-performing molecules align closely with the six
dominant odor dimensions associated with vanillin. This
qualitative diversity is more pronounced for the first hy-
perparameter configuration, which consistently samples
a broader range of structurally distinct candidates at
comparable reward levels. Figure 3 shows four of the
best molecules sampled in the first hyperparameter con-
figuration.

R(x) Molecule Target probabilities
phenolie
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0 . Uiy ,
/ floral, % sweet
. e | |
0.96 = o smoky ) i vanilla

.\'pir'y

Molecule Target

phenolic

= floral. i L5 ree
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0.9 / \ smokvi N o
0
l _< spicy

vanilla

.

Molecule Target
phenolic
i
o ﬂﬂmls 4 D75 sweet
. iy -
0.93 smoky N\ vanilla
.\:pi('_,\f
Molecule Target

phenolic

.
floral ;; swe
0.91 AN smoky “vanill:
spi‘cy

OH

Molecule

Figure 3. - Four best molecules sampled from the best
configuration of hyperparameters.

Docking-based validation indicates that many gen-
erated molecules exhibit binding affinities to vanillin-sen-
sitive receptors that are comparable to, and in some
cases stronger than, those predicted for vanillin itself.
Although median binding energies are generally slightly
weaker than vanillin, the distributions suggest meaningful
receptor interaction rather than random binding. Im-
portantly, the best-performing model shows a reduction
in high-energy outliers relative to intermediate
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checkpoints, indicating improved consistency. Figure 4
shows the predicted binding energies for the molecules
sampled using the first configuration for several recep-
tors known to bind with vanillin. Additionally, the esti-
mated values for vanillin using the AutoDock Vina and
and the values from literature [9] are given for compari-
son.

¥ Vanillin literature +  Vanillin estimated

ORI1L3 1 Case 1
OR2G2
OR2J2 -
OR2M4
OR2T10 1
OR2T34
OR5AC2 +
OR10G3
OR10GA 4
OR10GT

Case 2

OR2M4 A
OR2T10 4
OR2T34 A

ORSAC2 A
ORI0G3 A
OR10GA A
ORIDGT 1

i 000 O

OR1 L3 1 Case 1

OR2G2 4

Olfactory Receptor

OR2T10
OR2T34 4
OR5SAC2
OR10G3 -
OR10G4
OR10GT 1

ORIL3
OR2G2 1
OR2J2- 0
OR2MA
OR2T10 -
OR2T34 -
OR5AC? -
ORI0G3 -
ORI0GA -
ORIOGTH ©

Binding energy |keall
Figure 4. - Docking binding energies for the molecules
sampled from the first hyperparameter configuration run.

The second hyperparameter configuration yields
less favorable results, with lower reward values and
weaker receptor binding. Training dynamics for this con-
figuration exhibit stronger oscillations, suggesting insta-
bility and misalignment between offline and online objec-
tives. These findings highlight the sensitivity of GFlowNet
training to hyperparameter choices and reward sparsity.

Despite the overall improvement in sampled mole-
cule quality over training, learning dynamics presented
instabilities. In particular, oscillatory reward trajectories
and sporadic spikes in offline loss were observed. These
effects are attributed to a misalignment between offline
and online training objectives, since offline molecules by-
pass several validity and plausibility filters that are ap-
plied during online sampling. As a result, offline trajecto-
ries can induce large loss gradients that do not reflect the
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effective online sampling distribution, leading to noisy
parameter updates. As anticipated, the use of the Sub-
Trajectory Balance (SubTB) objective reduced the sever-
ity of loss explosions associated with long trajectories,
although oscillatory dynamics were still observed. Figure
5 and 6 show the loss metrics during training for both
configurations. Note that reward curves shown during
training include unfiltered offline and online trajectories,
which is lower than the reward of chemically valid, odor-
ant-positive molecules only, reported earlier. Figure 7
shows the percentage of molecules generated by the
model that could be found in the PubChem [18] database;
molecules were sampled at 3000 and 6000 iterations, as
previously described. For this figure, 500 molecules were
sampled without applying chemistry filters, presented
under “All”; the second row shows the results considering
only chemically valid molecules, and predicted to be
odoriferous.

101 ] = 0.5
£ 105 ] g
|
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Figure 5. - Loss metrics for the first hyperparameter

configuration.
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Figure 6. — Loss metrics for the second hyperparameter
configuration.
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Taken together, these results indicate that model
performance is governed not only by the expressiveness
of the reward function, but also by the interaction be-
tween offline supervision, online exploration, and trajec-
tory-level credit assignment. While the Sub-Trajectory
Balance objective reduces the impact of extreme loss
values, instability persists when offline trajectories in-
duce gradients that are inconsistent with the effective
online sampling distribution. This misalignment manifests
as oscillatory reward dynamics and sporadic spikes in of-
fline loss, particularly in less favorable hyperparameter
configurations.

From a modeling perspective, these findings sug-
gest that training stability, rather than representational
capacity, currently constitutes the primary bottleneck for
applying GFlowNets to chemically constrained genera-
tive tasks. Improving the alignment between offline and
online objectives, for example through staged training or
uncertainty-aware weighting of offline samples, is there-
fore expected to yield more consistent convergence and
improved sampling efficiency.

CONCLUSION

This work demonstrates that Generative Flow Net-
works can be applied to targeted olfactory molecule gen-
eration, producing structurally novel candidates with pre-
dicted sensory characteristics similar to vanillin. Despite
training instabilities and reward noise, the proposed
framework consistently generates high-reward mole-
cules and exhibits meaningful agreement with independ-
ent receptor-based validation metrics.

At the same time, the study highlights important lim-
itations. Oscillatory training dynamics and misalignment
between offline and online objectives affect loss stability
and complicate hyperparameter optimization. In addition,
high reward or strong predicted receptor affinity does not
guarantee synthetic accessibility, and receptor docking
remains an approximate proxy for olfactory perception.
Future work should therefore focus on improving reward
smoothness, incorporating synthesis-aware and uncer-
tainty-aware objectives, and refining training strategies
to better balance exploration and constraint enforce-
ment. Experimental validation and synthesis-informed
modeling represent critical next steps toward practical
deployment.

From a broader CAPE perspective, the proposed ap-
proach can be interpreted as a feasible-region explora-
tion problem in a vast molecular design space under un-
certainty. By enabling the generation of synthetic alter-
natives to naturally sourced odorants, the methodology
contributes to sustainability and supply-chain resilience
while extending established CAPE concepts from pro-
cess-level design to molecular-level innovation.
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