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ABSTRACT 
Addressing the urgent transition to low-carbon energy systems requires microgrids capable of 
locally coordinating electricity generation, storage, and flexible consumption. Their efficient inte-
gration calls for control strategies that are scalable, privacy-preserving, and robust to uncertainty. 
To address such a challenging control problem, this work proposes a decentralised Multi-Agent 
Reinforcement Learning (MARL) approach based on the Cross-Entropy Method (CEM) for the co-
ordination of prosumers, equipped with renewable generation and vehicle-to-grid capabilities. To 
improve sample efficiency and robustness, the policy is warm-started using Behaviour Cloning 
(BC) from a classical Proportional-Integral-Derivative (PID) controller, resulting in a hybrid BC–
CEM framework. The proposed method is evaluated in a realistic microgrid simulation with sto-
chastic demand and real weather and generation profiles. Results show that BC–CEM accelerates 
convergence and achieves lower energy costs compared to both PID control and randomly initial-
ized CEM, without sacrificing comfort or mobility requirements. The findings highlight the effec-
tiveness of combining derivative-free optimization with imitation learning in complex MARL tasks, 
such as energy flexibility coordination. 

Keywords: Reinforcement Learning, Behavioral Cloning, Derivative-Free Optimization, Machine Learning, En-
ergy Management 

INTRODUCTION 
Distributed Energy Resources (DERs) such as roof-

top solar panels or batteries empower households to act 
as prosumers, simultaneously generating and consuming 
electricity within the energy system. By producing their 
own electricity from renewable sources close to the point 
of use, DERs contribute to decarbonisation, improve grid 
resilience to disturbances, and reduce energy costs for 
end users [1]. Still, their efficient integration requires ad-
vanced control systems, capable of handling the sto-
chastic, high-dimensional, and dynamic nature of these 
environments.  

Although classical mathematical programming tech-
niques provide reliable solutions with optimality guaran-
tees, their applicability in real-life settings is limited, as 
their centralized formulations may raise privacy con-
cerns, are computationally expensive and require 

decisions to be computed over the whole planning hori-
zon upfront [2]. The dynamic adaptability of model pre-
dictive control (MPC) has motivated its application to DER 
optimization, but its performance is strongly dependent 
on the accuracy of the system model and shares compu-
tational intractability of classical optimization methods 
[3]. 

In this context, Reinforcement Learning (RL) has 
emerged as a powerful data-driven alternative to tradi-
tional control strategies. MARL in particular provides a 
promising framework for distributed autonomous energy 
management, as it allows multiple agents to cooperate 
and facilitates decentralized learning through experi-
ence-based optimization [4]. 

A wide range of approaches have been investigated 
in the literature. Value-based methods have been proven 
effective in microgrid coordination [5], but struggle with 
large continuous action spaces. Policy-based deep RL 
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algorithms, overcome this limitation and have broadened 
the applicability of RL to energy management problems 
[6, 7]. More recently, attention mechanisms have been 
incorporated into MARL architectures to further improve 
scalability in complex energy systems [8].  

Despite these advances, exiting literature relies 
mostly on gradient-based optimisation techniques, which 
typically require extensive exploration and are highly 
sensitive to hyperparameter tuning. Ji et al. address 
these challenges by integrating evolutionary strategies in 
the MARL framework [9], but few studies explore the in-
tegration of expert knowledge in this context, despite 
their success in other control domains [10]. 

These gaps motivate the proposed hybrid Behaviour 
Cloning and Cross-Entropy Method (BC–CEM) approach 
for energy coordination in residential microgrids. 

BACKGROUND 

Reinforcement Learning 
RL addresses sequential decision-making problems, 

modelled as Markov Decision Processes (MDPs), due to 
its inherent trial-and-error approach. In RL, an agent is 
defined as a system which takes a specific action based 
on information about the environment state that results 
in a transition of the environment to a new state. The goal 
is to find the policy, i.e., a mapping of states to actions, 
that maximises the expected cumulative reward over an 
episode.  

In scenarios where multiple entities interact concur-
rently within a shared environment, agents are typically 
constrained in their capacity to observe the state of the 
environment, thereby restricting their ability to make in-
formed decisions, which are based solely on local obser-
vations. MARL formalizes such problems as Decentral-
ised Partially Observable MDPs (Dec-POMDPs), enabling 
each agent to learn autonomously, whilst adapting to 
other agents’ behaviour. Additional challenges include 
non-stationarity induced by simultaneously learning 
agents, scalability with increasing agents, and the diffi-
culty of credit assignment when global rewards are used. 

Despite the decentralised nature of policy execu-
tion, the training process can follow centralized or inde-
pendent paradigms. In centralized training, agents learn 
decentralized policies that are assessed by a centralized 
critic, typically a learned value function, which evaluates 
agents’ actions based on global information about the en-
vironment state. Conversely, independent learning treats 
other agents as part of the environment, with each agent 
learning to make individual decisions that collectively 
maximize the global objective. 

In energy microgrids, where households must make 
local control decisions under uncertainty and with limited 
information sharing, MARL provides a natural solution ap-
proach. 

Evolutionary strategies in RL  
Evolutionary Strategies (ES) are a class of deriva-

tive-free optimization algorithms inspired by biological 
evolution. Policy parameters are optimized by iteratively 
sampling a population of policies and recombining the 
most successful individuals to form the subsequent gen-
eration of candidate solutions.  

Recent studies have evidenced ES can be competi-
tive with gradient-based RL methods in complex control 
tasks [9, 10]. Moreover, their advantages are particularly 
attractive in MARL applications for energy systems given 
their simple implementation (no backpropagation neces-
sary), resilience to highly stochastic or sparse rewards, 
and improved credit allocation for long-term horizons or 
when reliable value estimates are unavailable [11].  

SYSTEM DESCRIPTION 

Environment 
The environment considered in this work models a 

microgrid of prosumers, equipped with photovoltaic pan-
els (PV) and vehicle-to-grid (V2G) technologies, as de-
picted in Figure 1. Though adapted from Charbonnier et 
al. [5, 7], our implementation differs on action handling 
and data sampling procedures.  

Each prosumer is considered an autonomous agent 
in a multi-agent framework. The environment operates 
with hourly time steps 𝑡𝑡 ∈ 𝑇𝑇 over a 24-hour horizon. PV 
generation and electricity demands are stochastic, re-
flecting realistic weather conditions and user behavior. 
The goal is that each prosumer 𝑝𝑝 learns a cost optimal 
energy management policy π� whilst ensuring comfort 
and mobility needs. 

Only the core equations are reported in this section. 
For the full mathematical description, the reader is re-
ferred to the original formulation [5, 7]. 

 
Figure 1. Microgrid of prosumers 

Objective 
The task is formulated as a multi-objective optimi-

zation problem. The primary objective is to minimize total 
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operational costs 𝑐𝑐� according to Eq. 1:  

𝑐𝑐� = 𝐶𝐶���𝑔𝑔� + 𝜖𝜖�� �+ 𝐶𝐶� ∑ 𝑚𝑚𝑚𝑚𝑚𝑚�0,−𝑝𝑝�� ��

   +𝐶𝐶�∑ (𝑏𝑏���
� + 𝑏𝑏����

� )�

   (1) 

𝐶𝐶�� ,𝐶𝐶�, and 𝐶𝐶�denote cost coefficients for energy im-
ports, exports, and battery depreciation. Battery charge 
and discharge flows are represented by 𝑏𝑏��and 𝑏𝑏���, while 
𝑝𝑝 and 𝑔𝑔 denote household-level and aggregate energy 
imports, with 𝜖𝜖� accounting for grid losses. 

The maintenance of thermal comfort and sufficient 
battery levels to ensure mobility are imposed as soft con-
straints or penalties added to the economic objective. 

Constraints 
Home-level constraints determine the energy to be 

imported and exported, as well as the evolution of the 
system state. Thus, power, battery state of charge (SoC) 
and demand balances are enforced in the environment as 
hard constraints. Energy flows are expressed in kWh and 
temperatures in °C.  

Power balance 

𝑝𝑝�� = 𝑙𝑙�� + ℎ�� + 𝑏𝑏���
� 𝜂𝜂�ℎ⁄ − 𝜂𝜂���𝑏𝑏����

� − 𝑝𝑝���
�  (2) 

where 𝑙𝑙��  and ℎ��  are domestic and heating loads, 𝜂𝜂�ℎ, 𝜂𝜂��� 
are battery efficiencies, and 𝑝𝑝�,���  is PV generation. 

Battery energy balance 

𝐸𝐸��+1 = 𝐸𝐸�� + 𝑏𝑏���
� − 𝑏𝑏����

� − 𝑑𝑑���
�   (3) 

𝜇𝜇�� 𝐸𝐸 ≤ 𝐸𝐸�� ≤ 𝜇𝜇�� 𝐸̅𝐸    (4) 

with EV demand 𝑑𝑑���
� , battery SoC bounds 𝐸𝐸 and 𝐸̅𝐸, and 

𝜇𝜇��  being a binary variable that equals 1 if EV is plugged 
and 0 otherwise. 

Battery charge/discharge constraints 

𝑏𝑏���
� ≤ 𝜇𝜇�� 𝑏𝑏��� ;  𝑏𝑏����

� ≤ 𝜇𝜇�� 𝑏𝑏����    (5) 

where 𝑏𝑏��� and 𝑏𝑏����  are maximum charge and dis-
charge rates. 

Thermal model 

�
𝐵𝐵𝐵𝐵𝑇𝑇��+1

𝐼𝐼𝐼𝐼𝑇𝑇��+1
� = 𝜅𝜅�1,𝐵𝐵𝐵𝐵𝑇𝑇��, 𝐼𝐼𝐼𝐼𝑇𝑇��,𝜙𝜙�� ,ℎ���  (6) 

where 𝐵𝐵𝐵𝐵𝑇𝑇�� and 𝐼𝐼𝐼𝐼𝑇𝑇�� denote building mass and indoor 
temperatures, 𝜙𝜙��  is the solar radiation and 𝜅𝜅 is a coeffi-
cient matrix, as defined in [5]. 

Consumption flexibility 

∑ 𝑙𝑙�̂,�,��,��𝑓𝑓�,�,��,�� = 𝑑𝑑�,�
��

��∈�
   (7) 

∑ 𝑙𝑙�̂,�,��,��𝑓𝑓�,�,��,�� = 𝑙𝑙�,�
��

��∈�����
   (8) 

where 𝑙𝑙�̂,�,��,�� is the fraction of domestic loads 𝑑𝑑�,�
��  

of type 𝑘𝑘 (flexible or fixed) requested at 𝑡𝑡� and served at 
𝑡𝑡�. Flexible loads can be delayed up to 𝑛𝑛���� time steps, 
and 𝑓𝑓�,�,��,�� = 1 if 𝑡𝑡� ≤ 𝑡𝑡� ≤ 𝑡𝑡� + 𝑛𝑛����. 

Action translation 
At each time step, prosumers select three actions: 

1. Battery action 𝑎𝑎� ∈ [−1, 1] controls actual battery 
charge 𝑏𝑏�� and discharge 𝑏𝑏��� flows according to Eq. 
9, where maximum feasible amounts of charge Δ𝐸𝐸+ 
and discharge Δ𝐸𝐸− and are derived from Eq. 3 to 5. 

𝑏𝑏���
�  = 𝑎𝑎��

�𝛥𝛥𝐸𝐸+ ;  𝑏𝑏����
� = 0 𝑎𝑎��

� < 0

𝑏𝑏����
� = 𝑎𝑎��

�𝛥𝛥𝐸𝐸− ;  𝑏𝑏���
� = 0 𝑎𝑎��

� > 0
   (9) 

2. Thermal action 𝑎𝑎ℎ ∈ [−1, 1] regulates the electricity 
consumed by a heat pump ℎ��  for heating/cooling, rel-
ative to its rated power 𝑃𝑃��� and coefficient of perfor-
mance 𝐶𝐶𝐶𝐶𝐶𝐶. 

ℎ�� = ||𝑎𝑎ℎ�
�𝑃𝑃���||/𝐶𝐶𝐶𝐶𝐶𝐶    (10) 

3. Consumption action 𝑎𝑎� ∈ [0, 1] determines the frac-
tion of deferrable loads 𝑙𝑙����, within feasible bounds 
�𝑙𝑙����, 𝑙𝑙�̅���� obtained from Eq. 7 and 8, to be satisfied at 
each time step 𝑡𝑡.  

𝑙𝑙�,����� = 𝑙𝑙�,����� + 𝑎𝑎��
� �𝑙𝑙�̅,����� − 𝑙𝑙�,����� �  (11) 

Policy network 
The policy network outputs the mean and standard 

deviation of Gaussian distributions based on local obser-
vations, consisting of a window of Δ𝑡𝑡 time steps of bat-
tery level, temperature measurements, PV generation 
and flexible loads, along with temporal features. As out-
lined in Figure 2, observations are normalized before be-
ing fed to the network. 

 
Figure 2. Forward pass of the policy network 

METHODOLOGY 
Cross-Entropy Method (CEM) is a stochastic, deriv-

ative-free optimization algorithm used to train a policy 
network 𝜋𝜋� by maximising the expected episode return 
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𝐽𝐽(𝜃𝜃) [12], evaluated running 𝑛𝑛� Monte Carlo rollouts: 

 𝐽𝐽(θ) = 𝐸𝐸�∼���∑ 𝑟𝑟��−1
�=0 � ≈ 1

��
∑ ∑ 𝑟𝑟��

�−1
�=0

��
�=1  (12) 

Each iteration 𝑘𝑘 starts by sampling a random popu-
lation of 𝑛𝑛� candidate parameter vectors Θ = {𝛉𝛉�}�=1

�� : 

 𝛉𝛉�~𝒩𝒩�𝛍𝛍�, diag�𝛔𝛔k2 ��, 𝑖𝑖 = 1, … ,𝑛𝑛�  (13) 

These candidates are ranked according to their re-
turns, and the top (1−𝜌𝜌)-quantile is selected as the elite 
set ℰ�, defined by the return threshold 𝛾𝛾: 

ℰ� = {𝛉𝛉 ∈ Θ| 𝐽𝐽(𝛉𝛉) ≥ 𝛾𝛾}   (14) 

The sampling distribution is updated to increase the 
likelihood of producing the elite following Eq. 15 and 16. 

𝛍𝛍�+1 = 𝛼𝛼�𝛍𝛍� + �1 − 𝛼𝛼��𝛍𝛍�����   (15) 

𝛔𝛔�+1 = 𝛼𝛼�𝛔𝛔� + (1 − 𝛼𝛼�)𝛔𝛔�����   (16) 

where 𝛍𝛍����� and 𝛔𝛔����� denote the per-parameter mean and 
standard deviation of the elite set, and 𝛼𝛼�,𝛼𝛼� ∈ [0, 1] are 
smoothing factors. 

These steps are iterated and eventually yield an im-
proved distribution over the parameter space. The best-
performing candidate encountered during optimisation is 
retained. 

While CEM evaluates a population of policies per it-
eration, its high degree of parallelization and absence of 
gradient estimation make it computationally attractive for 
stochastic, non-stationary MARL problems. Notwith-
standing, in high-dimensional parameter spaces, vanilla 
CEM may require extensive exploration and is suscepti-
ble to premature convergence to local optima [13], moti-
vating its combination with imitation learning. 

Behavior Cloning (BC) is a supervised learning ap-
proach where agents learn to mimic expert demonstra-
tions [14]. In this work, a PID controller is rolled out 𝑛𝑛�� 
episodes to collect a dataset 𝒟𝒟 = ��𝑠𝑠(�),𝑎𝑎(�)��

�=1

���. The policy 
network is then pretrained for a single agent and the op-
timal weights returned by Eq. 17 are used to initialize the 
policies of all agents during CEM execution in a favoura-
ble region of the parameter space, thus, reducing explo-
ration requirements during CEM phase. 

𝜃𝜃0 ∈ argmin
�

1

|�|
∑ ‖𝜋𝜋�(𝒔𝒔)− 𝒂𝒂‖2

2
(�,�)∈�

   (17) 

The pseudocode of the BC-CEM strategy is given in 
Table 1. It is worth noting that we opted for an independ-
ent learning approach, i.e., CEM is applied per-agent, so 
that each one learns its own optimal parameter vector 𝛉𝛉�∗. 
However, agent returns are computed considering the 
joint action.  

 

Table 1: BC-CEM algorithm 

Input 𝒟𝒟 expert trajectory dataset 𝑛𝑛� number of 
candidates 𝜌𝜌 elite quantile 𝛼𝛼�,𝛼𝛼� mean and stand-
ard deviation update smoothing factors 𝜎𝜎0 initial 
standard deviation 𝐾𝐾 iterations 
Output Optimal multi-agent policy parameters 𝛉𝛉∗ 
Initialization 
𝛍𝛍0
� ← Eq  𝛔𝛔0

� ← 𝛔𝛔0  
 𝐽𝐽�∗ ← − ∞  𝛉𝛉�∗ ← 𝛍𝛍0 
for 𝑘𝑘 in {1, … ,𝐾𝐾} do 
 for 𝑝𝑝 in 1, … ,𝑛𝑛� do 
  for 𝑖𝑖 in 1, … ,𝑛𝑛� do 
   𝛉𝛉�

� ← Eq  
  end 
 end 
 for 𝑖𝑖 in 1, … ,𝑛𝑛� do 
  𝐽𝐽��𝛉𝛉�

��
�=1

�
� ← Eq  

 end 
 for 𝑝𝑝 in 1, … ,𝑃𝑃 do 
  ℰ�

� ← Eq  
  

𝛍𝛍�����
� ← 1

||ℰ�
�||
� 𝛉𝛉�

�

� � ℰ�
�

; 𝛔𝛔�����
� ←

�

��
��∑ �𝛉𝛉�

� − 𝛍𝛍�����
� �

2
� � ℰ�

�

||ℰ�
�||

 

  𝛍𝛍�+1
� ← Eq  𝛔𝛔�+1

� ← Eq  
  if 𝐽𝐽�𝛍𝛍�����

� � > 𝐽𝐽�∗ then 
  

 

𝐽𝐽�∗ ←  𝐽𝐽�𝛍𝛍�����
� �  𝛉𝛉�∗ ← 𝛍𝛍�����

�   
  end 
 end 
end 

Table 2: Hyperparameter set-up for BC-CEM algorithm 

Hyerparameter Value 
𝑛𝑛� 100 
𝜌𝜌 0.1 
𝛼𝛼� 0.7 
𝛼𝛼� 0.5 
𝜎𝜎0 0.01 
𝑛𝑛� 50 

RESULTS AND ANALYSIS 

Computational implementation 
The training was conducted on a Windows 64-bit 

computer with an Intel i7-14700K CPU at 3.4 GHz and an 
NVIDIA GeForce RTX 5080 GPU, requiring 215 minutes 
(wall-clock) to complete 𝐾𝐾 = 250 iterations and coordi-
nate 𝑃𝑃 = 10 prosumers. The hyperparameters used to run 
the training process (Table 2) were tuned through Bayes-
ian optimization to maximize performance.  

All agents share a common policy architecture, 
modelled as a three-layer feed-forward network with 
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structure [128, 128, 64] and ELU activations. Inputs con-
catenate Δ𝑡𝑡 = 3 time steps of local observation his-
tory.Training 

Figure 3 illustrates the evolution of the aggregate 
episode return 𝐽𝐽(𝜇𝜇�����) across agents during training, con-
firming the capacity of CEM to learn effective control pol-
icies despite the high stochasticity of the energy system 
environment. 

Plus, it highlights the benefits of BC warm-starts. 
Agents initialized with expert demonstrations require 
fewer samples to reach high-performing solutions and 
consistently achieve higher returns for the same training 
budget compared to random initialisation. 

 
Figure 4. Learning curves for CEM and BC-CEM 

Performance assessment 
The learned policies are tested on a set of 200 epi-

sodes not seen during training, and the distribution of 

undiscounted episode returns is presented in Figure 4. 

 
Figure 5. Violin plots of episode returns 

Our approach outperforms the PID controller, as ev-
idenced by a higher mean return. Quantitative results re-
ported in Table 3 further corroborate this result. BC–CEM 
achieves an average cost reduction of 180% relative to 
the PID baseline, while maintaining comparable levels of 
mobility feasibility. Although RL policies prioritise eco-
nomic performance over thermal comfort, deviations re-
main limited, corresponding to an average hourly temper-
ature mismatch of approximately 0.5 °C per prosumer 

Table 3: Mean daily results for a 10-prosumer microgrid 

 PID CEM BC-CEM 
Total daily cost (£)  - - 
Comfort deviation (°C)    
Battery SoC deficit (kWh)    

 
Finally, a representative example day is illustrated in 

Figure 5a-c, whereas Figure 5d compares the actions 
suggested by the PID controller with those generated by 
a BC-CEM agent. While the fine-tuned policies preserve 

 
Figure 3. Example day representation of energy flows (a), battery SoC evolution (b), temperature evolution (c) and 
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the smoothness and stability of the PID trajectories, they 
drive the system towards more cost-optimal behaviour 
by exploiting flexibility more effectively. 

CONCLUSION 
This paper presented a hybrid Behaviour Cloning 

and Cross-Entropy Method (BC–CEM) approach for de-
centralised coordination of energy flexibility in residential 
microgrids. By combining expert demonstrations from 
classical PID control with derivative-free evolutionary op-
timisation, this work aggresses training instability under 
highly stochastic environments and reduces reliance on 
complex optimization pipelines and hyperparameter tun-
ing. Numerical results in a microgrid environment reflect-
ing realistic consumption patters and leveraging real cli-
mate data demonstrate that BC–CEM accelerates con-
vergence and achieves lower operational costs com-
pared to both PID control and vanilla CEM, while main-
taining comparable comfort and mobility constraints. 
These findings highlight the benefits of integrating strong 
control priors with evolutionary strategies for scalable 
and robust energy management.  

Future work will investigate scalability to larger 
agent populations, the incorporation of recurrent archi-
tectures to better exploit temporal dependencies, the im-
pact of feature engineering on learning performance, the 
application of constrained reinforcement learning to elim-
inate residual constraint violations or the use of central-
ized training with decentralized execution MARL para-
digms. 
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