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ABSTRACT 
Laboratory safety is procedure-dependent: required personal protective equipment (PPE) and 
permissible actions vary across experiments and across experimental steps, yet most vision-
based monitoring remains appearance-driven and often produces generic warnings without relia-
ble procedural context. We propose a multimodal framework for step-aware safety monitoring in 
laboratory videos. The framework first localizes procedural context through clip-level step predic-
tion and protocol alignment to identify the experiment and current step. Given this context, it re-
trieves step-specific safety constraints, extracts evidence of step-relevant equipment and inter-
actions using an equipment database, and prompts a video-capable vision-language model (VLM) 
to generate structured (JSON) monitoring reports supported by retrieved constraints and visual 
evidence. Experiments on protocol-annotated molecular biology lab videos show that our ap-
proach improves the mean score from 0.4352 to 0.6430 and reduces the missing rate from 65.00% 
to 33.75% relative to a video-only baseline, demonstrating more faithful and step-specific safety 
judgments. 
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1. INTRODUCTION 
Laboratory research—especially in chemistry and 

molecular biology—often involves hazardous chemicals, 
biohazards, pressurized systems, and high-risk instru-
ments. Safe operation therefore requires step-specific 
compliance: the required personal protective equipment 
(PPE), permissible actions, and risk controls can change 
across experiments and even across steps within the 
same experiment. However, much laboratory safety 
practice is still evaluated using coarse, self-reported 
proxies rather than direct, task-level evidence of compli-
ance [1]. Accordingly, modern safety principles empha-
size assessing hazards for the specific task and revisiting 
controls as conditions evolve across steps [2]. This mo-
tivates methods that can continuously observe labora-
tory work and anchor safety judgments in the current 
procedural context, enabling step-aware checks rather 
than generic, appearance-driven warnings. 

In busy laboratories, day-to-day compliance is diffi-
cult to ensure despite training and written protocols. 
Manual supervision is costly and intermittent, while 

violations (e.g., missing eye protection, unsafe reagent 
handling, or incorrect waste practices) may occur ab-
ruptly and unpredictably. Computer vision (CV) has 
therefore been explored for automated inspection—most 
notably PPE compliance monitoring—because it can, in 
principle, provide scalable and continuous observation [3, 
4]. Yet many existing pipelines remain largely appear-
ance-driven: they often focus on detecting visible PPE 
items or generic unsafe behaviors, and do not reliably 
condition judgments on which experiment is being per-
formed and which step is underway. This is a critical lim-
itation because identical motions or object interactions 
can be compliant in one step but unsafe in another. 

A key missing piece is reliable scenario recogni-
tion—identifying the ongoing experiment and localizing 
the current step—so that monitoring can retrieve and ap-
ply the correct step-level requirements. Recent proce-
dure-aware video understanding research shows that 
long activities can be modeled as temporally ordered 
steps and aligned to protocol text, providing a natural 
mechanism to connect video observations with proce-
dural context [5-9]. For laboratory environments, ProBio 
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offers protocol-guided, fine-grained hierarchical annota-
tions for molecular biology experiments, making step-
level modeling in realistic lab settings practically feasible 
[10]. These advances suggest that step localization plus 
protocol alignment can anchor downstream safety rea-
soning to the correct procedural context. 

In parallel, large vision-language models (VLMs) 
have advanced toward open-ended multimodal reason-
ing and instruction following [11, 12], which is attractive 
for safety monitoring where rules are textual and evi-
dence is visual. However, open-ended generation can 
produce hallucinated or weakly evidence-supported 
claims when models lack access to task-specific rules or 
when evidence is ambiguous [13]. Retrieval-augmented 
generation (RAG) provides a principled way to inject ver-
ifiable external knowledge by conditioning outputs on re-
trieved documents, improving controllability and evi-
dence linkage [14-16]. For laboratory safety, this sug-
gests combining step-aware retrieval of safety con-
straints with evidence-supported interpretation of video 
evidence. 

In this work, we propose a procedure-aware labor-
atory safety monitoring framework that explicitly condi-
tions safety reasoning on the current procedural context. 
Our key idea is to decouple low-cost procedural localiza-
tion from higher-cost safety reasoning: we first infer the 
experiment identity and step context from long, un-
trimmed videos, and then use step-conditioned retrieval 
and evidence linkage to produce step-aware, structured 
safety monitoring reports. Experiments on protocol-an-
notated molecular biology laboratory videos show that 
incorporating procedural context substantially improves 
both faithfulness and coverage compared with a video-
only VLM baseline. 

Our contributions are threefold: 

 Protocol-aware scenario recognition. We 
formulate scenario recognition as clip-level 
experimental step identification and protocol-
based experiment linkage, enabling step-level 
alignment in long laboratory videos. 

 Evidence-linked multimodal monitoring. We 
integrate retrieved step-level constraints and 
structured equipment evidence with video 
observations to improve faithfulness and reduce 
generic warnings and poorly evidence-supported 
claims. 

 End-to-end video-to-safety framework. We 
combine procedure-aware video understanding 
with VLM-based reasoning to move beyond 
isolated PPE checks toward context-sensitive, 
step-specific safety monitoring. 

The remainder of this paper is organized as follows. 
Section 2 presents our methodology, including scenario 

recognition and the proposed multimodal safety monitor-
ing pipeline. Section 3 reports experimental results and 
discussion. Finally, Section 4 concludes and outlines lim-
itations and future directions. 

2. METHODOLOGY 

2.1 Problem Definition and Framework 
Overview  

We study procedure-aware laboratory safety moni-
toring, which maps a long laboratory video to step-aware, 
structured safety issues. As illustrated in Figure 1, our 
framework consists of two stages: (i) scenario recogni-
tion, which localizes the procedural context by clip-level 
experimental step identification and experiment linkage, 
and (ii) multimodal safety monitoring, which retrieves 
step-level safety constraints, extracts equipment evi-
dence, and prompts a video-capable VLM to produce 
structured issues. 

Given a laboratory video 𝑉𝑉  that contains a single ex-
periment, we split it into 𝑇𝑇 1-second clips: 

𝑉𝑉 = {𝑥𝑥�}�=1
�      (1) 

We assume three data sources: a candidate experi-
ment set 𝐸𝐸, where each experiment 𝑒𝑒 ∈ 𝐸𝐸 has an ordered 
procedure 𝑃𝑃� = �𝑠𝑠1�, … , 𝑠𝑠��

� �; a step-level safety analysis re-
port library 𝑅𝑅; and an equipment database 𝐷𝐷 that stores 
equipment names and visual references. 

We predict the experimental step for each clip: 

𝑠𝑠�� = StepID(𝑥𝑥�)    (2) 

Let 𝑆𝑆̂ = ⟨𝑠𝑠1� , … , 𝑠𝑠�� ⟩  denote the predicted step se-
quence. We perform experiment linkage for the full video 
by aligning 𝑆𝑆 ̂with candidate protocols:  

𝑒𝑒 ̂= argma𝑥𝑥�∈� Align�𝑆𝑆,̂𝑃𝑃��   (3) 

To reduce the number of expensive VLM calls while 
retaining temporal context, we monitor variable-length 
segments with a consistent predicted step label. Specif-
ically, we partition the clip sequence into 𝐾𝐾 maximal con-
tiguous segments {𝑧𝑧�}�=1

� , such that all clips within a seg-
ment share the same predicted experimental step label: 

𝑧𝑧� = {𝑥𝑥�}�=��
��+1−1    (4) 

𝑠𝑠�� = 𝑠𝑠��   ∀𝑡𝑡 ∈ [𝜏𝜏�, 𝜏𝜏�+1 − 1]   (5) 

Where 𝜏𝜏1 = 1, 𝜏𝜏�+1 = 𝑇𝑇 + 1, and 𝑠𝑠��  is the shared step 
label of segment 𝑧𝑧� . The segment length is therefore 
adaptive and determined by the duration of the predicted 
experimental step run, i.e., 𝑊𝑊 � = 𝜏𝜏�+1 − 𝜏𝜏�. 

Given (𝑒𝑒,̂ 𝑠𝑠�̃) , we retrieve the corresponding step-
level safety analysis report and its equipment list: 

𝑟𝑟� = Retrieve(𝑅𝑅, 𝑒𝑒,̂ 𝑠𝑠�� )    (6) 
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𝑄𝑄� = EquipList(𝑟𝑟�)    (7) 

We then extract equipment evidence in the segment 
and prompt the VLM to output structured safety issues: 

𝑔𝑔� = ExtractEquipEvidence(𝑧𝑧�,𝑄𝑄�,𝐷𝐷)  (8) 

𝑌𝑌 � = Monitor(𝑧𝑧�, 𝑒𝑒,̂ 𝑠𝑠�� , 𝑟𝑟�, 𝑔𝑔�)   (9) 

Aggregating {𝑌𝑌 �} over all segments yields the final 
safety monitoring report for the full video. This formula-
tion separates dense, low-cost procedural localization 
from sparser, higher-cost safety reasoning, while ensur-
ing each monitored segment is associated with a single 
experimental step. 

2.2 Data Sources 
Our framework relies on three complementary data 

sources to connect procedural text with visual evidence. 
We first use ProBio molecular biology laboratory record-
ings with protocol and step annotations to train and eval-
uate scenario recognition [10]. Each video is split into 1-
second clips to produce step predictions over time, and 
the resulting step sequence is later used for experiment 
linkage by aligning it to candidate protocols. 

Once the experiment and current step are localized, 
we anchor monitoring in a step-level safety analysis re-
port library that is aligned with experimental procedures. 

Each entry corresponds to a specific experiment step and 
summarizes step intent, potential hazards, required PPE, 
cautions, and forbidden actions. Importantly, the same 
entry also specifies the equipment involved in that step, 
providing an explicit, procedure-derived prior for down-
stream equipment understanding. 

To support reliable equipment evidence extraction 
in video, we further maintain an equipment database that 
maps equipment names to prompt-ready appearance de-
scriptions and visual references when available. The da-
tabase covers common laboratory instruments and items 
such as centrifuges, pipettes, 96-well plates, EP tubes, 
and frequently handled reagents stored in tubes or vials. 
Conditioned on the report-provided equipment list, a 
VLM uses these appearance cues to extract equipment 
location evidence and human-equipment interaction evi-
dence from the video. This equipment-level evidence is 
then passed to the final safety monitoring stage to enable 
more specific and better-supported safety judgments. 

2.3 Scenario Recognition 
To retrieve the correct step-level safety constraints, 

the system must first localize procedural context in a long, 
untrimmed video. Scenario recognition provides this con-
text by predicting a step label for each 1-second clip and 
linking the entire video to an experiment via protocol 
alignment. These outputs serve as the conditioning signal 

 
Figure 1. Overall framework.  
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for safety monitoring in the next stage. 

2.3.1 Experimental step identification 
Given a laboratory video 𝑉𝑉 = {𝑥𝑥�}�=1

�  , we infer the 
current experimental step using a video classifier. Spe-
cifically, the clip-level step prediction is defined in Eq. (2). 

We instantiate 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(⋅) with an MViTv2-based clas-
sifier [17] finetuned on ProBio step annotations [10]. In 
our implementation, we finetune and evaluate the classi-
fier on step-annotated video segments whose durations 
range from a few seconds to tens of seconds. Each seg-
ment is represented by uniformly sampled frames resized 
to 224 × 224, and we adopt a fixed train / validation / test 
split after filtering extremely rare step categories. Step 
identification is evaluated at the segment level using top-
1 accuracy and weighted F1 to account for class imbal-
ance. 

Separately, during inference on an untrimmed video 
𝑉𝑉  , we split it into 1-second clips {𝑥𝑥�}�=1

�   and apply 
𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(𝑥𝑥�)  to obtain a step sequence 𝑆𝑆̂ = ⟨𝑠𝑠1̂, … , 𝑠𝑠�̂ ⟩ . For 
robustness in downstream linkage, we retain the top-3 
predicted steps (by posterior probability) in addition to 
the top-1 label 𝑠𝑠��. 

2.3.2 Experiment linkage 
Given the predicted step sequence 𝑆𝑆̂ = ⟨𝑠𝑠1̂, … , 𝑠𝑠�̂ ⟩ , 

we link the long video to the most likely experiment by 
aligning it to each candidate protocol using Eq. (3). 

We implement 𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(⋅)  as a soft matching score 
based on the step posterior from 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(⋅) . Let 𝑝𝑝�(𝑠𝑠)  be 
the predicted probability of step 𝑠𝑠 for clip 𝑡𝑡. For each ex-
periment, we accumulate probability mass on protocol 
steps and average the log score over supported clips: 

Align�𝑆𝑆,̂𝑃𝑃�� = 1

|Ωe|
∑ 𝑙𝑙𝑙𝑙𝑙𝑙�∑ 𝑝𝑝�(𝑠𝑠)�∈��

��∈Ωe
  (10) 

𝛺𝛺� = � 𝑡𝑡 ∣∣ ∑ 𝑝𝑝�(𝑠𝑠)�∈��
> 0 �   (11) 

In practice, we approximate 𝑝𝑝�(⋅)  by retaining only 
the top-3 predicted steps for each clip and renormalizing 
their scores to form a sparse distribution, while setting 
the probabilities of all remaining steps to zero. This re-
duces noise from low-confidence classes and improves 
robustness in long, untrimmed videos. 

2.4 Multimodal Safety Monitoring 
After scenario recognition, we perform procedure-

aware safety monitoring on multi-second segments 𝑧𝑧� 
that stay within a single predicted step (Eq. (4)-(5)). For 
each segment, we use the linked experiment 𝑒𝑒 ̂and step 
𝑠𝑠��  to retrieve the corresponding step-level safety entry, 
as defined in Eq. (6), which summarizes step intent, haz-
ards, required PPE, cautions, forbidden actions, and a 
structured set of monitoring rules (e.g., PPE, required ob-
jects, environment constraints, forbidden actions). 

To improve evidence support, we extract a step-

specific equipment list 𝑄𝑄� from 𝑟𝑟� and combine it with the 
equipment database 𝐷𝐷  to obtain equipment evidence, 
following Eq. (7)-(8). 

We implement 𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸(⋅)  as a con-
strained VLM call for evidence extraction rather than 
safety judgment. Given 𝑧𝑧� and the step-specific equip-
ment list 𝑄𝑄� (from 𝑟𝑟�), we augment each candidate with 
appearance cues from 𝐷𝐷 and ask the VLM to verify which 
items are visible and how they are being used. The output 
𝑔𝑔�  is a structured equipment-evidence summary (e.g., 
present/absent/uncertain with brief visual and interaction 
cues) that is fed into 𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀(⋅) to provide stronger evi-
dential support and reduce hallucinations. 

Finally, we prompt a video-capable VLM (Qwen3-VL) 
with (i) the segment 𝑧𝑧�, (ii) metadata (𝑒𝑒,̂ 𝑠𝑠�� ), (iii) retrieved 
constraints 𝑟𝑟�, and (iv) verified evidence 𝑔𝑔�, and ask it to 
produce structured safety issues as defined in Eq. (9). 
The output is formatted as a list of issues (category, de-
scription, violated rule, supporting evidence). Aggregat-
ing {𝑌𝑌 �}  over all segments yields the final video-level 
safety monitoring report, naturally organized by experi-
mental step. 

3. RESULTS AND DISCUSSION 

3.1 Scenario Recognition 
Scenario recognition provides the procedural con-

text required for step-level safety retrieval; we therefore 
evaluate both experimental step identification and proto-
col-based experiment linkage on long, untrimmed labor-
atory videos. In this section, we report results for the two 
components: Experimental step identification and Exper-
iment linkage. Overall, 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(⋅)  achieves strong step 
recognition, and protocol alignment yields reliable exper-
iment linkage, especially when videos contain multiple 
distinct experimental steps. 

3.1.1 Experimental step identification 
We finetune an MViTv2-based classifier (initialized 

from Kinetics-400 pretraining) to recognize experimental 
steps in ProBio [10, 17]. After filtering extremely rare step 
categories (fewer than 5 samples), the final label space 
contains 77 step classes. The dataset is split into 2, 232 
/ 1, 116 / 372 samples for training / validation / testing (0.6 
/ 0.3 / 0.1). As shown in Table 1, the best checkpoint is 
selected by validation accuracy (epoch 36, 0.8952) and 
achieves 0.8952 top-1 test accuracy and 0.8905 
weighted-F1, indicating strong overall performance un-
der class imbalance. 

Figure 2 shows that the confusion matrix is strongly 
diagonal, with remaining errors concentrated in a few vis-
ually similar step pairs. Most frequent confusions occur 
between near-duplicate primitives with almost identical 
motions and objects (e.g., different “incubate on ice” tar-
gets, and “mix/invert/resuspend” variants), as well as 
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temporally adjacent operations sharing materials (e.g., 
“weigh agarose” vs. “add agarose into buffer”). The high 
top-3 test accuracy (0.9731) indicates that misclassifica-
tions are typically near-misses rather than gross failures. 
Accordingly, we propagate the top-3 step hypotheses to 
the downstream modules to better handle local visual 
ambiguity during protocol alignment and step-condi-
tioned safety monitoring. 

Table 1: Experimental step identification performance. 

 Item Value 
Model Backbone MViTv 

Dataset 
Step classes  

Train / Val / Test samples  /  /  

Metrics 

Best Val Acc (epoch)  () 
Test Top- Accuracy  
Test Top- Accuracy  

Test Weighted-F  

3.1.2 Experiment linkage 
Using the 1-second step predictions produced by 

𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(⋅), we infer the experiment identity by aligning the 
predicted step sequence 𝑆𝑆 ̂with each candidate protocol 
𝑃𝑃�  via the soft matching score in equation (10)-(11). In 

practice, we approximate 𝑝𝑝�(⋅)  using each clip’s top-3 
step predictions to improve robustness to locally ambig-
uous top-1 outputs. We evaluate linkage over 12 experi-
ment classes. Because some videos contain only a few 
distinct step types (thus providing weak protocol evi-
dence), we report results on subsets defined by the num-
ber of unique top-1 step labels 𝒏𝒏 observed across clips. 
Note that the subset split is computed from the per-clip 
top-1 labels to count the number of unique predicted 
steps 𝒏𝒏 , whereas the protocol alignment score is still 
computed by aggregating the top-3 predictions for each 
clip. 

Table 2. Experiment linkage performance under different 
procedural diversity. 

Subset Videos Top- 
Acc 

Top- 
Acc Weighted-F 

𝑛𝑛 ≥       
𝑛𝑛 ≥       
𝑛𝑛 ≥       

 
As shown in Table 2, linkage accuracy improves 

monotonically with procedural diversity: when 𝑛𝑛 is small, 
multiple experiments that share common subroutines can 
obtain similar alignment scores; when 𝑛𝑛  increases, the 

 
Figure 2. Step identification confusion matrix with top misclassifications. 
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protocol signature becomes more discriminative and top-
1 accuracy rises while top-3 accuracy nearly saturates. 

Figure 3 further illustrates this trend with confusion 
matrices for 𝑛𝑛≥1 and 𝑛𝑛≥2: the 𝑛𝑛≥2 subset is more diago-
nal with fewer off-diagonal confusions. The accompany-
ing index mapping links matrix indices to experiment 
names for inspecting confused pairs. 

In practice, ambiguity can often be detected from 
the margin between the best and second-best alignment 
scores. When the margin is small, we can defer down-
stream safety monitoring to a top-k candidate set, con-
sistent with the strong top-3 accuracy of experiment 
linkage. We leave this ambiguity-aware inference to fu-
ture work. Further improvements may also come from 
stronger recognition of protocol-distinctive steps and 
lightweight temporal smoothing to reduce spurious step 
switches in 𝑆𝑆.̂ 

3.2 Multimodal Safety Monitoring 
After scenario recognition provides the procedural 

context (𝑒𝑒,̂ 𝑠𝑠�� ), we perform procedure-aware safety mon-
itoring on each segment 𝑧𝑧� . The monitoring prompt is 
constructed by integrating four components: (i) the video 
segment 𝑧𝑧�; (ii) experiment and step metadata (𝑒𝑒,̂ 𝑠𝑠�� ); (iii) 
the retrieved step-level safety entry 𝑟𝑟�  (including re-
quired PPE, cautions, and forbidden actions); and (iv) 
structured equipment evidence 𝑔𝑔�  extracted via a con-
strained “equipment presence and interaction” call. The 
final VLM (Qwen3-VL) outputs a strict JSON report with 
a list of issues (category, description, violated rule, and 

supporting evidence). We compare against a video-only 
baseline that prompts the same VLM using only the video 
segment, without retrieval of step safety entry and with-
out equipment evidence. 

3.2.1 Quantitative Results 
We evaluate 𝑁𝑁 = 80 monitored segments. For each 

monitored segment 𝑧𝑧�, an expert provides a reference is-
sue set ℛ� = {𝐼𝐼�,�}�=1

|ℛ�|. The model outputs a set of issues 
𝑂𝑂�. The expert aligns model outputs to reference issues 
at a consistent granularity. For each reference issue 𝐼𝐼�,�, 
we assign a coverage score 𝑐𝑐�,� ∈ {1.0,  0.5,  0.0}, where 1.0 
denotes full coverage, 0.5  partial coverage, and 0.0  not 
covered. Any model-reported issue that cannot be 
aligned to any reference issue is treated as an additional 
issue. Let 𝐴𝐴� ⊆ 𝑂𝑂�  denote the set of such additional is-
sues. The expert verifies each additional issue against 
the video and assigns a correctness score 𝑣𝑣�,� ∈
{1.0,  0.5,  0.0}, 𝑗𝑗 = 1, … , |𝐴𝐴�|, where 1.0 means verified cor-
rect, 0.5 partially correct/plausible, and 0.0 incorrect. We 
compute a single segment score by averaging over ref-
erence issues + additional issues: 

𝑆𝑆�  =  
∑ ��,�

||ℛ�||
�=1  + ∑ ��,�

||��||
�=1

|ℛ�|+|��|
    (12) 

This penalizes over-generation: adding many incor-
rect extra issues increases the denominator while con-
tributing little to the numerator. Finally, the Mean Score 
is the average segment score over all monitored 

 
Figure 3. Experiment linkage confusion matrices under different procedural diversity (𝑛𝑛≥1 vs. 𝑛𝑛≥2). 
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segments: 

𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀 = 1

�
∑ 𝑆𝑆�
�
�=1    (13) 

We additionally report a segment-level Missing 
Rate. A segment is marked as missing if the reference is-
sue set ℛ� is not fully covered, i.e., there exists at least 
one reference issue with 𝑐𝑐�,� < 1 . Let  𝑚𝑚� ∈ {0, 1}  denote 
this missing indicator. 

𝑚𝑚� = ⌈1 −min
�
𝑐𝑐�,�⌉    (14) 

𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀 = 1

�
∑ 𝑚𝑚�
�
�=1    (15) 

Table 3 summarizes the quantitative comparison. 
Procedure-aware monitoring substantially improves the 
mean score and reduces the missing rate relative to the 
video-only baseline. 

Table 3. Multimodal safety monitoring performance. 

Method Mean Score 
↑ 

Missing Rate 
↓ 

Video-only VLM baseline  % 
Ours  % 

 
Figure 4 visualizes these gains. The left panel 

shows that our method shifts the per-segment score dis-
tribution upward, indicating more valid and better-sup-
ported issues across segments. The right panel shows 
improved coverage: our method reduces missing seg-
ments to 27/80 (33.75%), compared with 52/80 (65.0%) 
for the video-only baseline. Overall, injecting step-spe-
cific constraints and providing explicit equipment inter-
action evidence leads to more evidence-supported, 

actionable safety judgments while substantially reducing 
missed violations. 

3.2.2 Qualitative Analysis 
We present a representative case to illustrate how 

procedural anchoring changes VLM behavior in practice. 
The example is from Plasmid Maxiprep, step add_plas-
mid_into_EP_tube, using the 0-65s segment of 
0802_0_21.mp4. In this step, the operator pipettes plas-
mid into EP tubes, and the retrieved step-level safety en-
try emphasizes PPE compliance and contamina-
tion/traceability control (e.g., minimizing open-tube ex-
posure and ensuring proper tube identification before ad-
dition). 

As shown in Figure 5, manual inspection identifies 
five issues: ➀ a nearby observer lacks basic PPE (no lab 
coat or gloves), ➁ the main operator is missing safety 
goggles, ➂ the EP tubes show no clearly visible labeling 
before plasmid addition (a traceability risk), ➃ EP tubes 
are left open on the bench during pipetting (increasing 
contamination/aerosol exposure risk), and ➄ an experi-
mentalist briefly uses a mobile phone in the laboratory. 
Our method identifies four issues (➀-➃). Notably, it goes 
beyond the most salient PPE cues and also flags step-
relevant risks (➂-➃) that are explicitly emphasized in the 
retrieved step-level safety entry for this operation, such 
as contamination control and traceability. In contrast, the 
video-only VLM baseline identifies three issues, focusing 
mainly on the more visually obvious PPE-related prob-
lems (➀-➁), and it additionally reports a generic proxim-
ity-related concern (standing too close to the work area) 
that is not part of the manual reference in this example. 
Both methods miss the phone-use issue ➄, plausibly be-
cause it appears in only a few frames and can be easily 
overlooked in segment-level monitoring. 

 
Figure 4. Score distribution and missing rate: ours vs. video-only VLM baseline. 
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Overall, this case illustrates that procedural anchor-
ing leads to richer and more step-aware safety reports 
by anchoring generation to step-specific constraints 

known for the current operation, thereby surfacing con-
text-dependent risks that are less likely to be produced 
by video-only prompting. 

 

 
Figure 5. Qualitative comparison on plasmid maxiprep. Top: issue lists produced by our method, a manual baseline, 
and a video-only VLM baseline. Bottom: representative frames with visual evidence; numbered red boxes 
correspond to the reported issues. 
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4. CONCLUSION 
This paper presents a multimodal framework that in-

tegrates procedural texts with visual perception for pro-
cedure-aware laboratory safety monitoring. Motivated 
by the experiment- and step-dependent nature of labor-
atory safety requirements, we decompose the task into 
two stages: scenario recognition and step-conditioned 
monitoring. In the first stage, we localize procedural con-
text through clip-level step identification and protocol-
based experiment linkage, enabling the system to infer 
both the most likely experiment and the current step in 
long, untrimmed laboratory videos. In the second stage, 
we retrieve the corresponding step-level safety analysis 
entry, extract a step-specific equipment list, extract 
equipment presence and interaction evidence via an 
equipment database, and prompt a video-capable VLM 
to produce strict JSON-formatted safety issues sup-
ported by step-specific constraints and video evidence. 

Experiments on a protocol-annotated molecular bi-
ology laboratory video dataset show that procedural an-
choring improves both faithfulness and coverage. Com-
pared with a video-only VLM baseline, our approach in-
creases the mean score from 0.4352 to 0.6430 and re-
duces the missing rate from 65.00% to 33.75%. Qualita-
tive results further indicate that conditioning generation 
on step-level constraints yields richer, more step-aware 
findings—not only salient PPE violations but also step-
dependent risks such as traceability issues and open-
tube exposure that the baseline often overlooks. 

Despite these gains, several limitations remain. First, 
fleeting violations that occur in only a few frames can be 
missed, suggesting the need for finer temporal sensitivity 
or event-triggered mechanisms. Second, the framework 
depends on the coverage and quality of the safety report 
library and the equipment database; incomplete or mis-
matched entries may reduce retrieval effectiveness and 
evidence-alignment accuracy. Third, although segment-
level processing reduces the number of VLM calls, cost 
and latency still pose practical challenges for real-world 
deployment, and privacy considerations must be ad-
dressed when monitoring human behavior in laboratory 
settings.  

Future work will focus on robustness and deploy-
ment readiness. Promising directions include: (i) stronger 
temporal modeling and smoothing to reduce spurious 
step switches and improve detection of fleeting events; 
(ii) uncertainty-aware retrieval and monitoring that can 
defer judgment or expand to top-k candidate experi-
ments/steps when linkage margins are small; (iii) scalable 
approaches to expand and maintain safety-report and 
equipment knowledge bases, potentially via semi-auto-
mated extraction from institutional SOPs and safety doc-
uments; and (iv) broader evaluations across more diverse 
laboratory environments and experiment types. 

Overall, our framework provides a practical blueprint 
for context-sensitive, procedure-aware safety monitor-
ing, moving beyond appearance-driven checks toward 
step-specific compliance reasoning supported by both 
text and video evidence. 
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