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ABSTRACT

Hybrid process models are increasingly used for real-time decision support in dynamic operations,
where models must remain reliable under changing operating conditions. In such settings, models
are often required to extrapolate beyond previously observed batch trajectories, yet conventional
validation strategies may fail to reveal weaknesses in extrapolative behavior. This work investi-
gates the effect of hybrid model structure on extrapolative performance using a pilot-scale batch
crystallizer as a test case. A structured set of mechanistic and hybrid models is evaluated using
nested batchwise leave-one-out cross-validation (NBLOOCYV), in which entire batches are with-
held to assess extrapolation across operating regimes. For this specific application, the results
show that hybrid models employing simple linear correction terms consistently outperform more
flexible neural network-based formulations under extrapolation, despite comparable training per-
formance. For the studied process, the findings highlight the importance of validation strategies
that reflect intended model use and demonstrate that modest, physically consistent hybridization
provides a robust and interpretable basis for operational decision support.

Keywords: Hybrid modeling, Pilot-scale, Crystallization, Data-driven, Neural network, Separation Processes

1. INTRODUCTION

Process models are widely used in chemical and bi-
ochemical engineering to support monitoring, prediction,
optimization, and operational decision making. Such
models are particularly useful in equilibrium-based sepa-
ration processes, as the evolution of interdependent
states can be difficult to predict. In real-time batch sep-
arations, models are not used to reconstruct historical
trajectories but to support time-sensitive decisions under
uncertainty, such as when to intervene or adjust opera-
tional parameters. In this context, a model’'s practical
value is determined not only by its average predictive ac-
curacy, but by its stability and reliability when operating
conditions deviate from those previously observed.

Mechanistic models provide a natural starting point
for such applications, as they encode mass and energy
balances and offer transparent extrapolation behavior.
However, mechanistic descriptions of pilot- and indus-
trial-scale equipment are often incomplete due to un-
modeled effects, uncertain parameters, and simplifying
assumptions [1]. Hybrid modeling approaches seek to
https://doi.org/10.69997/sct.144182
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address these limitations by augmenting mechanistic
models with data-driven components to improve predic-
tive performance.

Recent advances in machine learning have acceler-
ated interest in neural network-based (NN) hybrid mod-
els for batch separation processes, because they can
flexibly approximate complex discrepancies between
models and processes [2]. However, some hybrid model
structures can yield performance worse than baseline,
necessitating screening procedures to compare them [3].
Additionally, such methods must be applied carefully, as
NN-based models can overfit to training trajectories [4],
and it is a known challenge to ensure good extrapolation
[1, 2]. Poor screening and poor extrapolation perfor-
mance can lead to model failure when models are used
to predict future trajectories under operating conditions
that differ from those previously observed.

Whether such failure modes are revealed depends
on the validation strategy used during model develop-
ment. Conventional cross-validation approaches that use
validation data to guide hyperparameter selection are
well-suited when training and deployment data are
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Figure 1. Process and Instrumentation diagram for the pilot-scale batch crystallizer.
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drawn from similar distributions. However, when models
are intended for extrapolation, which is common in low-
data settings, these strategies may overestimate robust-
ness [5]. Reporting validation performance on data that
has influenced model selection leads to optimistic bias,
an issue highlighted by Varma and Simon (2006), who
showed that nested cross-validation is required to obtain
unbiased generalization estimates [5].

In batch process modelling, segmenting a batch for
both training and validation may yield a similar effect. To
address this, this work employs nested batchwise leave-
one-out cross-validation (NBLOOCV), in which entire
batches are withheld as independent test cases. This ex-
tends the nested cross-validation framework of Varma
and Simon to batch processes, ensuring that perfor-
mance metrics reflect a model’s generalization ability.

The objective of this study is to use a pilot-scale
evaporative crystallizer as a case study to examine how
different hybrid model structures behave under extrapo-
lation. Pilot-scale batch crystallization provides a con-
trolled yet industrially relevant setting in which operator
interventions, unmeasured disturbances, and limited
batch data jointly challenge model robustness. The work
investigates how linear, nonlinear, and neural network-
based correction terms interact with a mechanistic model
when evaluated using NBLOOCV, and how these interac-
tions affect trajectory prediction and downstream esti-
mates of crystallization onset.

By focusing on model behavior under extrapolation
rather than interpolation performance, this study aims to
clarify when increased model flexibility improves predic-
tive utility—and when it instead introduces instability that
undermines operational trust.

2. METHODOLOGY

At the Technical University of Denmark, a batch
Villumsen et al. /| LAPSE:2026.0335
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crystallizer is routinely used to crystallize citric acid in
water for educational purposes. A process and instru-
mentation diagram of this unit is shown in Figure 1. The
crystallization tank is equipped with a temperature,
weight, pressure, and conductivity sensor. The steam
supply is equipped with a pressure sensor.

For operation, an initial mass of 150-200 kg of ap-
proximately 50% w/w citric acid solution is added to the
crystallizer tank. A vacuum is pulled, reducing vessel
pressure to ~0.15 bar; steam at ~1-2 bar gauge is sup-
plied; and agitation is engaged to maximize evaporation
rate. These must be continuously adjusted by the opera-
tor due to foaming and overflow risks. Every 20 minutes,
samples are taken from the V28 valve, and titration is
used to determine the citric acid concentration. Evapora-
tion is continued until crystallization occurs, indicated by
a sharp decrease in conductivity. Agitation is stopped,
and crystallization is allowed to proceed, whereafter the
separation is considered complete.

This batch crystallization process is difficult to de-
scribe using simple mechanistic models alone. Evapora-
tion rates and heat transfer are affected by unmeasured
disturbances, operator interventions, and equipment-
specific effects, motivating the use of hybrid modelling.
The process exhibits substantial batch-to-batch variabil-
ity due to differences in initial conditions, steam and vac-
uum pressure profiles, and operator actions, resulting in
non-identical trajectories that closely resemble variability
observed in industrial batch operations. This setting is
therefore deliberately chosen to reflect conditions under
which hybrid models are most likely to be deployed in
practice, but also most vulnerable to failure if validation
is insufficient.

Data from seven batches of this operation were col-
lected. The batch operation was segmented into the
post-start-up operational phase. Using results from at-
line samples, the initial conditions were established as
1051



Table 1: Overview of mechanistic and hybrid model structures

Model Group
Mechanistic

Linear Correction
NN Correction
Structural

Full NN Term

Evaporation Rate Term

Tevap = kevap(fpoly(T) cXw — pvessel)
revap = fNN(T’ Xws Psteam> pvessel)

Fevap = kevap(p(sat)(T) c Xy — pvessel)
Fevap = ﬁin(T’ xw) . kevap(p(sat)(T) cXw — pvessel)
Fevap = fNN(T’ xw) : kevap(p(sat)(T) cXw — pvessel)

Heat Source Term

Qin = UA (Tyeam — T)

Qin = &in(T, Xy) - UA (Tyeam — T)
Qin = &xn(T, Xy) - UA (Tyeam — T)
Qin = UA (&poy(Psteam) — T)

Qin = &un(T X5 Psteam)

the temperature, mass, and citric acid concentration at
the time of the first sample. The time until crystallization
is between 45 and 90 minutes at this point.

2.1 Mechanistic Modelling

A mechanistic model for the evaporation rate, 7.y,
and temperature T, change can be expressed as,

dm

dar = Fevap = kevap(p(sat)(T) Xy — pvessel)9 ¢))
d_T _ Qin — Fevap * AI_Ivap (2)
dt — m-C, ’

where the evaporation rate depends on the differ-
ence between the liquid’s partial pressure, determined by
saturated vapor pressure p®9(T), and the molar water
fraction x,,, and the vessel pressure p,..., Scaled by an
empirical coefficient k,,,. The temperature change is
given by the heat input Q;, minus the energy required for
evaporation: r,, - AH,,,. An Antoine relationship is used
to determine the saturated vapor pressure, log p**(T) =
A+ B/(T — C) where A, B, and C are experimentally deter-
mined for a given solution. The heat balance is fitted us-
ing a linear driving force Q;, = UA (Tyeam — T), Where UA is
the overall heat transfer coefficient and T, is the steam
temperature, which may be determined from the meas-
ured steam pressure assuming saturated steam. Addi-
tionally, Egn. 1 may be augmented, replacing x,, by water
activity a,, to more accurately describe the observed re-
lationship of p®*9(T) and x,, in low water fraction solu-
tions. a,=1-ky, -(1- x,)°, where kq, is empirically
found.

Determining Crystallization Onset

To determine when crystallization will occur, the ex-
pected concentration of citric acid (CA) is continuously
calculated. The concentration of saturated anhydrous
citric acid in water as a function of temperature in °C has
been determined empirically by,

CCA, sat — 0.246 - T + 59.17, (3)

for temperatures greater than 40 °C. During operation,
crystallization is not observed at this saturated concen-
tration but instead requires a degree of supersaturation,
which is not known in advance and will be determined
from the data. In each fold, the training batches will be
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used to fit an offset to Eqn. 3, yielding the supersatura-
tion curve. This will be used to predict the time of crys-
tallization for the held-out batch.

2.2 Introducing Data-Driven Components

The mechanistic model will be augmented with
data-driven components to improve predictive perfor-
mance. An overview of the different structures is pre-
sented in Table 1, and includes:

= Correction models: the mechanistic model is
corrected using a learned multiplicative factor.
Both linear and NN-based correction factors are
tested.

= Feature learning: Antoine parameters and steam
pressure-temperature relationship are learned.

=  Full NN: the entire term is approximated by a NN.

Besides models shown in Table 1, additional mech-
anistic and corrective hybrid models were evaluated, in-
cluding models with:

= Aheatloss term: Qo = Qi — UA (T — 25°C)
= Antoine values for saturated citric acid solution [1]
=  Water activity substitute in Egn. 1.

These variants reflect increasing levels of physical
fidelity and parameter uncertainty.

2.3 Nested Batchwise Leave-one-out Cross-
Validation

To evaluate model performance under extrapolative
conditions, nested batchwise leave-one-out cross-vali-
dation (NBLOOCV) is employed. A schematic overview of
the procedure is shown in Figure 2. In NBLOOCV, one
complete batch is withheld as the outer-loop test set,
while all remaining batches are used for model training
and inner-loop validation. Hyperparameter tuning and
model selection are performed exclusively within the in-
ner loop, ensuring that the test batch remains fully inde-
pendent.

This validation structure reflects how hybrid models
are intended to be used in real-time batch operation. In
practice, a model structure and its associated hyperpa-
rameters are selected using historical batches, trained on
all available data, and then deployed to predict the tra-
jectory of a future batch. NBLOOCV mirrors this setting
by treating each batch as an indivisible unit and
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Figure 2. Schematic of the nested batchwise leave-one-out cross-validation (NBLOOCYV) for a case of five total

evaluating performance on a completely unseen batch.

Within each outer fold, the remaining batches are
further split using batchwise leave-one-out cross-valida-
tion in the inner loop. Here, one batch is used for valida-
tion, while the remaining batches are used for training;
this procedure is repeated for all available training
batches. The model structure and hyperparameters that
yield the best average inner-loop performance are se-
lected, retrained on all inner-loop batches, and evaluated
on the withheld outer-loop test batch. This yields an un-
biased estimate of performance on an independent
batch.

Because batch operating conditions can differ sub-
stantially, evaluation on a single held-out batch may pro-
duce high-variance estimates of generalization error.
NBLOOCV mitigates this by repeating the procedure
such that each batch serves once as the independent
test batch, after which performance metrics are aggre-
gated across outer folds. As more batches become avail-
able, the framework can be extended to leave-n-out
cross-validation to reduce computational cost while pre-
serving test-set independence.

NBLOOCYV is not required in all settings. When train-
ing and deployment data are drawn from similar operat-
ing regimes, conventional cross-validation provides
meaningful estimates of generalization error. However, in
low-data settings where future batches deviate from his-
torical trajectories, validation performance can substan-
tially overestimate robustness if the same data influence
both model selection and evaluation. This mirrors pilot-
and industrial-scale batch operations, where limited data
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and batch-to-batch variability make extrapolation una-
voidable.

By withholding entire batches in the outer loop,
NBLOOCV deliberately evaluates extrapolative predic-
tions. As a result, performance metrics obtained using
NBLOOCYV reflect a model's ability to generalize across
operating regimes, rather than its ability to interpolate
within previously observed batch trajectories.

2.4 Model Training

Model training is performed using a staged optimi-
zation strategy that promotes numerical stability and ef-
ficient convergence. Initially, time-differenced residual
minimization is performed on the mass and temperature
gradients to obtain initial parameter estimates. Next, a
Nelder-Mead optimization is performed using the full tra-
jectory and initial conditions to refine the parameter val-
ues and the correction term parameters.

For NN-based models, the training is instead per-
formed with gradient-based methods: Adam optimization
is used for 150 epochs with a learning rate of 2.5 - 103
and L-BFGS optimization for 25 epochs using a learning
rate of 1.0. Unified NN models were trained that jointly
predict both evaporation and heat input within a single
network, such that the functions f and g in Table 1 are
represented by one neural network. All model structures
were evaluated both with a learned component applied
to a single model term while retaining the baseline mech-
anistic term for the remaining term, and with learned
components applied to both terms.

Hyperparameter search was performed using a
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Figure 3. Example batches and the prediction of various hybrid models given the initial conditions.

Bayesian Tree-structured Parzen estimator optimizing
the number of hidden layers: {1, 2}, the number of neurons
per hidden layer: {2, 8}, and the weight decay: {1075,1072}.
The tanh activation function was used. The optimization
metric for Nelder-Mead and gradient-based methods

was /T2, + m2om, Where T, and m,,,, are the normal-

ized temperature and mass, respectively, based on the
approximate means of batches, 70 °C and 120 kg.

3. RESULTS & DISCUSSION

Table 2 shows the predictive performance of repre-
sentative models from each model class, evaluated using
NBLOOCYV. Training and outer-fold test losses are re-
ported.

The computational cost of NBLOOCV varies sub-
stantially across model classes. For example, the linear
correction models require on the order of 10 seconds per
outer fold, while NN correction and full NN models require
on the order of 10-30 minutes per outer fold. These costs
are not directly comparable because the linear correction
cost reflects a single training run, whereas NN costs in-
clude 10 iterations of inner-loop hyperparameter search.
With 7 outer folds, the full NBLOOCV procedure for NN-
based models takes on the order of 2-3 hours in total.

The mechanistic model using Antoine parameters
for water serves as a simple baseline. The mechanistic
model incorporating literature values for citric acid-water
and water activity already performs worse, indicating
that the Antoine parameters for pure water are more rep-
resentative of the observed dynamics.

The linear correction models performed best in
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cross-validation across all explored model types. The NN
correction models perform worse than the linear correc-
tion model but achieve lower average error than the
baseline, albeit with higher variance. The full NN models
perform worse again with even higher variance. The
worst-performing cross-validation models are feature
learning models, which perform notably worse than other
model types.

In Figure 3, three of the seven batches and their tra-
jectories predicted by select mechanistic and hybrid
models are shown. The trajectories are not presented as
evidence of strong absolute predictive accuracy, but to
illustrate how model structure governs extrapolative be-
havior. Qualitatively similar trajectories are predicted by
the mechanistic and corrected models for temperature,
where the linearly corrected model is typically closest to
the observed trajectories. The full NN-based models typ-
ically do not produce a qualitative match to the evolution
of temperature. All models predict a constant decrease in
mass, although some deviations are observed that none
of the models successfully predict. The relevant distinc-
tion is therefore not which model performs best in an ab-
solute sense, but that linear corrections fail in a physically
consistent manner while NN-based models can deviate
sharply and without physical justification.

3.1 Model Structure and Trajectory Fidelity

The strong performance of linearly corrected hybrid
models suggests that the underlying mechanistic model
already captures the dominant process dynamics, requir-
ing only modest adjustments to account for unmodeled
effects. This further implies that the discrepancy be-
tween the mechanistic model and the process exhibits a
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Table 2: Averaged R? and losses for the select models of all structures. The outer fold test reports a standard

deviation.

Model Type and Tunable Pa- Training Outer Fold Test

Description rameters R?[T/m] loss [- 1072] R*[T/m] loss [- 1072]
Mechanistic baseline 2 .17/.71 2.77 .13/.66 332 £1.01
Mech. Lit. with a,," 3 <0/.63 4.82 < 0/.61 3.42 £1.09
Linear Correction 6+2* .64/.89 1.85 .78/.80 1.88 +0.61
NN correction 8-5242% ** .71/.89 1.79 .54/.77 2.27 £1.96
Feature Learning 6+2* .43/.76 2.33 <0/<0 13.4 £+ 2.49
Full NN 12-52** .98/.97 1.20 .27/.73 291 £2.77

TUses the mechanistic model with water acitivty substituion and Antoine parameters for sautrated CA-water solution.
*Data-driven parameters + mechanistic parameters, **Span of parameters as a result of the per-fold hyperparameter running.

similar functional structure across operating regimes, re-
sulting in comparable training and cross-validation per-
formance.

In contrast, both the neural-network correction
model and the fully data-driven NN achieve lower training
error but substantially worse cross-validation perfor-
mance. Because batches differ in operating conditions
and trajectory evolution, held-out folds frequently require
extrapolation beyond the training regime. For NN-based
models, this leads to noticeable degradation in certain
batches, lowering outer-fold metrics and resulting in high
fold-to-fold variance. This implies that when extrapola-
tion is required, fully data-driven models lack structural
constraints to guide their behavior, increasing the likeli-
hood of large prediction errors.

More generally, nonlinear correction terms are not
constrained to preserve the functional relationships
learned during training when applied outside the data
range. As a result, corrections that improve fit within the
training regime may scale differently or alter their func-
tional behavior under extrapolation, leading to incon-
sistent interactions with the mechanistic model and de-
viations from physically plausible trends.

A similar effect is observed in feature-learning
model structures. Although polynomial regressions rep-
resent only a modest increase in complexity relative to
linear models, their behavior remains highly dependent
on the training data used to estimate coefficients. When
evaluated outside the training regime, small fitting devia-
tions can be amplified by nonlinearity. While these mod-
els are more constrained than neural networks, their em-
bedding within nonlinear relations—such as exponential
Antoine-type expressions—can still lead to large extrap-
olation error. Notably, the feature-learning model that
kept the mechanistic evaporation term and learned only
the heat input Q,, performed similarly to NN correction
models, indicating improved stability when learned com-
ponents are confined to well-conditioned substructures.

Taken together, these results show that NBLOOCV
effectively exposes extrapolation-induced failure modes
that remain hidden under conventional validation strate-
gies. These failures are consistent with a low-data, high-
variability batch setting, in which flexible models are
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insufficiently constrained during extrapolation.

3.2 Predicting Crystallization Onset

Having established how model structure influences
extrapolative robustness, crystallization onset prediction
is used here as a downstream test of trajectory reliability,
rather than as a standalone modeling objective. Using the
linearly corrected hybrid model, a mean supersaturation
offset of 3.8% w/w beyond the saturation curve was es-
timated from training batches and applied to predict
crystallization onset in held-out batches. For all but one
batch, the onset was predicted within 10 minutes (ap-
proximately 16% relative error). One batch (Figures 3e
and 3f) exhibited delayed crystallization at lower temper-
atures, suggesting that the assumed supersaturation off-
set is invalid at low temperatures.

The purely mechanistic model achieved comparable
accuracy (RMSE 8.6 min versus 6.7 min for the linear hy-
brid), indicating that the dominant process dynamics are
already captured mechanistically. The hybrid model’s ad-
vantage lies primarily in more consistent trajectory pre-
diction across batches. The results show that when tra-
jectory prediction is robust across batches—as enforced
by NBLOOCV—simple hybrid corrections can translate
into modest but reliable improvements in event timing.

3.3 Practical Considerations for Hybrid Model
Design

The appropriate design of a hybrid model is inher-
ently tied to its intended use. In real-time batch-process
applications, models should support time-sensitive oper-
ational decisions under uncertainty. In this context, relia-
bility, stability across operating regimes, and predictable
failure modes are often more important than minimizing
average prediction error.

The results of this study illustrate how these consid-
erations directly influence hybrid model design. Hybrid
models employing simple, structurally consistent correc-
tion terms modify mechanistic behavior in a predictable
manner and therefore exhibit stable extrapolative behav-
ior across varying batch conditions. This stability is es-
sential when models are used during operation rather
than for retrospective analysis. In contrast, hybrid models

1055



incorporating nonlinear correction terms or fully data-
driven components exhibit regime-dependent behavior,
as reflected in poorer, more variable performance across
NBLOOCYV outer folds. While such models may perform
well under specific conditions, their responses outside
the training regime are less constrained, increasing the
risk of misleading predictions when operators rely on the
model most.

Models that occasionally produce large, unexpected
errors can undermine trust and limit adoption, even when
average performance appears strong. In contrast, mod-
els whose behavior aligns with physical intuition are eas-
ier to validate and act upon. The linearly corrected hybrid
models evaluated here exemplify this trade-off, yielding
reliable improvements over the mechanistic baseline
without introducing unstable extrapolation.

Finally, the remaining limits in predictive accuracy
indicate that not all errors should be addressed by in-
creasing model complexity. Batch-to-batch variations in
evaporation behavior and variability in crystallization on-
set reflect unmeasured disturbances and intrinsic pro-
cess variability that cannot be resolved from available
data. In such cases, increasing model complexity risks
degrading robustness. For real-time applications, these
uncertainties may be addressed more naturally through
adaptive techniques or by communicating predictions as
ranges rather than as point estimates.

Although demonstrated on a single crystallizer, the
findings are expected to generalize to other batch sepa-
ration processes characterized by limited data and
batch-to-batch variability, such as chromatographic sep-
aration. In these settings, the same tension between flex-
ibility and extrapolative robustness arises, and the case
for modest, physically consistent hybridization is similarly
desired.

4. CONCLUSION

This study examined how the validation strategy in-
fluences the selection of hybrid model structures in a
case-study pilot-scale crystallizer. Nested batchwise
leave-one-out cross-validation (NBLOOCV) was used to
test extrapolation across batch trajectories. Here, hybrid
models with simple linear correction terms consistently
outperformed neural network-based models, which ex-
hibited unstable behavior despite strong training perfor-
mance. These results demonstrate that increased model
flexibility does not guarantee improved predictive power
when extrapolating.

The findings indicate that the hybrid model struc-
ture should be selected based on the intended opera-
tional use, particularly whether extrapolation across
batches is required. For real-time applications, models
must behave predictably when conditions deviate from
historical data. NBLOOCV provides a practical
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mechanism for identifying extrapolation-induced failure
modes during hybrid model selection. In the case studied,
simple, linear hybrid corrections provide a robust foun-
dation for operational decision support.
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