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ABSTRACT 
Rapid, sustainable redesign of large functional molecules demands efficient exploration of vast 
chemical spaces. Chemical language models (CLMs), especially transformers, can learn long-
range structure-property relationships and enable fast candidate generation after training. How-
ever, inverse molecular design is ill-posed – many structures can meet the same target – and con-
ditioned generation often decodes to invalid or off-spec molecules. To address this challenge, we 
propose a CLM-based inverse design framework that optimises latent representations toward tar-
get properties and explicitly evaluates round-trip fidelity, i.e., whether decoded candidates remain 
on-target after decoding and forward re-evaluation. To improve reliability, we introduce post-de-
coding beam re-ranking using round-trip consistency and a predictor-guided minimal-edit repair 
step that corrects invalid near-misses while preserving closeness to the target property. We 
demonstrate the approach on surfactant critical micelle concentration (CMC) design, benchmark-
ing existing large pretrained CLMs against our lightweight domain-trained CLM. The framework 
produces a high proportion of valid and diverse molecules (~90%) while maintaining target prop-
erty error near 1%. Moreover, atom-level saliency analysis confirms that the generated structures 
follow established surfactant design rules, supporting interpretable structure–property control. 
Overall, the framework provides an efficient and broadly applicable solution to reliable inverse 
design of novel functional molecules. 
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1. INTRODUCTION 
Across home and personal care, food, and speciality 

chemicals, many formulation industries face a portfolio-
level redesign challenge driven by sustainability targets 
and tighter timelines [1]. Large fractions of core ingredi-
ent families – including surfactants – must be updated 
while preserving cost and performance. Yet developing 
new functional molecules remains slow and expensive: 
synthesis-test-validate cycles are labour-intensive, and 
even high-throughput workflows remain constrained by 
synthesis, characterisation, and safety testing [2]. Virtual 
screening can prioritise candidates, but for large, flexible 
amphiphiles, simple descriptor filters can be weakly in-
formative while high-fidelity simulation becomes compu-
tationally intractable at scale [3]. This motivates tools 
that rapidly propose a small, diverse set of chemically 
valid, on-target candidates for portfolio-scale redesign. 

Machine learning offers a route to accelerate both 
property prediction and molecular generation. In this 
work we use SMILES strings, which represent molecules 
as compact token sequences compatible with modern 
sequence models [4]. For the forward task, structure-
property prediction is commonly addressed using de-
scriptor/fingerprint-based regressors, kernel methods, 
graph neural networks, and other supervised deep learn-
ing models [5]. The reverse task – finding structures that 
meet target properties – is ill-posed: many distinct mole-
cules can satisfy the same specification. Existing inverse-
design approaches include brute-force screening, 
Bayesian optimisation over enumerated libraries and 
evolutionary-inspired mutations to strings or graphs [6, 
7] but maintaining validity and reliable property control 
remains challenging over large combinatorial spaces. 

To overcome these limitations, a more scalable ap-
proach is latent-space optimisation, where embeddings 
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represent molecules. A differentiable model learns to 
map the embeddings to the properties, and gradients are 
used to steer the embeddings toward the target property 
[8]. Autoregressive decoding generates a candidate to-
ken-by-token, each token conditioned on the previously 
generated tokens and the conditioning signal – a prompt 
or latent embedding – while beam search maintains the 
top-scoring partial sequences until an end-of-sequence 
token is produced. Sequence models, such as recurrent 
neural networks (RNNs) [9] and long short-term memory 
(LSTM) [10] networks, have been effective in de novo 
drug and organic molecule design. Transformers model 
long-range interactions via self-attention, which is valu-
able for large molecules whose properties depend on dis-
tributed motifs (e.g., head-tail interactions), and benefit 
from large-scale pretraining on unlabelled molecular 
structure corpora [11]. Chemical language transformers 
have been used in crystal property prediction [12], small-
molecule inverse design and property prediction [13], 
and polymer inverse design and property prediction [14]. 
For surfactants, however, systematic transformer-based 
inverse design remains comparatively underexplored: re-
cent studies use reinforcement learning [15] for inverse 
surfactant design and foundation models for phase-dia-
gram prediction [16]. Overall, best practices for trans-
former-driven large-molecule inverse design remains an 
open area of research. 

Most importantly, when a generator is conditioned – 
via a prompt or latent embedding – to meet a specified 
target, candidates must still satisfy the target after de-
coding and re-evaluation with the forward property pre-
dictor. Therefore, a core contribution of this research is 
to formalise and quantify this requirement as the round-
trip fidelity. This behaviour is seldom reported in inverse-
design studies [6] yet is critical for practical adoption, or 
else there is a risk of wasting experimental validation 
later. Accordingly, this work formalises, diagnoses, and 
mitigates round-trip fidelity failures for surfactant inverse 
design. We introduce two control strategies: (1) post-de-
coding re-ranking of beam candidates using round-trip 
consistency, and (2) predictor-guided minimal-edit repair 
that converts invalid near-miss SMILES into valid mole-
cules while preserving property fidelity. We demonstrate 
the approach on a surfactant critical micelle concentra-
tion (CMC) design case study, benchmarking pretrained 
chemical language models and a lightweight domain-
trained CLM, analysing novelty/diversity and atom-level 
saliency consistency with established surfactant struc-
ture–property design rules. 

The remainder of this paper is organised as follows: 
Section 2 presents the model, latent optimisation, round-
trip metrics, re-ranking, and repair; Section 3 describes 
the dataset and CMC case study; Section 4 reports the 
results; and Section 5 concludes with future directions. 

2. METHODOLOGY 
We first outline the backbone of our framework. A 

transformer-based encoder-decoder model was imple-
mented with a property regressor to enable inverse mo-
lecular design. The encoder maps discrete molecular 
structures, represented as tokenised SMILES strings, to 
a continuous embedding space. A regressor maps this 
embedding to the molecular properties of interest, and 
the decoder reconstructs SMILES from the embeddings. 
Inverse design is performed by optimising over the latent 
embedding space to match the target property, decoding 
the optimised embedding to candidate SMILES, then ap-
plying round-trip validation, re-ranking, validity screen-
ing, and minimal-edit repair to improve reliability. 

2.1. Constructing the Chemical Language 
Transformer Model 

Building on this, our encoder-decoder transformer 
model was constructed for molecular representation and 
generation, trained from scratch on a large, unlabelled, 
augmented domain-specific dataset of molecule struc-
tures. The HuggingFace [17] EncoderDecoderModel 
class was used to build and manage the transformer ar-
chitecture, enabling integration of our tokenisers, em-
bedding layers, and downstream decoding pipelines.  

SMILES strings are tokenised using byte-pair en-
coding trained on a large surfactant-like corpus (Section 
3) to capture repeated chemical motifs and shorten se-
quences for long amphiphiles. Sequences are pad-
ded/truncated to a maximum length of 128. The model 
architecture consisted of two transformer stacks: a 2-
layer encoder and a 2-layer decoder, each with 2 atten-
tion heads and an embedding size of 32. The number of 
transformer stacks (i.e., 8, 4, 2) and the embedding size 
(i.e., 128, 64, 32) were reduced until an elbow point was 
observed in SMILES reconstruction accuracy.  

2.2. Property Regressor and Multitask Model 
Structure 

Within this architecture, the encoder produces a 
contextual embedding that captures general chemical 
syntax, motifs and patterns. As illustrated in Figure 1, this 
shared representation then feeds the two heads of the 
multitask model structure: a decoder for SMILES recon-
struction and a regressor that maps the embedding to the 
molecular properties of interest.  

Let 𝒁𝒁 ∈ ℝ�×� denote the encoder output (contextual 
token embeddings). To predict the property of interest, 𝒁𝒁 
is flattened to a vector 𝒛𝒛 ∈ ℝ�⋅�, concatenated with any 
relevant covariate conditions 𝒄𝒄 (e.g., temperature) and 
then passed to a differentiable regressor 𝑟𝑟([𝒛𝒛; 𝒄𝒄]) ↦ 𝑦𝑦.̂ In 
this work, we use a linear regressor, while partial least 
squares (PLS) will later be used for compression and 
manifold-based optimisation (Section 2.6). 
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Figure 1. Multitask transformer architecture: a SMILES is 
encoded as an embedding that is then reconstructed or 
used to predict the molecular property under a covariate. 

2.3. Transformer Pretraining and Multitask 
Finetuning 

Training proceeded in two stages. The encoder–de-
coder was first pretrained on the large unlabelled surfac-
tant-like corpus for SMILES reconstruction. It was then 
finetuned on a smaller labelled dataset using a multitask 
loss combining reconstruction and regression: 

ℒtotal = ℒrecon + 𝜆𝜆reg ⋅ ℒreg  (1) 

Where ℒrecon is the cross-entropy loss between the 
predicted and ground-truth SMILES tokens, and ℒreg =
(𝒚𝒚 − 𝒚𝒚)̂2 is the mean squared error between the pre-
dicted, 𝒚𝒚,̂ and true property, 𝒚𝒚, values, and 𝜆𝜆reg = 1 is a 
weighting coefficient. Pretraining (~28 hours) and fine-
tuning (~30 minutes) were performed on V100 (20 GB) 
and RTX 4060 (8 GB) GPUs, respectively. 

2.4. Inverse Design via Latent Embedding 
Optimisation 

Once the transformer-regressor was trained, we 
then performed inverse molecular design by optimising in 
the continuous embedding space to identify candidate 
molecules with a desired target property, as illustrated in 
Figure 2. Given a target value 𝑦𝑦target, inverse design seeks 
an embedding, 𝒁𝒁 ∈ ℝ�×�, whose predicted property 
matches the target, 𝑦𝑦target ≈ 𝑟𝑟([𝒛𝒛; 𝒄𝒄]), as shown in Eqn. 2a. 
We use gradient-based optimisation and encourage di-
versity using a swarm of candidates {𝒁𝒁(�)} optimised in 
parallel. Two penalties, 𝑃𝑃(𝒛𝒛), defined in Eqn. 2b were 
added to the total loss: (i) a quadratic repulsion term and 
(ii) a penalty on a point’s squared Mahalanobis distance, 
𝐷𝐷�, [18], to the centre of the training dataset distribution.  

ℒ(�) = �𝑟𝑟([𝒄𝒄; 𝒛𝒛])− 𝑦𝑦target�
2 + 𝑃𝑃(𝒛𝒛) (2𝑎𝑎) 

𝑃𝑃(𝒛𝒛) = 𝜆𝜆1 � ‖
‖𝒛𝒛(�) − 𝒛𝒛(�)

‖
‖
2

2 

�≠�
+ 𝜆𝜆2𝐷𝐷��𝒛𝒛(�), 𝒛𝒛̅� (2𝑏𝑏) 

𝐷𝐷�(𝒛𝒛, 𝒛𝒛̅) = (𝒛𝒛 − 𝒛𝒛̅)T𝚺𝚺−1(𝒛𝒛 − 𝒛𝒛̅) (2𝑐𝑐) 

The squared Mahalanobis distance, 𝐷𝐷�, is defined in 
Eqn. 2c, where 𝚺𝚺 ∈ ℝ�⋅�×�⋅� is the covariance matrix, and 
𝒛𝒛̅ ∈ ℝ�⋅� is the mean flattened embedding over the train-
ing dataset. Pairwise quadratic repulsion spreads swarm 
members apart regardless of direction, discouraging col-
lapse to a single solution. Mahalanobis distance is distri-
bution-aware, pulling designs toward chemically plausi-
ble regions of the embedding space supported by the 
training dataset, accounting for anisotropy and corre-
lated dimensions. 

 
Figure 2. Inverse-design workflow: optimise over a 
learned property surface, 𝑟𝑟(𝒛𝒛; 𝒄𝒄), toward the target, 
decode to SMILES, re-rank by round-trip error, and repair 
invalid near-misses. 

2.5. Round-Trip Consistency Metric 
After optimisation, each candidate embedding is 

decoded to SMILES. Because decoding may not preserve 
the intended latent state, we perform a round-trip check: 
for each optimised embedding, 𝒁𝒁∗, we (1) decode 𝒁𝒁∗ to 
generate a SMILES string 𝒔𝒔, (2) re-encode 𝒔𝒔 using the en-
coder to obtain the round-trip optimised embedding, 𝒁𝒁rt∗ , 
and then (3) flatten both embeddings and predict their 
properties using the regressor: 𝑦𝑦∗̂ = 𝑟𝑟([𝒛𝒛∗; 𝒄𝒄]), 𝑦𝑦r̂t∗ =
𝑟𝑟([𝒛𝒛rt∗ ; 𝒄𝒄]). Two consistency metrics were defined. The first 
was the round-trip MAPE between 𝑦𝑦r̂t∗  and 𝑦𝑦target, quanti-
fying how well the decoded molecule retained the de-
sired property. To quantify how much the decoder per-
turbed the embedding representation, the second was 
the percentage Euclidean distance (PED) between 𝒁𝒁∗ and 
𝒁𝒁rt∗ , defined in Eqn. 3. A high PED signals structural incon-
sistency introduced during decoding. 

PED = 100 ×
‖𝒁𝒁∗ − 𝒁𝒁rt∗ ‖2
‖𝒁𝒁∗‖2

(3) 

To reduce decoding sensitivity, we use beam search 
to generate multiple candidates and re-rank candidates 
using round-trip consistency, selecting low-drift and/or 
low-error candidates, as reported in Section 4. 
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2.6. Latent-Manifold Optimisation 
We perform inverse design in a latent space that 

captures the dominant directions of variation relevant to 
the target property. This was achieved by projecting the 
full embedding into a low-dimensional manifold and opti-
mising within this space. To learn a suitable manifold, 
partial least squares (PLS) regression was fitted on the 
flattened embedding vectors, 𝒛𝒛 ∈ ℝ�⋅�, and the target 
property, 𝑦𝑦. This yields the linear projection in Eqn. 4a, 
with rotations 𝐑𝐑 ∈ ℝ�⋅�×�, loadings 𝐏𝐏 ∈ ℝ�⋅�×�, and scores 
𝒕𝒕 ∈ ℝ�, such that 𝒕𝒕 lies in a 𝑘𝑘-dimensional subspace 
aligned with property-relevant variation. We reduced 𝑘𝑘 
until an elbow point in SMILES reconstruction and prop-
erty prediction accuracy was observed. A linear head was 
then fitted on the scores concatenated with the covariate 
condition, as shown in Eqn. 4b. 

𝒕𝒕 = (𝒛𝒛 − 𝒛𝒛̅)𝐑𝐑 (4𝑎𝑎) 

𝑦𝑦̂ = 𝑟𝑟([𝒕𝒕; 𝒄𝒄]) (4𝑏𝑏) 

At inverse design time, 𝒄𝒄 was fixed and 𝒕𝒕 ∈ ℝ� was 
optimised subject to the property loss and penalty terms 
described before (e.g., swarm repulsion and distribution-
aware tether), now in the latent score space. Afterwards, 
the optimised scores were then mapped back to a flat-
tened embedding vector using Eqn. 5, reshaped back to 
a matrix and decoded to SMILES. 

𝒛𝒛∗ = 𝒛𝒛̅ + 𝒕𝒕∗𝐏𝐏T (5) 

To improve reconstruction fidelity, the multitask 
transformer can optionally be finetuned on the manifold-
projected embeddings to better align the decoder with 
the subspace geometry. 

2.7. Predictor-Guided Minimal-Edit Repair 
Invalid SMILES are handled with a lightweight repair 

step. We first apply simple deterministic normalisations 
(e.g., minor punctuation/bracket fixes) and test validity 
with RDKit sanitisation. If still invalid, we perform a 
bounded search over minimal token edits (prioritising 
punctuation-like tokens commonly responsible for 
SMILES failures, expanding to atom tokens only if 
needed). Valid repaired candidates are scored by prox-
imity to 𝑦𝑦target and the closest candidate is returned. 

3. SURFACTANT CASE STUDY AND 
DATASET PREPARATION 

We evaluated the framework on surfactant critical 
micelle concentration (CMC) design – a nonlinear, emer-
gent property influenced by both molecular structure and 
environmental conditions such as temperature. 

The labelled dataset contains 965 surfactant 
SMILES with experimentally measured CMC values and 
temperatures [19]. CMC (mM) is log-transformed, and 
the dataset is split into train/validation/test = 70/15/15. 

To construct a domain-relevant pretraining corpus, each 
labelled surfactant was augmented with structurally sim-
ilar molecules retrieved from PubChem [20] using a Tan-
imoto fingerprint similarity threshold of 0.60 yielding >15 
million unique valid SMILES. All SMILES were sanitised 
and canonicalised using RDKit to remove invalid struc-
tures and duplicates. A BPE tokeniser was trained on this 
augmented corpus to compress frequent motifs (e.g., 
headgroups and alkyl segments), improving sequence 
efficiency for long amphiphiles. 

4. RESULTS AND DISCUSSION 
4.1. Property Prediction and Reconstruction 
Performance 

Table 1. Comparison transformer models’ performance. 

Model Param-
eters 
(mil-
lion) 

Train 
R² 

Test  
R² 

Recon-
struc-
tion 
Simi-
larity  

ChemBERTa    - 
SMI-TED     % 
MolT     % 
Our CLM    % 

 
Figure 3. Predicted vs experimental log10 CMC. Shaded 
band marks ±0.5 log10 CMC with 82.5% and 74.1% of the 
training and testing points falling within this tolerance. 

We first verified that the models used in the inverse-
design loop provide (1) sufficient CMC prediction accu-
racy and (2) adequate encode–decode reconstruction, 
since round-trip evaluation depends on decoding candi-
dates and re-evaluating them. Table 1 compares three 
pretrained chemical language models (ChemBERTa [11], 
SMI-TED [21], MolT5 [22]) to our CLM trained on an aug-
mented surfactant dataset. Across models, property pre-
diction test performance is similar (R² ≈ 0.80–0.83), but 
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reconstruction is weaker for the pretrained models (80–
84% exact matches) than for our CLM (89%), consistent 
with domain mismatch on long, motif-rich surfactant 
SMILES. Despite being much smaller (0.43M parame-
ters), our CLM provides adequate accuracy. Figure 3 il-
lustrates the train/test parity using our CLM where 74.1% 
of test points fall within ±0.5 log10 CMC, meeting typical 
industrial screening tolerances. Therefore, henceforth, 
we will use our CLM. 

4.2. Diagnosing and Mitigating Round-Trip 
Inconsistencies 

We evaluated inverse design on 50 target log10 CMC 
values evenly spaced from −2 to +2 at 25 °C. For each 
target, we optimise a latent embedding to match the tar-
get under the forward regressor, decode to SMILES, and 
re-evaluate the decoded molecule. A consistent failure 
mode emerged: embeddings could be optimised to 
match the target, yet decoded molecules were often off-
target. To diagnose the cause, we calculated embedding 
drift as defined in Eqn. 3. Figure 4 shows drift occurs pri-
marily on the first decode–re-encode (e.g., PED ≈ 33% 
after round-trip 1, falling to ~0% by round-trip 3), con-
sistent with greedy decoding “snapping” to a nearby 
high-probability molecule that is stable under subse-
quent round-trips but not the intended latent optimum. 

 
Figure 4. Impact of beam width on round-trip embedding 
stability, where PED is percentage Euclidian distance. 

To mitigate snapping, we use beam search and a 
post-decoding re-ranking step: generate candidates 
(beam widths 1, 5, 100), re-encode each, and select the 
candidate with the smallest PED. Re-ranking improves 
both fidelity and stability: at beam width 100, average 
round-trip MAPE decreases from 20% to 5.1% and PED 
decreases from 29% to 7.1%. With re-ranking in place, de-
coder fine-tuning further improves round-trip fidelity 
(MAPE 5.1% → 0.7%), showing that round-trip accuracy – 
rarely reported in prior work – is crucial to ensure that the 
designed molecules reflect the optimisation objectives.  

4.3. Molecular Structure Validity 
SMILES validity remains a bottleneck: many near-

target candidates are invalid due to small 

syntactic/chemical errors. Table 2 summarises the fidel-
ity–validity trade-off under three post-processing strate-
gies applied after decoding. 

Table 2. Effect of validity filtering and SMILES repair on 
the round-trip target error. 

 Round-Trip 
MAPE (%) 

SMILES  
Validity (%) 

No Post-Processing  % 
With Validity Filtering % % 
Property-Guided Repair % % 

Beam-decoded candidates were initially selected by 
target property error – this is reported as the no post-
processing result in Table 2 – yielding low error (MAPE 
0.7%) but very low validity (6%). Instead, from each beam 
of decoded sequences, we retained only chemically valid 
SMILES (i.e., via RDKit sanitisation). Within this valid sub-
set, we selected the molecule with the lowest round-trip 
drift relative to the optimised embedding. This increased 
validity to 14% but introduced a trade-off: the reduced 
candidate pool inflated target property deviation, with 
round-trip MAPE rising from 0.7% to 56%. This highlights 
a tension between enforcing strict validity and maintain-
ing property fidelity; ideally, validity should be enforced 
during decoding, or by using less aggressive sanitisation 
techniques. We addressed this with predictor-guided 
minimal-edit repair: invalid near-misses are minimally ed-
ited to restore validity, then re-ranked by round-trip drift, 
recovering ~84% of invalid outputs and achieving 90% 
validity with a round-trip MAPE of 1.1%. 

4.4. Property Trends and Design 
Interpretability 

We finally check that the designed molecules are 
chemically plausible and interpretable. Figure 5 shows 
representative designs across the target range, paired 
with nearest neighbours from the training set. No exact 
matches to the training set were observed; average near-
est-neighbour Tanimoto similarity was 0.31, and adja-
cent-target designs remain diverse (average Tanimoto 
0.20). To our knowledge, all of the generated surfactants 
were entirely novel. The generated molecules follow es-
tablished surfactant trends: molecules generated under 
lower CMC targets favour longer hydrophobic tails, while 
molecules generated under higher CMC targets favoured 
shorter tails and more polar/ionic headgroups (e.g., 
amines, ammonium salts, carboxylates) [23].  

It is essential to understand why a model makes a 
specific prediction and which substructures influence the 
property of interest. To this end, gradient-based atom-
level saliency [24] was carried out in this work. The sali-
ency scores are visualised in Figure 5, where atoms with 
score > 0 that locally increase 𝑦𝑦 ̂ are shaded red, while 
atoms with score < 0 that locally decrease 𝑦𝑦 ̂are shaded 
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blue. Saliency agrees with existing surfactant design 
rules: hydrophobic alkyl tails decrease CMC (blue), while 
polar/ionic headgroups increase CMC (red) [23]. Branch-
ing/heteroatoms in the tail tend to raise CMC, while linker 
effects (ethers/esters) are modest and context depend-
ent. Furthermore, these saliency motifs align between 
designed and nearest-neighbour structures (e.g., the 
same headgroup and the same tail segments receive 
similar signs), reinforcing that the model has learned 
chemically meaningful structure-property relationships.  

 
Figure 5. Representative generated surfactants across 
the target log10 CMC range (left) paired with nearest 
training-set analogues by Tanimoto similarity (right). 
Bonds/atoms are coloured by attribution to predicted 
CMC (blue: decreases CMC; red: increases CMC; 
intensity: magnitude). 

5. CONCLUSION 
In this work, we presented a transformer-based 

chemical language model (CLM) workflow for inverse de-
sign that optimises latent embeddings toward a target 
property under round-trip fidelity, i.e., that decoded can-
didates remain on-target after decoding and forward 

evaluation. Reliability is substantially improved by two 
control strategies: post-decoding re-ranking to reduce 
decoding-induced drift, and predictor-guided minimal-
edit repair to convert invalid near-misses into valid mole-
cules while preserving property fidelity. On a surfactant 
CMC design task, re-ranking reduced round-trip error to 
<1%, and repair increased SMILES validity to ~90% while 
keeping property error near ~1%. 

Using 15M surfactant-like PubChem SMILES for pre-
training, our lightweight CLM achieved test R² = 0.80 with 
strong reconstruction despite being orders of magnitude 
smaller than foundation CLMs (0.43M vs. 289M parame-
ters). Saliency analysis produced chemically meaningful 
attributions consistent with surfactant design trends, 
supporting that the model captures interpretable struc-
ture–property relationships. Future work will extend the 
framework to multi-objective design and broader chemi-
cal classes and will integrate synthesisability constraints 
more explicitly. A key open question is where constraints 
should be imposed for best reliability: via constrained de-
coding or after decoding (re-ranking and repair). 
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