Original Research Article
Peer Reviewed Conference Proceeding

ESCAPE 36 - European Symposium on Computer Aided Process Engineering

Sheffield, UK. 21-24 June 2026

An in silico/in vitro approach for uncertainty-aware hybrid
models for template-induced protein crystallisation

systems

Daniele Pessina®, Jerry Y. Y. Heng’®, and Maria M. Papathanasiou®*

@ Sargent Centre for Process Systems Engineering, Imperial College London, SW7 2AZ, United Kingdom
b Department of Chemical Engineering, Imperial College London, SW7 2AZ, United Kingdom
¢ Institute of Molecular Science, Department of Chemical Engineering, Imperial College London, SW7 2AZ, United Kingdom

* Corresponding Author: maria.papathanasioull@imperial.ac.uk

ABSTRACT

Crystallisation is a promising and scalable alternative to chromatography for biologics purification.
However biologics such as proteins and peptides often crystallise only in narrow operating win-
dows, limiting process flexibility. Template-induced crystallisation can lower supersaturation re-
quirements and expand feasible operating ranges, yet the template dependence of nucleation and
growth kinetics remains difficult to parametrise mechanistically. To address this, we develop and
experimentally validate uncertainty-aware hybrid models for lysozyme crystallisation on hydroxyl-
and carboxyl-functionalised silica templates. A mechanistic population-balance model is coupled
to a data-driven regressor that maps operating conditions and template variables to effective nu-
cleation and growth rates. We compare a neural network baseline against a structured neural
power-law surrogate, which embeds a supersaturation-dependent power-law form. Both hybrid
models are trained in-the-loop via differentiable simulation, and variational inference is used to
obtain posterior parameter distributions and calibrated predictive uncertainty. Across cross-vali-
dation and off-grid tests at previously unseen combinations of temperature and template loading,
the hybrid models accurately reproduce solute concentration dynamics and capture key particle-
size trends, while the neural power-law surrogate provides improved robustness and faster un-
certainty quantification. These results support hybrid, uncertainty-aware PBMs as practical tools
for prediction, design-space exploration, and comparison of template-enabled protein crystallisa-
tion processes.
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INTRODUCTION

Crystallisation is emerging as a viable downstream
alternative to chromatography for the purification and
formulation of biologics-based therapeutics. As demand
for protein- and peptide-based drugs continues to in-
crease, improvements in upstream productivity have
shifted the bottleneck to the purification train where con-
ventional chromatographic steps are capital- and mate-
rial-intensive and can be challenging to scale. In contrast,
crystallisation produces a highly pure, easily filterable
solid form of the active pharmaceutical ingredient with
favourable stability, storage and handling characteristics,
and is inherently well suited to scale-up and continuous
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processing [1]. Yet despite its extensive use for small-
molecule APIs, translating crystallisation into a robust, in-
dustrially relevant unit operation for macromolecules re-
mains difficult, and largely empirical due to the complex-
ity of protein crystallisation, resulting in poor control of
the process and its’ quality attributes [2].

To overcome such limitations and widen the condi-
tions at which crystallisation occurs, template-assisted
crystallisation has attracted growing interest. In tem-
plated systems, a finely dispersed solid phase, such as a
porous or nanostructured material with tailored surface
chemistry, is introduced into the solution to promote nu-
cleation. Experimental studies have shown that varying
template loading, pore structure and surface
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functionalisation can lower the supersaturation required
for nucleation, shift metastable zone boundaries and im-
prove control over crystal size and habit for both small
molecules and biologics [3-6]. In the context of protein
crystallisation, such templates offer a route to mitigate
the harsh supersaturation conditions and long induction
times often required to obtain crystals, and introduce the
possibility of designing more flexible, template-enabled
crystallisation processes for biologics. However, these
benefits come at the cost of additional complexity: the
nucleation behaviour now depends on a richer set of pro-
cess and material descriptors, including template load-
ing, surface charge, chemistry, pore architecture, and
their coupling with solution conditions such as pH, buffer
and precipitant concentration.

Mechanistic population balance models (PBMs) pro-
vide a powerful tool to describe crystallisation, combining
mass and energy balances with kinetic expressions for
nucleation, growth, aggregation and breakage. They can
be used to rationalise experimental trends, perform in-
silico process development, and support scale-up and
control of both small-molecule and protein crystallisers
[7]. In conventional applications, nucleation and growth
rates are described with a relatively small number of pa-
rameters using, for example, classical nucleation theory
and empirical power-law kinetics. These expressions,
while still imperfect, are often sufficient to capture the
behaviour of unseeded or seeded cooling and anti-sol-
vent crystallisations under well-characterised conditions.
For template-induced systems, the effective nucleation
mechanism involves a combination of adsorption, con-
finement, local changes in supersaturation and poten-
tially intermediate dense-liquid or amorphous phases, all
strongly modulated by template morphology and surface
chemistry [4]. The unique, condition-dependent nature
of protein crystallization means that static kinetic expres-
sions can lack the flexibility to describe different tem-
plated systems. Since a unified framework for these in-
teractions has yet to be established, there is no assur-
ance that a model structure identified for one process will
hold for another. This lack of transferability necessitates
a more robust modeling approach that can internalize
these dependencies without requiring a complete mech-
anistic rebuild for every new template loading or chemis-
try.

The core challenge is therefore the explicit para-
metrisation of the kinetics in terms of experimentally tun-
able template variables. For each new combination of
template material, surface functionalisation and loading,
one would, in principle, need to postulate a new kinetic
expression, re-estimate kinetic parameters and re-as-
sess identifiability and uncertainty. In practice, the scar-
city and noise of protein crystallisation data, the stiffness
and non-linearity of PBMs, and the lack of a clear mech-
anistic consensus on template-induced nucleation make
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this programme difficult to sustain. Mismatch between
the assumed kinetic law and the true, template-depend-
ent behaviour can yield models that appear to fit calibra-
tion data but fail to generalise to new template loadings
or process conditions, undermining their usefulness for
process design and risk assessment.

HYBRID MODELLING

Hybrid modelling offers an attractive route to over-
come the obstacles of repeated parametrisation and un-
certainty quantification for each unique template chem-
istry and loading. In a hybrid formulation, a data-driven
regressor is embedded directly within the mechanistic
PBM to predict effective kinetic rates from the current
process state and operating variables, while the popula-
tion balance and mass balance equations continue to en-
force conservation and encode the underlying physics.
Rather than writing down an explicit expression for the
nucleation rate as a function of supersaturation and tem-
plate loading, we instead learn this relationship from data
using a flexible model class. This architecture is particu-
larly appealing for template-induced protein crystallisa-
tion, where relevant inputs naturally include both solution
variables (e.g., temperature, current protein concentra-
tion) and template descriptors (e.g., loading). The model
can possibly be augmented with further process varia-
bles (buffer and precipitant conditions, average pore di-
ameter, zeta potential, surface functional group) which
might be difficult to integrate in an explicit kinetic expres-
sion. By learning a mapping from this input space to ef-
fective nucleation and growth rates, hybrid models can
internalise complex, template-specific effects without
sacrificing the interpretability and extrapolation structure
provided by the mechanistic balances. Nielsen et al. suc-
cessfully applied this methodology to model a crystalli-
sation process, and noted that while hybrid models have
higher data requirements than purely mechanistic mod-
els, they are effective in cases where there is high-fre-
quency measurements from PAT and incomplete
knowledge, such that a mechanistic model could not
have been properly formulated [8]. McKay et al. applied
a parallel hybrid methodology for the control of a fed
batch crystalliser, notably with high data availability and
alarge number of generated batches from a reference in-
silico model. In this case, the data-driven regressor is
successfully used to correct the mispredictions of a
mechanistic model, formulated with kinetic parameters
with 5% deviation from the reference parameters used to
generate the original data [9]. In both cases, training data
for the data driven regressor had to be carefully collected
with simulations of the reference model to train the data-
driven counterpart. It would therefore be advantageous
to be able to train the whole hybrid model ‘in-the-loop’,
without lengthy data generation tasks.
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Figure 1. Structure of the two proposed regressors to be embedded in the mechanistic model.
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VARIATIONAL INFERENCE

For hybrid models to be actionable in process de-
velopment, point predictions are insufficient. Protein
crystallisation experiments are inherently noisy, and the
kinetic identification problem must account for both irre-
ducible experimental noise (aleatoric) and limited confi-
dence in regressed neural network parameters (epis-
temic). Uncertainty-aware formulations that quantify the
posterior variability in kinetic surrogates, and propagate
it through the PBM, are essential for assessing confi-
dence in predicted trajectories and prioritizing future ex-
periments. Traditional Bayesian techniques, such as Mar-
kov Chain Monte Carlo, are often computationally prohib-
itive for the high parameter counts typical of neural net-
works. Variational Inference (VI) offers a scalable alter-
native by reframing the inference problem as an optimi-
zation task [10]. The true but intractable posterior distri-
bution of network weights p(w|D) is approximated with a
simpler, variational distribution g4(w) such as a multivari-
ate Gaussian. The parameters 6 are then optimized to
minimize the Kullback-Leibler (KL) divergence from the
true posterior, which is equivalent to maximizing the Evi-
dence Lower Bound (ELBO).

ELBO = Eg,)[log p(@|D)] — KL(qg|| p()) M

The first term encourages the model to fit the ex-
perimental concentration and crystal size data, while the
second acts as a Bayesian regularizer. By sampling from
the optimized gg(w) during the ODE integration, we can
propagate weight uncertainty through the population
balance equations to generate predictive intervals for the
entire process trajectory.

In this work, we address these challenges by devel-
oping and experimentally validating uncertainty-aware
hybrid PBMs for lysozyme crystallisation in the presence
of porous silica nanoparticle templates with different
Pessina et al. /| LAPSE:2026.0281

surface functionalisations. We consider two hybrid archi-
tectures in which a multi-layer perceptron neural network
learns effective nucleation and growth rates as functions
of process and template variables, while a mechanistic
population balance model governs the evolution of the
crystal size distribution and solute concentration. The
data-driven components are trained in-the-loop via auto-
differentiable programming, and variational inference is
used to recover posterior distributions over the hybrid
model parameters and corresponding predictive uncer-
tainty. By validating these models on unseen template
loadings and comparing their accuracy and calibration
across distinct template chemistries, we aim to demon-
strate that hybrid, uncertainty-aware formulations can
bridge the gap between rich, template-enabled experi-
mental design spaces and mechanistically grounded, in-
silico process models for protein crystallisation.

METHODOLOGY

Experimental Methodology

This architecture is applied to experimental datasets
of template-induced lysozyme crystallisation. Lysozyme
was crystallised in a 0.1 M sodium acetate buffer (pH =
4.2) containing 50mg/ml NaCl. Experiments are con-
ducted in both template-free solutions and in the pres-
ence of irregularly shaped, porous silica nanoparticles
functionalised with carboxyl and or hydroxyl surface
groups. For each tested condition, three independent
replicates are performed. Crystallisations are carried out
at three temperatures (17, and 21°C) and three nanopar-
ticle loadings (1, 5 and 10 mg/ml) and 2 template chemis-
tries (Hydroxyl and Carboxyl functionalised). Validation
experiments were carried out at intermediate loading and
temperatures (19°C, 7.5 mg/ml), to assess the interpola-
tive ability of the hybrid models. Two initial protein con-
centrations are tested per temperature-loading combi-
nation. Reactions were conducted in 20 ml volumes
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under constant stirring at 75 rpm. Protein concentration
was monitored every 30 minutes using a UV Nanodrop
spectrophotometer. Upon batch termination, the slurry is
filtered, dried, and the crystal size distribution is meas-
ured using a laser-diffraction particle size analyser.

In-Silico Methodology

Eq 1 shows the population balance with negligible
aggregation and breakage, while Eq2 describes the mass
balance. To solve this hyperbolic PDE, a method of mo-
ments transformation is used to recover the moments of
the crystal size distribution. Rather than defining explicit
equation for nucleation and growth, neural networks are
embedded in the mechanistic model framework. By im-
plementing the model in an auto-differentiable language
such as JAX, Pytorch or Julia, the neural networks can be
trained by minimising a parameter estimation loss func-
tion and a gradient-based optimiser. In both regressors
sigmoid input and output transformations are imple-
mented to the predicted rates remain in feasible ranges
that won't make the ODE simulation unstable when the
network is first initialised. They also serve to improve the
gradient conditioning and smoothness.
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Figure 1 shows the two proposed data driven kinetic
regressors. The MLP regressor takes the supersaturation
at each ODE call, and the temperature and loading as in-
puts. Those are passed to a sigmoid function, scaled on
global lower and upper bounds (Table 1). The sigmoid-
transformed inputs pass through a neural network, which
outputs a nucleation and growth coefficient which are fi-
nally passed to exponential functions for a physically-
feasible scaling. The Neural Polynomial, is also proposed
as an alternative architecture. In this architecture the
neural network only takes temperature and loading as in-
put, and outputs coefficients of a sum of power law ex-
pressions for nucleation and growth. Training of both re-
gressors is done in a 2-stage approach to improve the
conditioning of the regressors, in which the hybrid mod-
els are first trained on 50% of the initial timepoints before
including the whole dataset. Both neural networks have 1
layer, 150 neurons, and were trained with the following
schedule: Phase 1LR =8 x 107%, Steps = 40; Phase 2 LR
= 2 x 1073, Steps = 200. Variational inference is per-
formed with 5000 steps and LR =1 x 1073. The prior dis-
tribution is centred around the weights of the trained hy-
brid model regressor, with 10% standard deviation.
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Table 1. Bounds for sigmoid transformations

Name Lower Bound Upper Bound
Temperature 13 27
[°C]
Template 0 30
Loading
[mg/mi]
Solute conc. 0 25
[mg/ml]
Ajl-] -15 30
A_g [-] -15 -5

RESULTS AND DISCUSSION

Hold-one-out Validation

Hold-one-out (HOO) validation was performed us-
ing the training experiments, where each experiment is
left out in turn and predicted using a model trained on the
remaining experiments. As a result, some of the valida-
tion cases are extrapolating with respect to the initial
conditions (and occasionally the transient state trajec-
tory), while others are more interpolative. However, each
validation experiment still shares the same discrete tem-
perature and template loading values with at least some
of the training experiments. In other words, across the
HOO benchmark the model is never forced to extrapolate
temperature or loading; the “hard” extrapolation is pri-
marily in the initial condition and the resulting early-time
dynamics.

It is important to note that HOO is an inherently bi-
ased validation procedure in data-scarce settings [11] as
leaving out any single experiment can change the empir-
ical mean and variance of the training set. This means
HOO effectively introduces a fair amount of extrapolation
into the evaluation, which is notoriously challenging for
any regressor embedded in a stiff mechanistic simulator,
but it also makes the benchmark quite strict. In practice,
this is useful here because generalisation is often pre-
sented as a key advantage of mechanistic PBMs, and
HOO provides a direct stress test of whether the hybrid
formulation can retain that behaviour under limited data.

Table 2. Hold-one-out validation mean absolute error for
hydroxyl and carboxyl systems, MLP and Neural P-L
models.

Model Conc. MAE PS MAE [mi-
[mg/mlI] cron]
Hydroxyl System
MLP 1.402 4.089
Neural P-L 1.439 4.078
Carboxyl System
MLP 1.876 5.506
Neural P-L 1.468 3.558
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HOO Validation Parity with Uncertainty
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Figure 2: Hold-one-out Validation parity plot for the Hydroxyl template system.
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Figure 3: Hold-one-out Validation parity plot for the Carboxyl template system.

The HOO parity plots are shown in Figure 2 (hy-
droxyl- template) and Figure 3 (carboxyl- template), and
error metrics are reported in Table 2. Across both da-
tasets (hydroxyl- and carboxyl- functionalised tem-
plates) and both hybrid architectures, we observe con-
sistent trends. First, the overall performance in the HOO
benchmark is similar between the two models. Both re-
gressors typically recover the main features of the con-
centration trajectories and the end-point particle size
metric with comparable mean absolute errors. In both hy-
droxyl and carboxyl datasets, most experiments are pre-
dicted reasonably well, but there are 2-3 validation ex-
periments where the prediction is noticeably poorer. This
pattern suggests that a small subset of experiments sit in
a more difficult region of the design space (e.g., sharper
nucleation, stronger nonlinearity, or less informative
Pessina et al. /| LAPSE:2026.0281
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measurements), and these become “failure modes” for
both hybrid parametrisations.

Second, even though the two regressor setups are
structurally different, the predicted validation trajectories
are often very similar, especially for concentration. This
is quite striking: despite one model predicting rates di-
rectly as a function of state (via the MLP) and the other
enforcing a more structured supersaturation dependence
(via the neural power-law surrogate), both end up pro-
ducing closely aligned concentration dynamics across
most left-out cases. One plausible interpretation is that,
within the range of operating conditions covered by the
training grid, both models are converging to essentially
the same effective kinetic relationship. The neural
power-law explicitly constrains the supersaturation de-
pendence to a sum of power laws, while the MLP may be
635



learning a function that is effectively equivalent over the
observed supersaturation range. In that sense, the two
architectures may be different parametrisations of the
same learned dynamics, rather than fundamentally dif-
ferent learned behaviours.

In contrast, particle size predictions are generally
less accurate than concentration predictions in the HOO
benchmark, as reflected by higher relative errors. This is
not unexpected given the experimental data structure:
each experiment contributes a full concentration time se-
ries (multiple points) but only a single average particle
size value is available at batch termination. The loss
therefore contains substantially more information about
concentration than about size, and the hybrid model is
asked to infer size dynamics largely through the mecha-
nistic coupling rather than through direct dense meas-
urements. This imbalance renders the particle size objec-
tive harder to learn and easier to over/under-shoot, par-
ticularly for the more challenging left-out experiments.
For carboxyl templates specifically, the neural power-law
surrogate tends to yield slightly better particle size er-
rors, which suggests that the additional structural bias in
the kinetics help stabilise the size predictions when size
data are sparse.

Table 3: training and variational inference times for the 2
models.

Model Avg. HOO Variational In-
training time [s] ference time [s]
MLP 62 +8.5 1498
Neural P-L 5112 910

By calling the network only once per simulation, ra-
ther than once per ODE call, the computational graph is
simplified leading to improved memory usage and faster
training. Secondly, this simplifies the kinetic identification
problem by removing the time dependence of the infer-
ence and training problem. The hybrid model training and
uncertainty quantification runtimes are reported in Table
3. The neural power-law regressor also delivers a ~40%
speed-up under the same variational inference settings,
which is consistent with its reduced computational graph
(the regressor being called once per simulation rather
than at every ODE evaluation), and is a relevant ad-
vantage when scaling these methods to larger experi-
mental grids, or more complex (like multidimensional)
models.

Overall, the HOO results indicate that both hybrid
PBMs learn the core crystallisation dynamics reasonably
well, with concentration being the easier and more con-
sistently captured output. The remaining gaps, most
clearly in particle size and in a small number of difficult
experiments, are likely dominated by the combination of
sparse size supervision and the intrinsic ambiguity of
mapping limited measurements  to effective
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nucleation/growth kinetics in template-induced systems.
Off-grid Validation
Table 4: Off-grid validation mean absolute error for hy-

droxyl and carboxyl systems, MLP and Neural P-L mod-
els.

Model Conc. MAE PS MAE [mi-
[mg/mlI] cron]
Hydroxyl System
MLP 1.56 2.48
Neural P-L 0.75 1.5
Carboxyl System
MLP 0.73 0.26
Neural P-L 0.64 3.24

Next, we examine the interpolative validation exper-
iments, with predictions shown in Figure 4 (hydroxyl-
template) and Figure 5 (carboxyl- template), and error
metrics are reported in Table 4. These validation runs
were carried out at 19 °C and 7.5 mg/ml template loading,
i.e. conditions chosen halfway between the training tem-
peratures and loadings. Unlike the HOO benchmark,
where each validation experiment still shared the same
discrete temperature and loading values with some of the
training data, these validation conditions are unique and
are not present anywhere in the training set. This means
the models are genuinely required to interpolate jointly in
temperature and template loading, rather than only inter-
polating in initial condition or trajectory shape.

Across both template chemistries, the two hybrid
architectures recover the overall dynamics, but with con-
sistent biases. In both systems, the MLP tends to under-
predict the concentration during the batch. The resulting
trajectories often follow the correct qualitative shape, but
are shifted downward relative to the measurements, sug-
gesting that the learned effective kinetics lead to overly
fast depletion (or equivalently an overestimation of net
crystallisation rate) at the interpolated condition. By com-
parison, the neural power-law surrogate is generally
closer to the measured concentration trajectories, and
for the hydroxyl templates (Figure 4), it gives an almost
perfect fit over the entire horizon.

For the carboxyl template system (Figure 5), the two
models produce broadly similar concentration trajecto-
ries, and the concentration MAE is comparable between
them despite the MLP underprediction. The difference is
more visible in the particle size metric: the neural power-
law surrogate slightly underpredicts the particle size,
while the MLP predicts particle size more accurately, in
some cases essentially matching the measurement
within experimental error bounds. This is consistent with
the trade-off observed in other parts of the evaluation:
the more flexible direct-rate MLP can sharpen the size
prediction when it lands in the right region of rate space,
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whereas the more structured surrogate can prioritise
capturing the concentration evolution, sometimes at the
cost of a small bias in the final size metric.

For hydroxyl templates, the separation between the
models is clearer. The neural power-law surrogate
matches the validation concentration trajectory ex-
tremely well, while the MLP again underpredicts concen-
tration across the batch. For particle size, both models
slightly overpredict, but the neural power-law surrogate
has the better overall outcome when considering both
the mean prediction and the uncertainty intervals. Im-
portantly, even where the point predictions differ, both
models’ confidence intervals appear reasonably cali-
brated: the predictive bands are typically consistent with
the observed experimental scatter and remain within the
reported measurement error. This is particularly relevant
here because the validation condition is unseen, so inter-
val calibration is a stronger test than simply matching a
single mean trajectory.

Taken together, the interpolative validation sug-
gests that both hybrid PBMs can generalise to new tem-
perature-loading conditions without re-fitting, but the
two kinetic surrogates exhibit distinct failure modes. The

Pessina et al. / LAPSE:2026.0281
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MLP appears prone to a systematic concentration under-
prediction at the interpolated condition, while the neural
power-law surrogate is more robust in concentration in-
terpolation and tends to produce more conservative un-
certainty. Meanwhile, the MLP can provide sharper parti-
cle size predictions when the learned kinetics align well
with the true size dynamics at that condition. This high-
lights that model choice should not rely purely about av-
erage error: for template-enabled process design, the
preferable surrogate will depend on whether the primary
objective is accurate concentration trajectory prediction
(e.g. yield/endpoint concentration targets) or more accu-
rate particle size outcomes (e.g. downstream filtration
and formulation constraints), and on whether conserva-
tive uncertainty quantification is preferred for risk-aware
decision making.

Beyond the specific comparison of the two architec-
tures, the results presented here raise several broader
open questions for hybrid PBM development. First, the
data requirements of these models remain to be system-
atically assessed. The experimental grid used in this work
is deliberately compact, and while both regressors
demonstrate reasonable generalisation, it is not yet clear
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how much additional experimental coverage would be
needed to meaningfully improve the learned kinetics, nor
at what point diminishing returns set in. Closely related is
the question of data quality: in protein crystallisation,
measurements are subject to heteroscedastic noise,
batch-to-batch variability, and limited temporal resolu-
tion, all of which propagate through the training loss. The
extent to which measurement quality, as opposed to
sheer quantity, limits the fidelity of the trained regressor
is an important practical consideration that is not ad-
dressed here. Finally, the hybrid models as presented re-
main black-box at the kinetic level: the learned regres-
sors capture effective nucleation and growth rates, but
these rates are not readily interpretable or transferable in
the way that a compact, explicit kinetic expression would
be. Distilling the trained surrogate into a human-readable
form, for example via symbolic regression on the learned
regressor outputs, would allow practitioners to extract
mechanistic insight from the flexible model, compare it
against established kinetic forms, and stress-test the re-
sulting expression outside the data-supported region.
These open questions, data sufficiency, data quality,
training robustness, and interpretability, represent natu-
ral directions for further development of hybrid PBMs for
template-induced crystallisation.

CONCLUSIONS

This work proposes a workflow for the development
and experimental validation of uncertainty-aware hybrid
population balance models for template-induced protein
crystallisation.

Across the hold-one-out benchmark, the two hybrid
architectures present very similar effective dynamics,
despite making different modelling choices about how ki-
netics are captured. Improving the HOO performance
likely requires either more experimental coverage, since
both regressors still have capacity and will generally ben-
efit from additional temperature-loading combinations
and denser particle-size information, or strategies that
effectively densify the dataset without simply overfitting.
One plausible direction is data augmentation through
mechanistic fits on subsets of experiments to generate
richer trajectories; however, this must be approached
carefully, because any model-data mismatch in the
mechanistic fits would be inherited by the augmented
dataset and may ultimately degrade calibration.

The off-grid validation is arguably the more de-
manding test: here the models interpolate in temperature
and loading, rather than relying on having seen the same
discrete operating values during training. Under this
stress test, the Neural Power Law structure with its ex-
plicit decoupling of supersaturation dependence, tends
to deliver more robust concentration predictions and
more conservative uncertainty, while the MLP can
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produce sharper particle-size predictions. Overall, these
results support the central conclusion of this study: un-
certainty-aware hybrid PBMs can learn useful, template-
dependent kinetic relationships even under severe data
scarcity and measurement sparsity and can generalise to
unseen operating conditions without re-training.

Several directions for future work emerge from
these findings. The data requirements of hybrid PBMs,
both in terms of quantity and quality, remain to be char-
acterised more rigorously: understanding the minimum
experimental coverage needed to train a reliable regres-
sor, and quantifying how measurement noise and tem-
poral resolution affect the learned kinetics, would provide
actionable guidance for experimental planning. There re-
mains also an opportunity to explore interpretability fur-
ther. A key advantage of purely mechanistic PBMs is that
the kinetic relationships are compact and human-reada-
ble; hybrid models trade some of that transparency for
flexibility. One natural next step is therefore to treat the
trained kinetic surrogate as a discovery tool and distil it
into an explicit functional form, for example by applying
symbolic regression to the learned regressor heads, so
that the final outcome is both accurate in the data-sup-
ported region and easier to communicate, compare, and
stress-test for process design.
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