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ABSTRACT 
To address the limitations of traditional sensing instrumentation in industrial processes, this work 
explores the use of industrial text data. Given that current instrumentation often fails to capture 
the full scope of process-related information, text data resulting from operation of industrial set-
tings (for example: maintenance, inspection and incident reports) can provide valuable insights. 
This study focuses on accessing the effectiveness of natural language processing (NLP) tech-
niques in retrieving critical information from industrial text data. To achieve this, the classification 
of Process Safety and Containment Events (PSCE) was used as case study. Overall, we found NLP 
methods are effective in information retrieval from industrial text data. However, the integration 
of the embeddings into machine learning (ML) approaches poses some challenges. The complexity 
of the information encoded in the embeddings makes them too disparate and unique samples of 
a larger domain, making challenging the training of a ML model. 

Keywords: Industrial text data, natural language processing, data mining, chemical manufacturing industry, 
process safety and containment events.

INTRODUCTION 
In the context of chemical manufacturing industry, a 

wide range of sensor technologies and data collection 
methods are available to use. These tools serve to pro-
vide valuable insights into an array of critical aspects 
within the industrial process. They encompass the moni-
toring of physical and chemical phenomena occurring 
throughout the process, the status of equipment, prevail-
ing process conditions, attributes related to raw materi-
als and product quality, emissions data, logistic issues, 
and more [1]. This diversity in sensing instrumentation 
enables us to capture point measurements of essential 
parameters such as temperature, pressure, pH, and con-
ductivity. Furthermore, it allows for the acquisition of 
richer data sources, including spectrum, images, vibra-
tions, and sound profiles. Such comprehensive data 
gathering empowers us to gain a holistic understanding 
of the complex processes unfolding within the chemical 
manufacturing. 

Despite the abundance of available instrumentation, 

this falls short in capturing the entirety of process-related 
information in industrial settings. Typically, sensors are 
strategically positioned to provide localized snapshots of 
a given process state, with the assumption that these 
snapshots are representative and informative of the op-
eration and phenomena taking place. Furthermore, sen-
sors are inherently designed to provide a single or a set 
of physical and chemical properties, such as a spectral 
reading of radiation passing through a sample, tempera-
ture measurements at a specific location, or reactor pres-
sure data, among others. Moreover, the compensatory 
actions executed by control systems often effectively 
conceal process anomalies from sensor detection. Con-
sequently, crucial details pertaining to process health, in-
cluding issues such as leaks, corrosion, insulation degra-
dation, and other unforeseen events, may remain con-
cealed within the system, eluding their identification. 

To address the limitations of existing instrumenta-
tion, it is imperative to explore alternative sources of in-
formation. One promising solution utilizes text data from 
inspection reports, incident/event logs, maintenance 
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records, work order and more that are typically present 
in industrial setting. These texts information typically en-
capsulates insights gained by operators, inspectors, or 
incident management officers (IMOs) during their re-
sponsible activities. For example, observations related to 
unusual noises or vibrations, signs of corrosion or equip-
ment wear, incidents such as leaks, peculiar odors, on-
going maintenance or repair work orders, and activities 
undertaken on production lines or equipment, all contain 
valuable information about the production processes. 
Therefore, textual data analysis can provide valuable in-
sights about current process health and safety monitor-
ing system.  

Existing NLP approaches for processing textual data 
can be broadly categorized into two main groups: con-
text-free methods and context-based methods [2]. Con-
text-free approaches, exemplified by techniques such as 
bag-of-words (BoW) and term frequency – inverse doc-
ument frequency (TF-IDF), or machine learning ap-
proaches such Word2Vec, etc., primarily rely on word 
counting or representation without considering contex-
tual relationships. These methods often result in sparse 
matrices, which can lead to zero-inflation problems. Ad-
ditionally, frequency-based approaches are notably sen-
sitive to misspellings. On the other hand, context-based 
NLP such as bidirectional encoder representations from 
transformers (BERT), generative pre-trained transformer 
(GPT) and Flair, employ advanced linguistic techniques to 
analyze and codify the context and semantics of a given 
text or document. These methods aim to capture the 
meaning and relationships between words, making them 
more robust in handling variations and nuances in lan-
guage [3]. 

Context-based approaches are typically based on 
neural networks (NN) structures, often employing either 
a recurrent NN (RNN) or transformer architectures spe-
cifically trained for various text data processing tasks 
such as text summarization, text generation, topic iden-
tification, named entity recognition (NER), classification, 
etc. Among these tasks, embedding methods play a piv-
otal role in encoding text data in a limited set of numerical 
features. In context-based NLP approaches, embeddings 
are generated not just through counting frequency of the 
words; instead, they are calculated by weighting the 
words, so that the semantic meaning is preserved. This 
preservation of meaning ensures that the context in 
which words are used is retained, mitigating the risk of 
information loss. Furthermore, the context-based NLP 
models are more robust to misspellings. These factors 
present a significant advantage over frequency-based 
text processing methods. 

One key drawback of these approaches is their sub-
stantial data requirements during the training phase. 
Typically, industrial datasets consist of only hundreds to 
thousands of observations per text dataset, spanning a 

time frame of approximately 4 to 5 years, representing 
the equipment or process life cycle. This limited data vol-
ume can indeed pose challenges in training highly effec-
tive NLP models. To address such limitation, pretrained 
models can be utilized. These models have been trained 
on extensive and diverse textual data from various 
sources, enabling them to capture broad language pat-
terns and semantics. This training allows the models to 
exhibit a form of statistical inferred reasoning, effectively 
interpreting and processing complex text data [4]. 

Beyond the inherent methodological limitations ob-
served from an NLP perspective in dealing with industrial 
data, there is a lack of studies within the existing litera-
ture that incorporate industrial text data, particularly in 
the chemical manufacturing domain. In the present study, 
the primary objective is to evaluate the effectiveness of 
NLP approaches for information retrieval from industrial 
text data. Specifically, our research is conducted in the 
context of predicting Process Safety and Containment 
Events (PSCE), a critical topic of concern in industrial op-
erations.  

The risk estimation of a PSCE has gained signifi-
cance within the research community. Recent efforts [5] 
have aimed to predict unplanned events. Notably, the au-
thors employed process data within a risk assessment 
and surveillance (RAS) framework to monitor the proba-
bility of unplanned shutdown events to take place in the 
near future, detecting high-risk situations ahead of time 
when there is still time to act and take countermeasures 
that may prevent their occurrence. However, it is essen-
tial to acknowledge that the information derived from 
process sensing instrumentation has inherent limitations 
in providing a comprehensive understanding of the pro-
cess state and health, as discussed earlier in introduc-
tion. Therefore, the exploration of alternative sources of 
information such as available text data can potentially 
yield new insights for improving the prediction of PSCE, 
being that in system coverage, robustness or accuracy. 

The remainder of this paper is structured as follows. 
The Data section offers a detailed information about both 
the simulated and industrial datasets used in this study. 
In the Methods section, we provide an overview of the 
data analysis pipeline, and the methods used. The Re-
sults section presents the main findings. The Final Re-
marks section draws some concluding observations. 

DATA 
In this study, two distinct text datasets were used: 

one is a simulated text data generated from GPT model 
and the other sourced from an industrial process from 
one of the manufacturing sites owned by the Dow Chem-
ical Company. Both datasets encompass a collection of 
incident management reports that document relevant 
events and their severity level. 
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Simulated text data 
Incident management reports simulated via the 

GPT-3.5 model resembles the type of information that 
can be found in an industrial data. Using carefully de-
signed and crafted prompts, the GPT model was in-
structed to behave as an IMO who is responsible for writ-
ing perfect and complete reports about the incidents that 
may happen at a designated process. In the simulation, 
five levels of PSCE events were considered with level 1 
being the most severe, such as an unplanned event, and 
level 5 being the least severe one, where neither the pro-
duction process is jeopardized, nor any personal safety 
or environmental hazard is present (this is consistent with 
actual PSCE level categorization). Given such definitions 
of PSCE levels, the GPT-based IMO had to attribute a 
PSCE level to each reported incident. The resulting da-
taset has a total of 1429 simulated reports covering all 
kinds of PSCE levels from different units and areas of the 
process. To generate the simulated reports, ChatGPT 
was prompted with guidelines to use available data from 
standardization institutions such as American Petroleum 
Institute (API) and other relevant sources that might aid 
in assessing severity level of PSCE events.  

 
Figure 1. Flowchart of the process considered for the 
simulations of text data. 

The process used for simulating the reports was 
also provided as part of the prompt. It can be described 
in a simplified version as follows: a system that produces 
chemical C from chemicals A and B, and consists of a re-
action unit, separation unit, and storage areas. In the pro-
cess, there is a recirculation of chemicals A and B that did 
not react back to the reactor unit. This process is also 
summarized in Figure 1. Further considerations are that 
the chemicals are highly flammable and toxic, Chemical 
A is in gaseous state, while B and C are liquids.  

This dataset is used to establish the benchmark for 
incident management text data containing reports re-
lated to a simplified chemical process, with clear and 
complete description of the events. Additionally, it served 
as a proof of concept for the proposed data analysis 
pipeline. 

Industrial text data 

The industrial text data consist of a set of incident 
management reports with corresponding PSCE levels 
from a Dow Chemical Company site. These reports con-
tain information introduced by the local IMOs. Overall, 
these reports present similar characteristics as the simu-
lated data, however, there are also disparities between 
the reports due to different IMOs, templates or formats 
used by the local plant. Additionally, these reports con-
tain grammar and spelling errors, abbreviations and site-
specific language, involves different writing styles, vari-
ous functional aggregation levels, and are gathered from 
multiple processes at a specific site location. Often, in-
complete information is available regarding a specific 
PSCE event. Therefore, it is much more difficult to use for 
analysis and modeling compared to the simulated re-
ports. For confidentiality reasons no further details can 
be provided here, and the data were masked before be-
ing reported in this paper. 

METHODS  
To extract information from textual data, we em-

ployed embedding models to convert text into numerical 
representations first. Then, the numerical embedding 
vector were used as inputs for a Random Forest (RF) 
classifier, which predicts the various levels of PSCE 
events. The following subsections provide an overview of 
the individual methodologies adopted and data analysis 
pipeline utilized in this study. 

Embedding Models 
Embedding is a process of representing words, 

phrases, or entire documents as numerical vectors in a 
high-dimensional feature space. These numerical repre-
sentations enable the capture of semantic and syntactic 
relationships between words. The most common embed-
ding techniques are word embedding and document em-
bedding. In this study, document embedding approaches 
were used. [6] 

Random Forest classifier 
The Random Forest classifier is a supervised ma-

chine learning method that uses multiple decision trees 
to predict a class from input features. Each decision tree 
is constructed by selecting random subsets of the train-
ing data, which helps reduce overfitting and increases 
the model’s generalization capabilities. To make a predic-
tion of a class, the random forest algorithm aggregates 
the results from all the individual trees through majority 
voting. This ensemble approach improves the model's 
overall accuracy, stability, and resilience to noise and 
outliers. [7] 

Data analysis pipeline 
One of the premises of the adopted approach is that 

an efficient information extraction will lead to a 
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satisfactory performance of the classification pipeline. 
Thus, the data analysis pipeline consists primarily of two 
integral stages: (i) information extraction and analysis (ii) 
classification of PSCE event levels. In the (i) information 
extraction stage, pretrained NLP models were used to 
extract pertinent features containing valuable infor-
mation. Specifically, models from both an open-source 
python library “Sentence-Transformers” which makes 
use of BERT architecture [8], and a proprietary model 
from Azure OpenAI [9] were used. To facilitate effective 
visualization of the embedding space of the textual data, 
a dimensionality reduction method named unified mani-
fold approximation and projection (UMAP), was used 
[10]. 

After the completion of the information extraction 
phase, the classification stage (ii) was performed, where 
the RF model was trained and evaluated, utilizing a total 
of 100 decision trees. To ensure a rigorous evaluation, 
our model was trained on 80% of the available data, with 
the remaining 20% reserved for performance assess-
ment. This data split was executed in a pseudo-random 
fashion [11], thereby ensuring that both the training and 
testing subsets maintained a similar representation of the 
classes. To robustly gauge the model's performance, the 
model training procedure were repeated 30 times with 
each iteration having a different 80-20 split of the data 
set. The evaluation metric employed to assess model 
performance was the F1-score, as indicated in equation 
(1). In each iteration, the test and train subsets are the 
same across different information extraction method.  

𝐹𝐹1 = 2 𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝×𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟
𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝+𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟

= 2𝑇𝑇𝑇𝑇
2𝑇𝑇𝑇𝑇+𝐹𝐹𝐹𝐹+𝐹𝐹𝐹𝐹

  (1) 

In Equation (1), TP stands for true positives, FP for 
false positives and FN for false negatives. 

RESULTS 
In this section, the main results obtained from the 

simulated and industrial case studies are presented and 
discussed. 

Simulated case study 
The embeddings for the simulated case study were 

obtained using the stsb-mpnet-base-v2 model from the 
Sentence-Transformers python library. UMAP was ap-
plied to visualize the simulated dataset, which contains a 
wide range of events described in the text, as well as dif-
ferent PSCE levels. Figures 2 clearly reflect these distri-
butions. In Figure 2, a gradient of colors indicates that the 
embeddings effectively encoded relevant information 
about PSCE levels, although there is some overlap be-
tween the levels. 

 
Figure 2. UMAP visualization of the Sentence-
Transformer embeddings extracted from simulated text 
data, colored by PSCE Level. 

In Table 1, the performance of the Random Forest 
(RF) model trained on the extracted embeddings is pre-
sented in terms of the F1 score. The F1 score is approxi-
mately 0.65 for both the training and testing sets. While 
this performance is not exceptionally high, it is consistent 
and indicates a low risk of overfitting. This stability sug-
gests that the model is generalizing well to unseen data, 
even though there is room for improvement in its predic-
tive accuracy.  

Table 1: Median F1-score of data analysis pipeline ap-
plied to simulated case study. 

Training Test 
  

 

 
Figure 3. Confusion matrix between the actual and 
predicted PSCE levels, considering one of the testing run 
from simulated text data. 

Upon closer examination of the approach's perfor-
mance depicted in Figure 3, it becomes evident that the 
overlap predominantly occurs between adjacent PSCE 
levels, being consistent with the observations in Figure 2. 
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For level 1 and 2 PSCEs, the misclassification happens 
mostly to one level higher (level 2 and 3 respectively) 
while for level 4 and 5 PSCEs, it is the opposite, misclas-
sification happens mostly to one level lower (level 3 and 
4 respectively). For level 3 PSCEs, the misclassification is 
more balanced between level 2 and 4. Several factors 
might contribute to this overlap. Firstly, the definitions of 
the PSCE levels can be somewhat ambiguous near their 
boundaries. Secondly, the descriptions of events might 
sometimes be not completely clear or a bit vague. The 
presence or absence of minor details or the misinterpre-
tation of information can lead to the misclassification of 
the adjacent PSCE level. 

Overall, the results from this case study demon-
strate the effectiveness of the proposed processing 
pipeline. The embeddings successfully encapsulate the 
relevant information, making them suitable for further 
data analysis and modeling task. Although the random 
forest model was not fully optimized, it still managed to 
classify PSCE levels reasonably well.  

Industrial case study 
Applying a similar approach as in the simulated case 

study to the industrial data, we embedded the text data 
(using text-embedding-3-large embedding model from 
OpenAI, this time) and then applied the RF model. Figure 
4 shows the UMAP transformation of these embeddings. 
Unlike the clear separation observed in the simulated 
case study, the event categories in the industrial data are 
highly overlapped, making it difficult to distinguish be-
tween them. 

 
Figure 4. UMAP visualization of the Sentence-
Transformer embeddings extracted from industrial text 
data, colored by event category (masked data). 

The performance of the RF model is depicted in Ta-
ble 2. The F1 score for this model stands at approximately 
0.18, indicating a very low level of performance. Upon 
closer examination of Figure 5, it becomes evident that 
the model predominantly classifies the "a" category as 
the event category. Additionally, there is a significant im-
balance among the classes.  

Table 2: Median F1-score of data analysis pipeline ap-
plied to simulated case study. 

Training Test 
  

 
Figure 5. Confusion matrix between the actual and 
predicted event categories, considering one of the 
testing run of RF model from industrial text data. 

 
Figure 6. Confusion matrix between the actual and 
predicted event categories, considering the LLM based 
approach and industrial text data. 

The approach did not work for the industrial case 
study due to several contributing factors. Firstly, the 
complexity of the real-world data far exceeds that of the 
simulated case study, making it difficult to map the do-
main accurately (Figure 4). Secondly, the highly unbal-
anced classes make the classification task nearly impos-
sible, even when we applied resampling. Additionally, the 
presence of site-specific terminology and potentially in-
complete information about the PSCE levels adds addi-
tional layer of complexity to the samples. 

To address the hypothesis that incomplete infor-
mation, misspellings, and site-specific language might in-
terfere with performance, a new approach was imple-
mented. This approach involved using a carefully de-
signed prompt in combination with a large language 
model (LLM), specifically GPT-4 [9], to classify events 
based on the text data available in the reports. This 
method proved to be quite effective, achieving an F1 
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score of approximately 0.78. It performed well across 
nearly all event categories, except for the "a" and "t" cat-
egories, which are closely related and easily confused 
with each other (see, Figure 6). 

The machine learning approach was ineffective due 
to the complexity of the underlying processes in the gen-
erated text data. The considered text data lacked suffi-
cient domain representation to train a high-quality model. 

FINAL REMARKS 
In conclusion, we proposed a machine-learning 

based data analysis pipeline to predict PSCE event level 
based on text information on 2 different datasets. The 
proposed workflow works well on the simulated dataset, 
demonstrating the effectiveness of encoding key infor-
mation using embedding models. However, the results on 
the other industrial dataset were not satisfactory. This 
suggests that the proposed framework was inefficient 
when the raw text data is originated from a more complex 
system and wide domain such as chemical manufacturing 
processes. In this case, the complexity of the underlying 
phenomena in the real-world case study, combined with 
low domain representativity and highly imbalanced data, 
are all possible reasons behind the poor performance. 
The carefully designed prompts and pre-trained large 
language models (LLMs) have proven successful on the 
industrial case study. The extensive training domain of 
LLMs enhances their capability to extract targeted infor-
mation, thus retaining key information relevant for classi-
fying PSCE levels. Thus, NLP approaches successfully 
codified and extracted information from industrial text 
data. However, integrating these embeddings into ML 
approaches can be challenging due to limited domain 
coverage, which is common in industrial text data related 
to unplanned events. As next steps, a data fusion [11]. 
approach will be used to integrate text data and process 
data for the prediction of PSCE. 
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