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ABSTRACT 
This work addresses a practical challenge in batch process optimization: the need for sample ef-
ficient learning methods due to the high cost and time-intensive nature of running physical batch 
processes. While reinforcement learning (RL) offers a promising framework for optimizing batch 
processes, traditional approaches require numerous experimental runs to converge to optimal pol-
icies. A novel sample efficient RL method that leverages Gaussian Processes (GPs) to accelerate 
learning from limited batch data is proposed. However, the direct application of GPs becomes 
computationally intractable as data accumulates batch-to-batch, and their performance degrades 
when training distributions shift during policy improvement. To address these challenges, an inte-
grated framework that combines Q-learning with GPs was developed and a strategic subset se-
lection mechanism using determinantal point processes is introduced to maintain computational 
efficiency while preserving diverse, high-performing samples. The method exploits problem struc-
ture and backward induction to further maximize sample efficiency and incorporates both aleatoric 
and epistemic uncertainty for robust policy improvements. The approach is demonstrated on a 
non-isothermal semi-batch reactor case study, showing significantly improved learning efficiency 
compared to exact GP strategies while maintaining computational tractability. The results highlight 
the method's practical applicability to industrial batch process optimization where experimental 
data is limited and costly to obtain. 
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INTRODUCTION 
Fed-batch process control and online optimization 

is an area of focus within the process systems engineer-
ing community. This is a problem well described by finite 
horizon stochastic optimal control; however, identifica-
tion of optimal policies is inherently challenging. This is in 
part due to the difficulty in identifying systems models 
and their uncertainty and then propagating that uncer-
tainty over the decision horizon. This latter element is a 
primary focus within the stochastic model predictive con-
trol (sMPC) community [1], [2]. This has led to interest in 
the development of batch-to-batch learning schemes.  

For example, [3] demonstrated the use of policy 
gradients and transfer learning to improve an initial para-
metric policy function approximation directly from batch 

process data. Similar ideas were exploited in [4] and [5] 
using Gaussian process (GP) models that were iteratively 
updated with new batch process data and then exploited 
to improve the operational strategy. 

All the works detailed above exploit methods com-
mon to Reinforcement Learning and bandit strategies. 
State-action value learning is a subset of Reinforcement 
Learning algorithms that aim to solve Markov decision 
process formulations of the online batch process optimi-
zation problem, through concepts broadly termed ap-
proximate dynamic programing (ADP). ADP aims to iden-
tify an optimal state-value function approximation 
through function approximation, and sampling-based 
policy evaluation and policy improvement steps to ap-
proximate the workings of exact dynamic programming 
(DP) solvers. It is worth noting that DP is not applicable in 
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this problem setting due to computational intractability. 
From this optimal function approximation, one can derive 
the optimal policy by acting greedily with respect to it in 
each state.  

In chemical engineering applications, the high cost 
and time-intensive nature of running physical batch pro-
cesses makes it crucial to develop sample efficient meth-
ods for reinforcement learning. Traditional RL ap-
proaches often require numerous iterations to converge 
to optimal policies, which becomes prohibitively expen-
sive when each episode represents a complete batch 
process. This motivates our focus on combining Gaussian 
Process (GP) models with Bayesian Optimization (BO) 
principles to create more sample efficient RL methods 
that can learn effective control policies with significantly 
fewer experimental runs. This approach is particularly 
valuable in chemical engineering contexts where each 
experiment may involve substantial material costs, en-
ergy usage, and time investment. 

State-action value learning algorithms typically ex-
ploit function approximations to provide point estimates 
of the expected state-action value function, rather than 
modelling it explicitly a conditional random variable. This 
has led to uncertainty aware approaches to state-action 
value learning. Perhaps the most common approach to 
integrating uncertainty within policy learning is GP ap-
proximations to process dynamics. This then enables 
identification of the state-action value function through 
formulation of a nonlinear program. However, this re-
quires that the process be well described by a  
GP model [6].  

An alternative means is to use the GP for approxi-
mating the state-action value function directly. For ex-
ample, the GP Temporal Difference (GPTD) framework 
aims to identify a value function approximation under a 
given control policy and leverages the SARSA algorithm 
for approximate policy improvement steps [7]. Bayesian 
neural network approaches have also been explored for 
approximating the state-action value function, which en-
abled the use of Thompson sampling rollout policies – ef-
fectively balancing exploration and exploitation of the 
decision space [8]. 

In this work, a sample efficient reinforcement learn-
ing strategy for process control based on Gaussian pro-
cesses and Bayesian optimization principles is proposed.  
To address the poor scaling of Gaussian processes with 
data, and the well-known distributional shift challenge in 
reinforcement learning  a subset selection strategy is in-
troduced. Finally, it is shown how the exploitation of 
problem structure and backward induction can maximize 
sample efficiency in this context. 

This paper is structured as follows. The methodol-
ogy section presents the foundations of Q-learning and 
Gaussian Process function approximation, followed by 
our approaches to Thompson sampling policies and 

uncertainty-aware Q-learning. The method for maintain-
ing computational tractability with GPs is introduced and 
then the complete algorithmic implementation is detailed. 
A computational case study of a non-isothermal semi-
batch reactor demonstrates the practical application of 
our approach. Finally, results are presented that compare 
our GP-based Q-learning method to an exact GP strat-
egy, followed by conclusions. 

METHODOLOGY 

Q-Learning 
Reinforcement learning (RL) describes a set of sam-

pling-based algorithms for solving Markov decision pro-
cess (MDP). Finite MDP formulations of batch process 
optimization may be defined as a six tuple 
< 𝒳𝒳,𝒰𝒰, 𝑝𝑝,𝜙𝜙, 𝛾𝛾,𝑇𝑇 >; with 𝒙𝒙 ∈ 𝒳𝒳 denoting a state space, 𝒖𝒖 ∈
𝓤𝓤 a set of controls, 𝑋𝑋𝑡𝑡+1 ∼ 𝑝𝑝(𝒙𝒙𝑡𝑡+1 ∣ 𝒙𝒙𝑡𝑡 ,𝒖𝒖𝑡𝑡) a state transition 
probability density function, 𝜙𝜙:𝒳𝒳 × 𝒰𝒰 → ℝ a cost function, 
𝛾𝛾 ∈ [0,1] a discount factor, and 𝑇𝑇 the finite time horizon 
over which the MDP evolves, after which the process ter-
minates.  In finite horizon MDPs, the aim is to identify a 
state feedback policy, 𝒖𝒖𝑡𝑡 = 𝜋𝜋(𝒙𝒙𝑡𝑡),  to minimize the ex-
pected sum of costs over a discrete time horizon of 
length 𝑇𝑇 from any given state. This quantity is otherwise 
known as the state-action value function, 𝑄𝑄(𝐱𝐱𝑡𝑡 ,𝐮𝐮𝑡𝑡).  
Dynamic programming (via backward induction) is known 
to find optimal solutions to MDPs; however, its use be-
comes intractable in large discrete or continuous state 
and control spaces. 

Q-Learning is a model-free reinforcement learning 
algorithm that estimates the optimal state-action value 
function, 𝑄𝑄∗(𝐱𝐱,𝐮𝐮), which may be defined recursively as:  

 
𝑄𝑄∗(𝐱𝐱t,𝐮𝐮𝐭𝐭) = 𝔼𝔼𝜋𝜋∗ �𝜙𝜙(𝐱𝐱t,𝐮𝐮𝑡𝑡)

+ 𝑄𝑄�𝒙𝒙𝑡𝑡+1,𝜋𝜋∗(𝒙𝒙𝑡𝑡+1)�� 
(1) 

 

subject to, 

 𝜋𝜋∗(𝐱𝐱t+1) =  argmin
𝐮𝐮𝐭𝐭+𝟏𝟏

𝑄𝑄∗(𝐱𝐱t+1,𝐮𝐮t+1).   (2) 

 

In practice, one does not have access to the actual 
Q-function and must estimate and learn it from interac-
tions with the samples of the underlying MDP. Q-learning 
may be thought as an approximate dynamic program-
ming (DP) strategy, which is constituted by iterative ap-
plication of an approximate policy evaluation step, and a 
policy improvement step. The policy evaluation step used 
by Q-learning is inspired by stochastic approximation, 

 𝑄𝑄(𝐱𝐱𝑡𝑡 ,𝐮𝐮𝑡𝑡) ← 𝑄𝑄(𝐱𝐱𝑡𝑡 ,𝐮𝐮𝑡𝑡) + 𝛼𝛼𝑘𝑘𝛿𝛿𝑡𝑡,  (3) 

where 𝛼𝛼𝑘𝑘 is the learning rate at update step k and 𝛿𝛿𝑡𝑡 is 
the TD error, 
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 𝛿𝛿𝑡𝑡  =  𝜙𝜙(𝒙𝒙𝑡𝑡 ,𝒖𝒖𝑡𝑡)  + 𝛾𝛾min
𝐮𝐮t+1

𝑄𝑄( 𝐱𝐱𝑡𝑡+1,𝐮𝐮𝑡𝑡+1) −𝑄𝑄(𝐱𝐱t,𝐮𝐮t). (4) 
 

The TD error is a bootstrapped estimate of the error 
in the state-action value approximation of the optimal 
policy, and under some conditions the update ensures 
convergence to the optimal policy. One condition is that 
there must be sufficient coverage of the state-control 
space through learning iterations. This is enabled by a 
rollout policy which balances exploration and exploita-
tion. Such a rollout policy is usually defined through the 
application of a bandit strategy with respect to the state-
action value function, such as the 𝜖𝜖-greedy strategy. 

In continuous state and control, one becomes inter-
ested in constructing an approximation to the state-ac-
tion value function, typically through a parametric func-
tion. These approaches tend to be sample inefficient. In 
this work, the utility of constructing Gaussian process ap-
proximations is explored, which are a class of Bayesian 
non-parametric models. 

Gaussian Process Function Approximation 
A Gaussian process (GP) is a probability model de-

fined on a collection of random variables, such that every 
finite subset is described by a multivariate Gaussian dis-
tribution. Specifically, it is assumed that given some da-
taset, 𝒟𝒟𝑡𝑡 = �𝒗𝒗𝑡𝑡,𝑖𝑖 ,𝑄𝑄𝑡𝑡,𝑖𝑖�𝑖𝑖=1:𝑁𝑁 with 𝒗𝒗𝑡𝑡 = [𝒙𝒙𝑡𝑡 ,𝒖𝒖𝑡𝑡]𝑇𝑇, and a test 
point 𝒗𝒗𝑡𝑡,∗, the joint multivariate prior distribution may be 
defined, 

�

𝑄𝑄𝑡𝑡,1
⋮

𝑄𝑄𝑡𝑡,𝑁𝑁
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⎠

⎟
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 , (5) 

where 𝑘𝑘(⋅,⋅) is the kernel function that evaluates the co-
variance of the random variables, 𝐾𝐾(𝑉𝑉𝑡𝑡,𝑉𝑉𝑡𝑡) is the gram 
matrix which evaluates covariance of the data 𝑉𝑉𝑡𝑡 =
�𝒗𝒗𝑡𝑡,1, … ,𝒗𝒗𝑡𝑡,𝑁𝑁�

𝑇𝑇 , and 𝑚𝑚(⋅) is a prior mean function. Since the 
joint prior distribution is a multivariate Gaussian one can 
obtain conditional and marginal distributions as Gaussian 
distributions also. This enables one to exploit Bayes’ rule 
to make predictions about a test point, given data via a 
Gaussian posterior distribution, 

 𝑄𝑄𝑡𝑡,∗ ∣ 𝒗𝒗𝑡𝑡,∗,𝒟𝒟𝑡𝑡 ∼ 𝒩𝒩 �𝑚𝑚�𝒗𝒗𝑡𝑡,∗ ∣ 𝓓𝓓𝑡𝑡�,𝜎𝜎2� 𝒗𝒗𝑡𝑡,∗ ∣∣ 𝓓𝓓𝑡𝑡 ��, (6) 
 

with 𝑚𝑚�𝒗𝒗𝑡𝑡,∗ ∣ 𝓓𝓓𝑡𝑡� and 𝜎𝜎2� 𝒗𝒗𝑡𝑡,∗ ∣∣ 𝓓𝓓𝑡𝑡 � provided in closed form 
through the conditioning equations.  The posterior pre-
diction provides means to estimate the state-action value 
of a new state and control pair 𝒗𝒗𝑡𝑡,∗ given access to a dis-
crete dataset.  

Thompson Sampling Policies 
In this work, it is assumed that such a dataset is built 

iteratively in a batch-to-batch fashion by rolling out a pol-
icy that leverages the GP state-action value function 

approximation and its uncertainty. Specifically, the 
method takes advantage of the explicit uncertainty quan-
tification of GPs to define a Thompson Sampling (TS) 
rollout policy. This policy makes use of an approximated 
sample 𝑄𝑄�𝑡𝑡 of the posterior distribution using a decoupled 
sampling method, described by [9], which is minimized to 
select the next control input: 
 

𝑄𝑄�𝑡𝑡  ∼  𝑄𝑄𝑡𝑡 ∣ 𝒟𝒟𝑡𝑡 (7) 
 

 𝜋𝜋𝑇𝑇𝑇𝑇(𝑥𝑥𝑡𝑡) = arg min
𝑢𝑢𝑡𝑡

𝑄𝑄�𝑡𝑡(𝑥𝑥𝑡𝑡 ,𝑢𝑢𝑡𝑡) (8) 

This behavioral policy naturally balances exploration and 
exploitation - areas of high uncertainty can be targeted 
for exploration, while areas of low uncertainty and high 
predicted value can be exploited. Furthermore, the mini-
mization of the Q-function follows the standard Q-learn-
ing paradigm. 

Uncertainty Aware Q-Learning 
Our approach implements an adaptive learning rate 

mechanism that automatically adjusts based on the mod-
el's predictive uncertainty. While traditional Q-learning 
employs a fixed learning rate 𝛼𝛼𝑘𝑘  in the update equation 
((9). Instead, the method uses the analytical uncertainty 
estimates from the GPs to adapt to this learning rate as 
follows: 

 𝑄𝑄𝑡𝑡(𝐱𝐱t ,𝐮𝐮t) ←  𝛼𝛼𝑘𝑘  ∗  𝑄𝑄𝑡𝑡(𝐱𝐱t,𝐮𝐮t) + ⋯ 
(1− 𝛼𝛼𝑘𝑘)  ∗  (𝑟𝑟𝑡𝑡  +  𝛾𝛾arg min

𝑢𝑢′
𝑄𝑄𝑡𝑡+1(𝐱𝐱t+1,𝐮𝐮𝑡𝑡+1)), (9) 

 where 𝛼𝛼𝑘𝑘 = 1
1+𝜎𝜎𝑡𝑡2

. (10) 
Here, 𝜎𝜎𝑡𝑡2 represents the GP for timestep 𝑡𝑡 predictive nor-
malized variance at the current state-action pair. When 
the model exhibits high uncertainty in its Q-value predic-
tions, 𝛼𝛼𝑘𝑘 approaches zero, causing the update to rely 
more heavily on the observed returns. Conversely, when 
the model is confident in its predictions (low variance), 𝛼𝛼𝑘𝑘  
approaches unity, giving more weight to the current Q-
value estimates. This mechanism (Equation 10) ensures 
that the learning process naturally adapts to the model's 
confidence, leading to more conservative updates in re-
gions of high uncertainty while maintaining efficient 
learning in well-understood parts of the state-action 
space. 

Subset Selection Strategy 
To handle the computational expense of GPs with 

large datasets while maintaining accurate modeling of 
promising regions, a reparametrized determinantal point 
processes (DPPs) was employed, which can be sampled 
to give diverse and high performing subsets of our origi-
nal datasets [10].  

These subsets are constructed of points, 𝒗𝒗 ∈ 𝑉𝑉, 
which are sampled with the probability proportional to 
the determinant of the gram matrix of the DPP  |𝐾𝐾𝑉𝑉|  and 
the quality function 𝑞𝑞:𝒳𝒳 × 𝒰𝒰 → ℝ: 
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 ℙ(𝑉𝑉) ∝ |𝐾𝐾𝑉𝑉|  ⋆ ∏ 𝑞𝑞(𝑣𝑣)2𝑣𝑣∈𝑉𝑉 , (11) 

where the quality function is larger for higher performing 
subsets. This formulation is particularly valuable for Q-
learning as it allows us to naturally forget poor-perform-
ing historical data while maintaining a diverse set of high-
value state-action pairs, effectively focusing our model-
ing capacity on regions of the Q-function that are most 
relevant for policy improvement. 

 
Figure 1. Uncertainty-aware learning rate 

Algorithmic Implementation 
Our GP-Based Q-learning algorithm combines GP 

function approximation with temporal difference learning. 
The outer loop iterates over batches, where each batch 
collects new trajectories through policy rollouts in the 
process. It is assumed that the process dynamics do not 
change between batches. The inner loop is over 
timesteps in reverse order, from 𝑇𝑇 − 1 to 0, to allow infor-
mation from the end of the episode to flow to the initial 
state-action pairs for correct credit assignment. All Q-
values in the dataset for the current timestep are updated 
with the current model estimate via. a TD update as an 
approximate policy iteration step. A subset selection 
strategy preserves a subset of data points for training us-
ing the method described in the previous section. An 
overview of the Q-learning algorithm is described below. 
 
 
 
 
 

Algorithm 1: GP-Based Q-learning 
Data: Initial Data, 𝒟𝒟0,𝑗𝑗,𝑡𝑡 = {(𝐱𝐱𝑡𝑡 ,𝐮𝐮t, 𝑞𝑞𝑡𝑡)𝑖𝑖}𝑖𝑖=1:𝑁𝑁 
Inputs: Total number of batch runs 𝐵𝐵, Batch process 

operation 𝒫𝒫(⋅), Subset selection strategy 
ℳ(⋅), Data collection strategy 𝜋𝜋(⋅), Q-learn-
ing algorithm, 𝒬𝒬(⋅). 

Outputs: GP models, ℱ∗(𝒟𝒟∗) = {𝑓𝑓∗,𝑡𝑡�⋅;𝒟𝒟∗,𝓉𝓉�}{𝑡𝑡=0:𝑇𝑇−1} 

Initialize GP models ℱ0(𝒟𝒟0) 
For Each 𝑏𝑏 ∈ {0, … ,𝐵𝐵 − 1} do 
 Rollout policy in process, {𝒟𝒟𝑛𝑛𝑛𝑛𝑛𝑛,𝓉𝓉}𝑡𝑡 = 𝒫𝒫�π(ℱ𝑏𝑏)� 
 Append 𝒟𝒟𝑏𝑏+1,𝑡𝑡 = 𝒟𝒟𝑏𝑏,𝑡𝑡  ⋃𝒟𝒟𝑛𝑛𝑛𝑛𝑛𝑛,𝑡𝑡   ∀ 𝑡𝑡 
 For Each 𝑡𝑡 ∈ {𝑇𝑇 − 1 …  0} do 
  Update data 𝒟𝒟𝑏𝑏+1,𝑡𝑡 = 𝒬𝒬 �𝒟𝒟𝑏𝑏+1,𝑡𝑡 , 𝑓𝑓𝑏𝑏,𝑡𝑡:𝑡𝑡+1(⋅)� 
  Select data for training, 𝒟𝒟𝑏𝑏+1𝒯𝒯 = ℳ�𝒟𝒟𝑏𝑏+1,𝑡𝑡, 𝑓𝑓𝑏𝑏,𝑡𝑡(⋅)� 
  Train GP model independently, 𝑓𝑓𝑏𝑏+1,𝑡𝑡(⋅,𝒟𝒟𝑏𝑏+1,𝑡𝑡

𝒯𝒯 ) 
Return ℱ∗(𝒟𝒟∗) = ℱ𝐵𝐵(𝒟𝒟∗) 

COMPUTATIONAL CASE STUDY 
The case study used to demonstrate the control al-

gorithm described in previous sections is a non-isother-
mal semi-batch reactor [11]. The aim of the case study is 
to assess how the proposed algorithm performs again 
other GP-based methods and whether it approaches the 
optimum. The reactor carries out the following reactions: 

 A ⟶  𝐵𝐵 ⟶  3C (12) 

Where both reactions are catalysed and are first-order 
reactions. The first step is exothermic and the second is 
endothermic which are both characterised by rate con-
stants 𝑘𝑘1𝐴𝐴(𝑇𝑇) and 𝑘𝑘2𝐵𝐵(𝑇𝑇) that are functions of tempera-
ture. A cooling jacket is used to manipulate the reactor 
temperature. The state of the system 𝐱𝐱 contains the con-
centration of all three species, the temperature, and vol-
ume of the reactor: 

𝐱𝐱 =  [𝐶𝐶𝐴𝐴,𝐶𝐶𝐵𝐵,𝐶𝐶𝐶𝐶 ,𝑇𝑇,𝑉𝑉].  

The two control inputs are the temperature of the cooling 
jacket and the feed flow rate of A: 

𝐮𝐮 = [𝑇𝑇𝑎𝑎,𝐹𝐹].  

The dynamics of the reactor are defined as follows: 
  d𝐶𝐶𝐴𝐴

d𝑡𝑡 =  −𝑘𝑘1𝐴𝐴𝐶𝐶𝐴𝐴 + (𝐶𝐶𝐴𝐴0 − 𝐶𝐶𝐴𝐴)
𝐹𝐹
𝑉𝑉 (13) 

 d𝐶𝐶𝐵𝐵
𝑑𝑑𝑑𝑑 =

1
2 𝑘𝑘1𝐴𝐴𝐶𝐶𝐴𝐴 − 𝑘𝑘2𝐵𝐵𝐶𝐶𝐵𝐵 − 𝐶𝐶𝐵𝐵

𝐹𝐹
𝑉𝑉 (14) 

 d𝐶𝐶𝐶𝐶
d𝑡𝑡 = 3𝑘𝑘2𝐶𝐶𝐵𝐵 − 𝐶𝐶𝐶𝐶 

𝐹𝐹
𝑉𝑉

 (15) 

 d𝑉𝑉
d𝑡𝑡 = 𝐹𝐹 (16) 

 

d𝑇𝑇
d𝑡𝑡 =

UA(Ta − 𝑇𝑇) − 𝐹𝐹𝐴𝐴0𝐶𝐶𝑃𝑃𝐴𝐴(𝑇𝑇 − 𝑇𝑇0) + ⋯
[𝐶𝐶𝐴𝐴𝐶𝐶𝑃𝑃𝐴𝐴 + 𝐶𝐶𝐵𝐵𝐶𝐶𝑃𝑃𝐵𝐵 + 𝐶𝐶𝐶𝐶𝐶𝐶𝑃𝑃𝑐𝑐]𝑉𝑉 + 𝑁𝑁𝐻𝐻2𝑆𝑆𝑂𝑂4𝐶𝐶𝑃𝑃𝐻𝐻2𝑆𝑆𝑂𝑂4

 

[(Δ𝐻𝐻𝑅𝑅1𝐴𝐴)(−𝑘𝑘1𝐴𝐴𝐶𝐶𝐴𝐴) + (ΔHR2B)(−𝑘𝑘2𝐵𝐵𝐶𝐶𝐵𝐵)]𝑉𝑉
[𝐶𝐶𝐴𝐴𝐶𝐶𝑃𝑃𝐴𝐴 + 𝐶𝐶𝐵𝐵𝐶𝐶𝑃𝑃𝐵𝐵 + 𝐶𝐶𝐶𝐶𝐶𝐶𝑃𝑃𝑐𝑐]𝑉𝑉 + 𝑁𝑁𝐻𝐻2𝑆𝑆𝑂𝑂4𝐶𝐶𝑃𝑃𝐻𝐻2𝑆𝑆𝑂𝑂4

. 
(17) 

The case study is implemented using the PC-Gym Python 
package [12]. The episode length is defined as four hours 
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with timesteps of 24 minutes where control inputs are 
applied. The objective is to maximize the final amount of 
the desired product (species C) this results in the follow-
ing reward function of: 

 𝜙𝜙𝑡𝑡 = �𝐶𝐶𝐶𝐶𝑉𝑉 𝑖𝑖𝑖𝑖 𝑡𝑡 =  𝑇𝑇 − 1
0 𝑜𝑜𝑜𝑜ℎ𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒

  

 

(18) 

RESULTS 
The GP-based Q-learning algorithm presented in Al-

gorithm 1 was trained with an initial dataset 𝒟𝒟0 size of 10, 
20 and 30 trajectories then trained for a further 25 
batches of training. This training was repeated 5 times to 
ensure repeatability of the algorithm. The resulting policy 
is rolled out for 20 repetitions to measure the final objec-
tive value. When rolling out the policy in testing the ac-
tions are selected by maximizing over the mean function 
of the resulting GPs from training. This algorithm is com-
pared to work by Savage et. al (2021) [13] which differs 
mainly by using expected-improvement as its behav-
ioural policy,  follows the Monte-Carlo learning scheme 
and having no subset selection scheme The algorithms 
are also compared to an oracle which is a Nonlinear 
Model Predictive Controller (NMPC) with a perfect model 
as implemented by the PC-Gym [12] which acts as a ceil-
ing to performance on this case study. 

 
Figure 2. Learning Curve of GP-based Q-learning for 
initial dataset size of 10 and 30 compared to the average 
initial policy (dashed) and oracle (dotted). 

Figure 2 shows the learning curve of our algorithm 
when using an initial dataset size of 10 and 30 trajecto-
ries. The oracle is shown with a dotted line, and the av-
erage performance of the initial dataset is shown as a 
dashed line. The initial performance is higher when using 
30 trajectories compared to 10 trajectories, as the larger 
dataset provides more information for constructing the 
models of the Q-function. Over the first 5 training epi-
sodes, a decrease in performance for both dataset sizes 

is observed due to the exploration behavior induced by 
the Thompson sampling rollout policy. 

 
Figure 3. Objective value over the test episode for 
different sized intial datasets compared to the oracle and 
Savage et.. al. (2021) [13]. 

The mean objective value for over the test episode 
is shown in Figure 3. Higher performance is obtained with 
our algorithm for both initial dataset sizes compared to 
Savage et. al. (2021)'s [13] algorithm, and with the 30-
trajectory dataset our algorithm approaches the oracle's 
performance. The variance in performance across repe-
titions is larger for Savage et. al.'s [13] algorithm, as indi-
cated by the wider shaded areas. 

 
Figure 4. Comparison of final objective values for 
different initial dataset sizes. 

A comparison of final objective values for all initial 
dataset sizes is presented in Figure 4. Our algorithm's 
performance approaches the oracle's as the dataset size 
increases. A significant portion of this performance dif-
ference can be attributed to our use of TD learning up-
dates, enabling the method to learn about the optimal 
greedy policy when following a non-greedy rollout policy. 

CONCLUSION 
This work compared a Gaussian Process Q-learning 
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approach with subset selection against prior methods on 
a non-isothermal semi-batch reactor. With 30 initial tra-
jectories, our approach nearly matched the performance 
of an oracle NMPC controller demonstrating the effec-
tiveness of our TD learning updates over Monte Carlo for 
learning optimal policies from non-greedy rollouts. 
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