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ABSTRACT

Design problems for process systems engineering applications often require multi-scale modeling
integrating detailed process models. Consequently, black-box optimization and surrogate mod-
eling have continued to play a fundamental role in mission-critical design applications. Inherentin
surrogate modeling applications, particularly those constrained by “expensive” function evalua-
tions, are the questions of how to properly balance “exploration” and “exploitation” and how to do
so while harnessing parallel computing in techniques. We devise and investigate a one-step look-
ahead GRASP heuristic for balancing exploration and exploitation in a parallel environment. Com-
putational results reveal that our approach can yield equivalent or superior surrogate quality with
near linear scaling in the number of parallel samples.

Keywords: Optimization, Parallelization, Surrogate Model, Derivative Free Optimization, Machine Learning

INTRODUCTION

In recent years, there has been an increased utiliza-
tion of high-fidelity digital twins (HFDTs) in the design,
development, and/or operation of complex systems and
enterprise-wide supply chains. These digital twins typi-
cally originate from data-driven models, physics-based
models, or some combination thereof. Depending on their
physical location, which can lead to data latency issues,
scale, underlying structure, evaluating them can be com-
putationally expensive given a set of static and/or dy-
namic input parameters and they tend to come with only
zeroth order information. This can be problematic for
practitioners who would like to utilize them directly or
within larger workflows to optimize and/or conduct sen-
sitivity analyses on the system or supply chain in which
they were originally intended to simulate [1].

These challenges have led practitioners to utilize
black-box optimization (also known as derivative-free
optimization) methods and/or surrogate modeling tech-
niques to achieve their desired goals. Excellent over-
views and reviews of derivative free optimization meth-
ods and surrogate modeling techniques are presented in
[2], [3], [4], and references therein. Even with the recent
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advances in the literature, there are still many open ques-
tions, such as how to properly balance “exploration” and
“exploitation” and how to harness parallel computing in
techniques, such as Bayesian optimization (BO), that
were originally designed to be executed serially [5].

To this end, we present a BO procedure to allow the
practitioner to be judiciously sample the design space in
parallel. At the heart of the procedure lies a non-convex
acquisition function that generates a batch of B different
points that are intended to be evaluated by the HFDT
parallel. Due to the difficulty in solving the non-convex
acquisition function, we have created a greedy random-
ized adaptive search procedure (GRASP) that is quickly
able to generate quality solutions via a construction heu-
ristic and then subsequently improve on these initial so-
lutions via a local search procedure - for a detailed trea-
tise on GRASPs, specifically for problems with a continu-
ous design space, please see [6] and references therein.

The remainder of this work is organized as follows:
i) first, we present a brief literature review on BO; ii) next,
we present the problem statement; iii) we then present
our workflow; iv) next, we conduct computational exper-
iments on 6 standard benchmark test functions to illus-
trate the effectiveness of our workflow; and v) finally we
offer conclusions and future research directions.
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LITERATURE REVIEW

Several research groups have attempted to accel-
erate Bayesian optimization for the setting known as
“batch Bayesian optimization,” i.e., when a “batch” of
costly-to-evaluate function calls can be performed in
parallel. As noted in one of the earliest works on batch
BO [7], sequential BO (i.e., the traditional approach in
which a single function evaluation is made per iteration)
has a fundamental advantage over batch BO because,
when applying the former, each function evaluation is im-
mediately used to obtain a more accurate posterior. This
improved posterior should, in theory, lead to a better, or
more information-rich, sequence of function evaluations
that accelerate convergence to a global optimum. Thus,
researchers have attempted to design batch BO methods
to compete with one-sample-per-iteration approaches in
terms of information gain per sample.

One key computational challenge in batch BO is to
find a jointly optimized batch of inputs. This challenge is
mainly because of the lack of analytical formula and dif-
ferentiability of the underlying selection criteria, i.e., ex-
pected improvement, for a batch of size greater than 2.
To resolve this issue, Daxberger and Low [8] noted that
there are two extremes to designing batch BO methods.
On one end of the spectrum, greedy batch BO algorithms,
e.g., [7], rely on the current (and therefore a single) pos-
terior distribution to select the batch of points to sample.
This single-step lookahead approach eases scalability,
but each prospective sample in the batch does not ac-
count for the potential impact of the other prospective
samples. On the other end of the spectrum, one can at-
tempt a multi-step lookahead batch selection by consid-
ering the joint impact of all prospective samples, as is
done in parallel predictive entropy search [9], and the
parallel knowledge gradient method [10]. The downside
is that these approaches tend to scale poorly in the batch
size. To mitigate the scalability issue, [11] developed a
stochastic gradient method for multipoints expected im-
provement (g-El) computation, however, it requires many
Monte Carlo samples for estimating a stochastic gradient
and g-El. These could be much more expensive than
evaluating a single point El (with g=1) using its closed
form solution.

De Ath et al. [12] introduced an epsilon-shotgun
method that “leverages the model's prediction, uncer-
tainty, and the approximated rate of change of the land-
scape to determine the spread of batch solutions to be
distributed around a putative location”. The initial target
location is selected either in an exploitative fashion on
the mean prediction, or - with probability € - from else-
where in the design space. This results in locations that
are more densely sampled in regions where the function
is changing rapidly and in locations predicted to be good,
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i.e., close to predicted optima, with more scattered sam-
ples in regions where the function is flatter and/or of
poorer quality.” Kandasamy et al. [13] analyzed a ran-
domized selection procedure known as Thompson sam-
pling, which selects a point to evaluate by maximizing
over a random sample from the posterior distribution and
find that “making »n evaluations distributed among M
workers is essentially equivalent to performing n evalua-
tions in sequence” [13]. Thompson sampling, however, is
less common/popular than popular algorithms that
choose evaluation points based on expected improve-
ment (El) or upper confidence bounds (UCB). Wang et al.
survey recent advances in BO [14].

As the algorithm’s hame suggests, Bayesian optimi-
zation is primarily, if not entirely, dedicated to the task of
optimizing an unknown function. It is also of interest to
generate a high-fidelity surrogate, which is locally or
globally valid, for design applications. One can control the
degree of exploration in BO by modifying the acquisition
function. Chen et al. [15] after choosing multiple acquisi-
tion functions, identify Pareto-optimal solutions (based
on a so-called minimum-diverse-exploitative strategy) of
a multi-objective optimization problem to select candi-
date sample points.

PROBLEM STATEMENT

Consider a decision maker (DM) who would like to
utilize a HFDT to design, develop, and/or operate a com-
plex system and/or enterprise-wide supply chain. The re-
lationship between the inputs and the scalar output of the
HFDT is given by f: X — R!, where X is a compact sub-
set of RY. The scalar output, y, of the computationally in-
tensive function can be noisy, consequently it is assumed
that y = f(x) + €, where x ¢ X and € ~ N(0,5?) i.i.d.

The DM would like to utilize BO, with a batch size of
B, to optimize and/or create a surrogate model of the
HFDT. It is assumed that the DM has access to B different
machines, such that each sample point, b € B, in the
batch, x;,, € X, can be evaluated by the HFDT in parallel
at each major iteration, k€ X, of the BO procedure,
where B :={1..B} and X = {1...K}. Therefore, the goal
of the DM is to ensure that the points generated by the
acquisition function are judiciously selected, such that
whether “exploration” or “exploitation” is preferred, the
points will provide valuable “learnings”.

METHODOLGY

In this section, we present the BO procedure, which
allows the practitioner to judiciously sample the design
space in parallel. We also present a novel GRASP, that
generates locally optimal solutions to the acquisition
function, given by Eq. 1, quickly, by first randomly gener-
ating quality solutions via a construction procedure and
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then subsequently improving them via a local search pro-
cedure.

_max Z a(g(ib).k)+y-z B Xy — x5l M
{XpEX}pen LdpeB (b,b)EBXB

The first summation in the objective function of the
optimization problem given in Eq. 1 sums the weighted
outputs of the Gaussian process model for each of the
selected points, {X; € X},ez — a(F,k) is equivalent to
mean(j) + k - var(y), where mean(-) is a function that re-
turns mean value of the Gaussian process model evalu-
ated at ¥ € X and var(-) is a function that returns variance
of the Gaussian process model evaluated at ¥ € X. The
second summation sums the weighted Euclidian dis-
tances between the selected points, {x; € X},c3, Where
y is a regularization term - this indirectly ensures that the
selected points are sufficiently separated in the design
space from each other.

The pseudo-code for the BO procedure is explicitly
given in Algorithm 1. The procedure is a function of: i) f(:
), the HFDT; i) S, the number of random samples gener-
ated in the construction procedure of the GRASP; iii) X,
the set of major iterations for batch BO procedure; iv) B,
the set of batches; v) D, initial set of inputs and outputs
of the HFDT; vi) X, continuous set of feasible inputs for
the HFDT,; vii) a(:,"), function that returns a weighted sca-
lar output of the Gaussian process model parameterized
by «; viii) k, weighting parameter that balances “explora-
tion” and “exploitation”; ix) §, minimal scaled distance be-
tween any two points in a batch; x) o, variance for the
noise utilized in generating the sorted restricted candi-
date list of selectable points in the construction proce-
dure; and xi) ¢, incremental decrease in the minimal
scaled distance between points in successive iterations
of the construction procedure.

Algorithm 1: BO procedure.

BBOSM(f,S,B,X,D,X,a,k,8,0,€)

1 #initialization phase

2 g < ConstructGaussianProcess(D)

3 #iteration phase

4 forkeX do

5 {%p}pes < GRASP(g,S,B,X,a,k,6,0,¢€)
6 parallel for b € B do; y; < f(x;); end;
7 D « D U{(x},¥5)}pes

8 g < ConstructGaussianProcess(D)

9 end

10 returng

In the initialization phase of the procedure, a Gauss-
ian process model, g(+), is created using the initial set of
inputs and outputs, D. In the iteration phase of the pro-
cedure, a set of |X]| - |B| points are judiciously selected to
be evaluated. In each iteration, |B| points are generated
by the GRASP, and subsequently passed to the HFDT -
the pseudo-code for the GRASP is given in Algorithm 2.
Allen et al. / LAPSE:2024.1533

Once the points are evaluated, they are appended to the
data set D. Then the new updated data set, D, is then
utilized to create a new Gaussian process model and then
the iterative procedure is continued for another |X| -1
iterations.

Algorithm 2: GRASP to produce a high quality local opti-
mal solution for the non-convex acquisition function.

GRASP(g,S5,B,X,a,k,6,0,¢€)

# construction phase

{%p}pes < Construction(g,S,B, X, a,k,§,0,€)
# local search phase

{xp}pes < LocalSearch(g,S,B, X, a,k,)
return

Ul b W N =

In the first phase of the GRASP, an initial quality so-
lution is generated by a construction procedure which
randomly selects discrete points in the input space. In the
second phase, the initial solution produced by the con-
struction procedure is passed to a local search procedure
to be improved, it should be noted that the solution is im-
proved on in the continuous design space. The pseudo-
codes for the construction procedure and the local
search procedure can be seen in Algorithm 3 and Algo-
rithm 4 respectively.

At the beginning of the construction procedure, two
sets are created: i) the first set, S, stores all the indices
of all the selectable points; and ii) the second set, S,
stores the indices of the selected points, since no indices
have been selected the set is empty. Then |S| random
points are uniformly sampled from X and subsequently
evaluated by a(:,-). After the initialization phase, an iter-
ation phase commences that selects |B| candidate
points. At the beginning of the iteration phase, in line 7 of
Algorithm 3, a sorted list of unselected indices is gener-
ated by the function sort(-,), which sorts the indices, $\§,
in descending order based upon the value z; + N(0,0 -
range(2)), where range(:) is a function that returns the
maximum value of its input minus the minimum value of
its input. Once the list of sorted indices is generated, a
for loop is initiated and the Euclidian distance of the sam-
ple point corresponding to the index, s € §\§, is com-
pared to all the currently selected indices, §, and if the
distance is greater than § away from all the currently se-
lected points, the index is appended to the set §. This
continues until |§| = |B|. If by chance, |§| # |B| then 6§ is
increased by ¢ and the iteration phase continues until
|S| = |B|. We note that since we control the variability of
samples in line 8 of Algorithm 3, we would prefer random
uniform sampling over other sampling methods such as
Latin hypercube sampling so that we can balance be-
tween exploration and exploitation.

Algorithm 3: Construction procedure to generate an ini-
tial set of candidate points.
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Construction(g,S,B, X, a,k,6,0,€)
# initialization phase
S§,85«{1..5},0
{%;}ses < |S| random uniformly sampled points in X
for s € S do; z; < a(g(x,), k); end;
# iteration phase
while |S| < |B| do
for s € sort(5\S,s: z; + N(0, 0 - range(2))) do
if all({I1%, — %l > 1/(5 - 1BD}ses) do
S« Su{s}
end if
if |S] =
end
§<d+e
end
15 return {X;},cs

O 0 N O Ul » WN -

=
= O

|B| do; break; end;

=
Bw N

Once the initial of points are generated in the con-
struction procedure, they are passed to a local search
procedure. In the local search procedure, each of the
points are refined by solving the optimization problem
giveninline 2 of Algorithm 4, where & (:,-,-,-) € X is a con-
vex neighborhood in the output space of a(-,) evaluated
at the point x € X.

Algorithm 4: Local search procedure to refine the initial
set of candidate points.

LocalSearch(g, B, X, a, k, {Xp}en)
1 forbeBdo

2 Xp < maXfeN(fb,a,g,K)a(g (), K)
3 end

4 return {%}pes

COMPUTATIONAL EXPERIMENTS

This section presents the results of our computa-
tional experiments and highlights the ability of our parallel
BO procedure to generate quality batches of sample
points. The effectiveness of our BO procedure is com-
pared against standard BO utilizing a batch size of one.
In the first subsection, we present the benchmark test in-
stances utilized in the computational experiments and
the parameters utilized in our BO procedure. In the sec-
ond subsection, we illustrate how our BO procedure gen-
erates a batch of points over sequential iterations for one
of the benchmark test functions in two dimensions. In the
final subsection, we illustrate the effectiveness of our
parallel BO procedure, which produces a batch of sam-
ples to be evaluated in parallel per iteration, against
standard BO, which evaluates a single point per iteration.

Experimental set up

Benchmark test functions
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Figure 1. Gallery of 6 test functions plotted in two input
domains, R! (1D) and R? (2D).

We illustrate the effectiveness of our methodology
on 6 standard benchmark test functions (StyblinskiTang,
Griewank, Levy, Michalewicz, Ackley, and DixonPrice)
across 4 input domains — R?, R?, R* and R®. The analyt-
ical form of the test instances were taken from the
BoTorch library [16]. DixonPrice is the only strictly convex
function and is, in general, thought to be “easy” to solve.
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The remaining functions are non-convex and are thought
to be “hard” to solve.

Figure 1 depicts each of the test functions in two in-
put domains, R! and R?. For sake of illustration, the input
domains and the output domains have been scaled on the
unit cube, i.e. linearly spaced between 0 and 1. Subfig-
ures a, ¢, e, g, i, and k are line plots and have an input
domain of R!, while subfigures b, d, f, h, j, and | are con-
tour plots and have an input domain of R2. For the figures
with an input domain of R?, the input, x; € X c R?, is on
the x-axis and the output, f(x), is on the y-axis of the fig-
ure; the line color also corresponds to f(x). For the fig-
ures with an input domain of R?, the inputs, (xq,x;) € X c
R?, are on the x- and y-axis respectively and the color at
two corresponding points represents the output, f(X).

Setting up the computational experiments

Here we briefly present the parameters passed to
our BO procedure for conducting our computational ex-
periments. We also describe our scaling procedure to en-
sure that exploration and exploitation are properly
weighted. Table 1 presents the parameters passed to our
BO procedure for each of the test instances.

Table 1: Parameters passed to our BO procedure for each
of the test instances.

Parameter Value
S 300
K 3
o) 1
o 0.1
€ 0.1

To ensure that “exploration” and “exploitation” is
properly scaled within «a(:,-), we ensure that when a vec-
tor of design points are passed to the function their cor-
responding mean and variance are scaled to the unit
cube i.e. all mean values are spaced linearly between O
and 1 and all variance values are scaled between 0 and 1.

lllustrative example

In this subsection, we use the StyblinskiTang test
function with an input domain of R? to illustrate how the
GRASP within our BO procedure generates new points in
the design space to be evaluated by the HFDT in sequen-
tial iterations. For this illustrative example, 10 pointsin the
design space were randomly sampled to build the initial
set of ground truth data, subsequently these points were
evaluated by the HFDT, and finally utilized to construct
the initial Gaussian process model, in conjunction with
the outputs from the HFDT. The batch size was set to 3
and the number of major iterations was limited to 8, giv-
ing rise to a total of 24 (plus the original 10) HFDT func-
tion evaluations.
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Figure 2. lllustrative example showing how the GRASP in
our BO procedure generates points to be sampled in the
design space. Gray dots indicate points in the design
space that have already been sampled. Red dots indicate
points that the GRASP generated, which will be evaluated
before the subsequent iteration commences.

Figure 2 depicts the results to the illustrative exam-
ple. There are 8 subfigures, each representing a major it-
eration in our BO procedure. Each subfigure contains a
surface plot and a scatter plot. The x- and y-axis in each
subfigure represents the first input and second input var-
iable to the HFDT respectively. The surface plot color
represents the output of a(,-) scaled to the unit cube.
The mean absolute error (MAE) of the Gaussian process
model compared to the actual HFDT for 2000 randomly
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selected points is stated in the bottom left corner of each
subfigure.From inspection of each of the subfigures it is
clear the GRASP within our BO procedure produces
points to be evaluated by the HFDT with high values
computed by the function, a(-,-), while simultaneously en-
suring that these points are significantly far apart from
each other, such that the “information gain” per iteration
of the BO procedure is maximized. For instance, in the
final iteration of the BO procedure, as illustrated in Fig
2.h, the 3 points generated to be sampled are conven-
iently located at what appears to the naked eye, as the
three global maximums of the function a(:,-).

Results from the computational experiments

To illustrate the benefits of our parallel computation
framework, we present the computational results over
our 6 test functions in various dimensions. In Figure 3, we
show the aggregated mean absolute scaled error (MASE)
and efficiency on the left and right, respectively. For each
instance and batch size, we first compute its MASE de-
fined in Equation (1),where the numerator is the MAE of
the prediction of a Gaussian process (GP) model denoted
by yfP measured over N, 2000, ground truth values de-
noted by yfT, and the denominator represents the MAE
of the prediction of a reference GP model denoted by
inP'”’f. The MASE represents the relative performance of
a surrogate model compared a reference model. We note
that y°*" is obtained from the BO after 100 function
evaluations with a batch size of 1. Therefore, the denom-
inator value does not change over iterations, whereas yf*
can change as we improve a GP model through iterations
so can the numerator value. For fair comparison, the
number of function evaluations is set to 500 across dif-
ferent batch sizes. Once MASE’s are computed for all in-
stances, we aggregate them by taking their average to
display the results of all instances in a single figure.

(1)

1
MASE := & Znee.m VT =y

N Zne(1..n} |inP'ref - {7

From the figure we see that the larger the batch size
the quicker it reaches a MASE of 1 with a fewer number
of iterations. For example, it took about 10 iterations for
batch size 10 to reach a MASE of 1, while 100 iterations
were needed for a batch size of 1 to arrive at that value.
This result implies that we can gain a significant speed-
up in computing a solution at high quality from parallel
function evaluations.

As we increase dimensions, we observe that the
MASE value tends to be smaller in early iterations. We
think this is because the problem becomes harder as its
dimension increases, leading to a smaller performance
difference between the reference model and a model
with less than 100 function evaluations.
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Figure 3. Mean absolute scaled error (MASE) and
efficiency of the aggregated test functions that were
grouped by major iteration, dimension and batch size in
subfigures a, c, e, and g; as well as the scaled efficency
of the aggregated test functions grouped by major
iteration and batch size in subfigures b, d, f, h.

Whereas Figure 3 illustrates surrogate quality
aggregated over all test functions, Figure 4 depicts the
mean absolute scaled error for each test function in each
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Figure 4. Mean absolute scaled error (MASE) as a function of the batch size and number of function evaluations

for each functionin 1, 2, 4, and 6 dimensions.

dimension of interest. Consistent with our intuition, for
each batch size shown on the x axis, the MASE decreases
as the number of function evaluations increases. As be-
fore, MASE is scaled relative to default BO with 100 func-
tion evaluations and a batch size of 1, which is shown in
the first column of each subplot. In each column, a black
horizontal line shows the number of function evaluations
required for each batch size to attain an MASE of 1. Thus,
the black horizontal line in the first column of each sub-
plot is positioned at 100 function evaluations since this
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column corresponds to default BO. As the batch size in-
creases, however, the number of function evaluations re-
quired to attain the same MASE as default BO may differ.
For example, in 1, 2, and 4 dimensions, the DixonPrice
function indicates that, for all batch sizes, 100 function
evaluations are needed. However, in 6 dimensions, fewer
than 100 function evaluations are needed, suggesting
that our approach is superior to default BO. In summary,
from inspection of Figure 4, it is evident that in general
the batch size does not affect the efficiency of our ap-
proach, i.e., the efficiency is roughly the same for a batch
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of 1, which corresponds to sequential, to a batch size of
10. Consequently, our approach allows for increased par-
allelization, with minimal loss of efficiency.

CONCLUSIONS AND FUTURE RESEARCH
DIRECTIONS

Expensive-to-evaluate black-box functions often
appear in challenging design problems involving multi-
scale model integration. We devised and analyzed a
GRASP heuristic embedded within a parallel Bayesian op-
timization framework to accelerate surrogate construc-
tion without sacrificing surrogate quality. Computational
results revealed that our approach can yield equivalent
or superior surrogate quality with near linear scaling in
the number of samples evaluated in parallel.

As for future research directions, it would be inter-
esting to investigate multi-fidelity BO, which makes use
of lower fidelity observations available with a lower sam-
pling cost. Specifically, it may be possible to query a
lower-fidelity model when constructing a surrogate,
which then introduces the additionally complexity re-
garding how to sample: Take high- or low-fidelity sam-
ples in parallel.
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